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Preface

Reconfigurable computing provides a wide range of opportunities to increase perfor-
mance and energy efficiency by exploiting spatial/temporal and fine/coarse-grained par-
allelism with custom hardware structures for processing, movement, and storage of
data. For the last several decades, reconfigurable devices such as FPGAs have evolved
from a simple and small programmable logic device to a large-scale and fully pro-
grammable system-on-chip integrated with not only a huge number of programmable
logic elements, but also various hard macros such as multipliers, memory blocks, stan-
dard I/O blocks, and strong microprocessors. Such devices are now one of the prominent
actors in the semiconductor industry fabricated by a state-of-the-art silicon technology,
while they were no more than supporting actors as glue logic in the 1980s. The capabil-
ity and flexibility of the present reconfigurable devices are attracting application devel-
opers from new fields, e.g., big-data processing at data centers. This means that custom
computing based on the reconfigurable technology is recently being recognized as im-
portant and effective measures to achieve efficient and/or high-performance computing
in wider application domains spanning from highly specialized custom controllers to
general-purpose high-end programmable computing systems.

The new computing paradigm brought by reconfigurability increasingly requires re-
searches and engineering challenges to connect capability of devices and technologies
with real and profitable applications. The foremost challenges that we are still facing
today include: appropriate architectures and structures to allow innovative hardware re-
sources and their reconfigurability to be exploited for individual application, languages,
and tools to enable highly productive design and implementation, and system-level plat-
forms with standard abstractions to generalize reconfigurable computing. In particular,
the productivity issue is considered a key for reconfigurable computing to be accepted
by wider communities including software engineers.

The International Applied Reconfigurable Computing (ARC) symposium series pro-
vides a forum for dissemination and discussion of ongoing research efforts in this trans-
formative research area. The series of editions was first held in 2005 in Algarve, Portu-
gal. The second edition of the symposium (ARC 2006) took place in Delft, The Nether-
lands during March 1–3, 2006, and was the first edition of the symposium to have
selected papers published as a Springer LNCS (Lecture Notes in Computer Science)
volume. Subsequent editions of the symposium have been held in Rio de Janeiro, Brazil
(ARC 2007), London, UK (ARC 2008), Karlsruhe, Germany (ARC 2009), Bangkok,
Thailand (ARC 2010), Belfast, UK (ARC 2011), Hong Kong, China (ARC 2012), Los
Angeles, USA (ARC 2013), and Algarve, Portugal (ARC 2014).

This LNCS volume includes the papers selected for the 11th edition of the sympo-
sium (ARC 2015), held in Bochum, Germany, during April 13–17, 2015. The sympo-
sium attracted a lot of very good papers, describing interesting work on reconfigurable
computing-related subjects. A total of 85 papers were been submitted to the sympo-
sium from 22 countries: Germany (20), USA (10), Japan (10), Brazil (9), Greece (6),
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Canada (3), Iran (3), Portugal (3), China (3), India (2), France (2), Italy (2), Singa-
pore (2), Egypt (2), Austria (1), Finland (1), The Netherlands (1), Nigeria (1), Norway
(1), Pakistan (1), Spain (1), and Switzerland (1). Submitted papers were evaluated by
at least three members of the Technical Program Committee. After careful selection,
23 papers were accepted as full papers (acceptance rate of 27.1%) for oral presenta-
tion and 20 as short papers (global acceptance rate of 50.6%) for poster presentation.
We could organize a very interesting symposium program with those accepted papers,
which constitute a representative overview of ongoing research efforts in reconfigurable
computing, a rapidly evolving and maturing field.

Several persons contributed to the success of the 2015 edition of the symposium.
We would like to acknowledge the support of all the members of this year’s sympo-
sium Steering and Program Committees in reviewing papers, in helping in the paper
selection, and in giving valuable suggestions. Special thanks also to the additional re-
searchers who contributed to the reviewing process, to all the authors who submitted
papers to the symposium, and to all the symposium attendees. Last but not least, we are
especially indebted to Mr. Alfred Hoffmann and Mrs. Anna Kramer from Springer for
their support and work in publishing this book and to Jürgen Becker from the Univer-
sity of Karlsruhe for their strong support regarding the publication of the proceedings
as part of the LNCS series.

January 2015 Kentaro Sano
Dimitrios Soudris
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Abstract. Reconfigurable architectures have emerged as energy efficient 
solution to increase the performance of the current embedded systems. 
However, the employment of such architectures causes area and power 
overhead mainly due to the mandatory attachment of a memory structure 
responsible for storing the reconfiguration contexts, named as context memory. 
However, most reconfigurable architectures, besides the context memory, 
employ a cache memory to store regular instructions which, somehow, cause a 
needless redundancy. In this work, we propose a Demand-based Cache Memory 
Block Manager (DCMBM) that allows the storing of regular instructions and 
reconfigurable contexts in a single memory structure. At runtime, depending on 
the application requirements, the proposed approach manages the ratio of 
memory blocks that is allocated for each type of information. Results show that 
the DCMBM-DIM spends, on average, 43.4% less energy maintaining the same 
performance of split memories structures with the same storage capacity. 

1 Introduction 

Nowadays, the increasing complexity of embedded systems, such as tablets and 
smartphones, is a consensus. One of the reasons of such complexity is the growing 
amount of applications, with different behaviors, running in a single device, being 
most of them not foreseen at design time. Thus, designers of such devices must 
handle severe power and energy constraints, since the capacity of battery does not 
scale with the performance requirements.   

Companies conceive their embedded platforms with few general purpose 
processors surrounded by dozens of ASICs to deal with power and performance 
challenges of such embedded devices. General Purpose Processors (GPP) are 
responsible for interface controlling and operating system processing. Basically, 
ASICs are employed to execute applications that would overload the general purpose 
processor. Due to their specialization, ASICs achieve better performance and energy 
consumption than GPP when executing applications that belong to its domain. Thus, 
video, audio and telecommunication standards are employed as ASICs. However, as 
the technology evolves, the constant release of new standards becomes a drawback, 
since it should be incorporated in the platform as an ASIC. Besides making the design 
increasingly complex, this approach affects the time to market, since new tools and 
compilers should be available to support new ASICs.  
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Reconfigurable architectures have emerged as energy efficient solution to increase 
the performance of the current embedded system scenario due to the adaptability 
offered by these architectures [1][2][3]. Due to its adaptive capability, reconfigurable 
architectures could emulate the behavior of ASICs employed in the current embedded 
platforms, being a candidate to replace them. 

Typically, a reconfigurable architecture works by moving the execution of portions 
of code from the general purpose processor to reconfigurable logic, offering positive 
tradeoff between performance and energy, with area and power consumption 
penalties. Such area and power consumption overhead mainly relies on two 
structures: the reconfigurable logic and the context memory. The context memory is 
responsible for storing contexts. A context represents the execution behavior of a 
portion of code in the reconfigurable logic, where the execution happens indeed. 

Several techniques have been proposed aiming to decrease the impact of 
reconfigurable logic [4][12] but few approaches have been concerned about the 
context memory overhead [5]. However, the efficiency of the reconfigurable systems 
relies in this storage component, since application speedup is directly proportional to 
the context memory hit rate.  

Most dynamic reconfigurable architectures, besides the context memory, employ a 
cache memory to store regular instructions which, somehow, cause a needless 
redundancy [1][2][3]. Such redundancy is supported by the ordinary execution of 
these architectures. When the execution starts, most memory accesses are due to 
regular instruction, since, in this period of the execution, these instructions are being 
translated to contexts. After some execution time, due to the increasing use of 
reconfigurable architecture, the pattern on memory accesses changes, since accesses 
to fetch contexts increase while for regular instructions decrease.  

In this work we propose a demand-based allocation cache memory that joins 
regular instructions and reconfigurable contexts in a single memory structure. Due to 
the aforementioned memory access pattern behavior, the proposed approach 
measures, at runtime, the best allocation ratio of cache memory blocks between 
contexts and regular instructions considering the demand for each data type. In order 
to achieve this goal, we propose the Demand-based Cache Memory Block Manager 
(DCMBM) to support the allocation of both data types and to decide which data type 
would be replaced in a single cache memory structure.  

This paper is organized as follows. Section 2 shows a review of researches 
regarding context memory exploitation. Section 3 presents the proposed cache 
architecture. The methodology used to gather data about the proposed approach and 
the results are shown in Section 4. Section 5 presents the final remarks. 

2 Related Work 

Several researches have proposed different partitioning strategies aiming to increase 
the hit rate of cache memories. Most of them focus on sharing cache memory blocks 
among several threads that are running concurrently in a scenario of multiprocessor 
systems. In [6] is proposed a Gradient-based Cache Partitioning Algorithm to improve 
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the cache hit rate by dynamic monitoring thread references and giving extra cache 
space for threads that require it. The cache memory is divided in regions and an 
algorithm calculates the affinity of threads to acquire certain cache region. 

The proposal shown in [7] works over the premise that more cache resources 
should not be given for applications that have more demand and few resources but it 
should be provided for applications that benefit more from cache resources. A run-
time monitor constantly tracks the misses of each running application, partitioning the 
number of ways of a set-associative cache among them. After each modification in 
the partitioning, the algorithm verifies the difference of miss rate of the threads in 
comparison with the previous partitioning and acts to minimize the global miss rate 
by varying the number of ways for each application. The approaches presented in 
[8][9] propose strategies to switch off ways depending on the cache miss rate aiming 
at saving energy. 

Despite several researchers have proposed techniques to partition the cache 
memory among several threads/process, to the best of our knowledge, there is no 
work considering cache partitioning in the field of reconfigurable architectures. 
Aiming to support the importance of optimizing the storage components when 
reconfigurable architectures are considered, Table 1 shows the impact of the context 
memory showing the amount of bytes required to configure the reconfigurable fabric 
of three different architectures. As it can be seen in this Table, these architectures rely 
on a significant amount of bytes to store a single configuration. For instance, GARP 
[2], a traditional reconfigurable architecture, requires 786 KB to hold 128 
configurations, such amount of memory would certainly provide a considerable 
impact in the power consumption of entire system. 

Table 1. Bytes per Configuration Required by Different Reconfigurable Architectures 

 

In this work, we propose a cache partitioning technique for coarse-grained 
reconfigurable architecture where regular instructions and reconfigurable context share 
the same cache structure. Considering that the need for a large storage volume of each 
type of information occurs at different periods of the execution time, a Demand-based 
Cache Memory Block Manager (DCMBM) is proposed to handle such behavior by 
partitioning the cache memory blocks depending on the demand of each type of 
information.  

3 Demand-Based Cache Memory Block Manager (DCMBM) 

3.1 The Structure of the Cache Memory 

Figure 1 shows the structure of the cache memory of the Demand-based Cache 
Memory Block Manager (DCMBM). As it can be seen in this Figure, DCMBM has 
almost the same structure of a traditional cache being composed of valid, tag and data 

Rec. Architecture GARP[1] DIM[3] Piperench[2]

Bytes per Configuration 6,144 4,261 21,504
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fields. The valid bit is used to verify the truth of the stored data and tag is used to 
verify if the data of the address stored matches with requested address. Data field 
holds the information indeed. Additionally, every block of DCMBM has a field, 
named Type (t), to identify if the stored information is a regular instruction or a 
context. The DCMBM works as a traditional cache memory, if a cache miss happens 
in a certain line of the cache memory, the replacement algorithm chooses, in the case 
of a set associative cache, one of the blocks of the target set to be replaced. 

 

Fig. 1. Circuit of the DCMBM 

3.2 Block Allocation Hardware  

The Block Allocation Hardware (BAH) is responsible for managing the ratio of 
blocks that would be allocated to each type of information. The algorithm is based on 
a threshold and works over the cache associativity. Based on the demand for each 
type of information, the BAH uses the threshold to decide, when a write to the cache 
happens, which type of information should be replaced.  

The BAH is implemented as a 4-bit circuit, thus the range of the values goes from 
0 to 15. There is a 4-bit register for each cache set that holds a value in order to  
inform if a block that contains a context or a regular instruction would be replaced.  

When a new context is created, it means that it should be stored in the cache 
memory (a write in the cache), and the value of the register of the target set is lower 
than a certain threshold (defined at design time), a block of regular instruction is 
selected as victim to be replaced. However, when the value is greater than a given 
threshold and a regular instruction causes a cache miss (a write in the cache), a 
context is chosen as victim to be replaced. 

There are two scenarios where the value of the register of the set is updated: 

• When a context should be stored in the memory cache, the BAH algorithms 
decrements the value of the target set by one unit. This strategy focuses on 
increasing the number of blocks to store contexts instead of regular 
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instructions, since the lower the value, the more blocks to store contexts will 
be opened in the set. Following the pattern of memory accesses of dynamic 
reconfigurable architectures, there are some periods of the application 
execution where the process to translate regular instructions to contexts boosts, 
thus the number of requests to store context would increase. Therefore, more 
cache blocks must be given to store contexts to maximize the context hit ratio 
and, consequently, to speed up the application.   

• When neither a regular instruction nor a context has generated a hit of a certain 
address (a cache miss happens due to a regular instruction), the BAH 
algorithm increments the value of the target set by one unit. This strategy aims 
to increase the number of blocks to store regular instructions, since the higher 
the value, the more blocks to store regular instructions will be opened in the 
set. There is a high probability that a miss generated by both regular 
instruction and context is due to the first execution of a certain portion of code.  
It means that the dynamic reconfigurable architecture is starting to translate 
such portion of code and will not request a block to store the context related to 
such portion of code soon. However, as a new portion of code is being 
executed, more blocks for regular instructions would be necessary to increase 
the hit rate and to avoid penalties in the execution time of the application. 

In the following topics, we summarize how the BAH handles each possibility of 
cache memory access: 

1) When a miss happens from both regular instruction and context and the value 
of the register of the target set is: 

a. lower than a certain threshold, a block of regular instruction is 
selected as a victim and the value of the register is incremented by 
one unit.  

b. greater than a certain threshold, a block of context is selected as a 
victim and the value of the register is incremented  by one unit. 

2) When  a new context is finished by the reconfigurable architecture (it means 
that it should be stored in the cache memory) and the value of the register of 
the target set is: 

a. lower than a certain threshold, a block of regular instruction is 
selected as a victim and the value of the register is decremented by 
one unit.  

b. greater than a certain threshold, a block of context is selected as a 
victim and the value of the register is decremented by one unit. 

3) When a hit happens, both from regular instructions or context, the values of 
the registers are not updated. 

3.3 Replacement Algorithm 

As the DCMBM is based on the cache associativity, a replacement algorithm should 
be implemented to select the block, into target set, that would be victim to be 
replaced. We have selected the Least Recently Used (LRU) as the replacement 
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a.  DIM hardware 

A special hardware, named as DIM (Dynamic Instruction Merging), is responsible for 
detecting and extracting instruction level parallelism (ILP) from sequence of regular 
instructions that are executed by the general purpose processor and for translating 
them to data path contexts. A context is composed of bits that configure the functional 
units and make the route of the operands from the processor register file to the 
reconfigurable data path. The DIM hardware is based on a binary translation 
algorithm (BT) [3], thus no new instructions need to be implemented in the translation 
from regular instructions to contexts. As shown in Figure 2, the DIM is a 4-stage 
pipelined circuit and works in parallel with the processor, presenting no delay 
overhead in the pipeline structure. The detection, reconfiguration and execution 
processes follow these steps: 

• At run time, the DIM unit detects sequences of instructions that can be 
executed in the reconfigurable architecture. In this step, the instructions, 
fetched from the instruction cache, are executed into processor pipeline stages. 

• After that, this sequence is translated to a data path configuration, and saved in 
the context cache. These sequences are indexed by the instruction memory 
address of the first instruction of the context. 

• The next time that such instruction memory address is found, this means that 
the beginning of a previously translated sequence of instructions was located, 
and the processor changes to a halt state. Then, the context for the respective 
sequence is loaded from the context cache, the data path is reconfigured and 
the input operands are fetched. 

• This configuration is executed on combinational logic circuit of the 
reconfigurable data path. 

• Finally, the write back in the registers and memory positions writes are done. 
b.  The Reconfigurable Data Path and MIPS R3000 processor 

 

The reconfigurable data path is tightly coupled to a MIPS R3000 processor, so no 
external accesses (relative to the core) are necessary. The R3000 processor is based 
on a 5-stage pipelined circuit and implements the MIPS I instruction set architecture.  

The reconfigurable data path is composed of simple functional units (ALU, 
Multipliers and Memory Accesses) which generate a totally combinational circuit. 
The circuit is bounded by the input context registers and output context registers that 
hold the operands fetched from the processor register file and the results of the 
operations performed in the data path, respectively. The organization of the data path 
is divided in row and columns, instructions allocated by the DIM hardware at the 
same column are executed in parallel. In contrast, instructions allocated in different 
columns are executed in sequential way.  

Connections between the functional units are made by multiplexers, which are 
responsible for routing the operands within the data path. Input multiplexers select the 
source operands from the input context to the functional units. Output multiplexers 
carry the execution results to the output context to make the write back into the 
processor register file. 
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c.  Instruction and Data Cache Memories 
 

As the MIPS processor is based on Harvard Architecture, there are two cache memory 
structures to store data and regular instructions separately. Both caches are set 
associative caches and the way could be parameterized depending on the performance 
requirements and the power constraints of the design. In the experimental results 
section, we explain the methodology for the associativity degree used in this work.  

 
d.  Context Cache Memory 

 

Additionally to the data and instruction memories, there is another cache structure that 
holds the context built by the DIM hardware, named as Context Cache. The steps to 
fetch a context from the Context Cache are exactly the same as to fetch a regular 
instruction from the Instruction Cache since a context is indexed by the memory 
address of the first instruction of the translated sequence. In this way, the least 
significant bits of the memory address are reserved to provide the index information 
and the remaining bits are stored as tag.  Like the other cache structures, the Context 
Cache is also set associative and the associativity degree depends on the design 
requirements and constrains.  

4.2 Employment of DCMBM in the DIM Architecture 

Aiming to employ the proposed approach in the DIM architecture the Context Cache 
(Block 6) and L1 ICache (Block 4) structures are replaced by a single cache memory 
that stores both contexts and regular MIPS instructions. Unlike the separated cache 
memory structures that rely on two concurrent memory accesses (one into the ICache to 
find out a regular instruction and other into the Context Memory to find out a context) 
for each change in the PC content, the DCMBM performs a single access to find out 
both a context and a regular instruction related to the PC address. If a hit happens in a 
context, the bits will be sent to the reconfigurable data path. On the other hand, if a hit 
happens in a regular instruction block, the bit will be sent to the 1st pipeline stage of the 
MIPS processor. Besides the area savings due to the elimination of an entire memory 
structure, the DCMBM provides energy savings (as it can be seen in the section 5) since 
the number of memory access would decrease significantly. 

5 Experimental Results 

To measure the efficiency of the proposed approach we have compared the original 
DIM architecture (Figure 2) (named as Or-DIM), that contains both Instruction Cache 
and Context memory structures, against the DIM architecture based on the DCMBM 
technique (named as DCMBM-DIM). For the sake of the comparison, we have 
created two scenarios aiming to show the efficiency of the DCMBM approach on 
handling the behavior of dynamic reconfigurable architectures. The first scenario 
compares Or-DIM and DCMBM-DIM conceived by memory structures with the same 
storage capacity, in terms of bytes. The second scenario compares DIM-DCMBM 



 Reducing Storage Costs of Reconfiguration Contexts 11 

with half the storage capacity than Or-DIM. In all experiments we have used, for both 
DCMBM-DIM and Or-DIM, 8-way set associative cache memory structures. Both 
scenarios were evaluated varying the size of the L1 cache (where the DCMBM is 
implemented) from 16KB to 128KB. A 512-KB 16-way associative unified L2 cache 
was employed in all experiments. 

To gather results about performance we have implemented the DCMBM hardware 
together with the cycle-accurate DIM architecture simulator [3]. We have conceived a 
reconfigurable data path with 45 columns, 4 ALU per row, 2 multipliers per row and 
3 memory accesses per row. Such configuration of reconfigurable data path produces 
a context of 128 bytes, meaning that the block size of memory structure of both 
DCMBM-DIM and Or-DIM must have such amount of bytes. In addition, we have 
selected some benchmarks from MiBench (susan edges, susan corners and blowfish), 
Splash (molecular dynamics (md), lu factorization (lu) and fast fourier transformation 
(fft)) and PARSEC (swaptions and blackscholes) to measure the efficiency of the 
DCMBM with the behavior of real applications. 

Finally, the energy consumption was evaluated by synthesizing the VHDL description 
of DCMBM hardware using CMOS 90nm technology. To gather data about cache 
memory structures we have used CACTI [10].  It is important to emphasize that the 
synthesis of the DCMBM reports that the circuit just increases 2% of access time of the 
original cache memory structure. Such overhead comes from the BAH algorithm that 
must decide, at runtime, which type of information should be replaced. 

5.1 Same Storage Capacity  

The results shown in this subsection reflects the comparison of DCMBM-DIM and 
Ori-DIM considering the same storage capacity in terms of L1 cache. For instance, in 
Table 2, the second column shows the comparison of a 8KB ICache plus 8KB 
Context Cache Or-DIM against a 16KB DCMBM-DIM, the results of such table is 
normalized to the execution of Ori-DIM. As it can be seen in this Table, most 
benchmarks are benefited from the dynamic behavior of DCMBM-DIM. As it would 
be expected, the smaller the cache memory is, the greater are the gains of DCMBM-
DIM over Ori-DIM, since the BAH algorithm has the freedom to manage the cache 
blocks of DCMBM-DIM (twice than the capacity of each memory structure of Ori-
DIM) to a certain type of information, depending on the demand of the application.   
FFT, Susan Corners, Swaptions and Blackscholes achieve performance improvements 
when DCMBM-DIM is employed due to higher hit rate in the reconfiguration 
contexts. It means that more portions of code are accelerated in the reconfigurable 
data path when the proposed approach is applied. 

On the other hand, LU and Susan Edges show performance losses when DCMBM-
DIM is employed. Despite the DCMBM-DIM achieving more hits in contexts, due to 
the significant size of their codes, both benchmarks show more misses in regular 
instructions than Ori-DIM when the storage capacity is small. When the size of the 
cache memory grows, both benchmarks show at least the same performance of  
Ori-DIM. 
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Table 2. Performance of DCMBM-DIM normalized to Ori-DIM Execution considering the 
same storage capacity 

 
 

Table 3 shows the energy consumption of DCMBM-DIM normalized to the Ori-
DIM approach. As it can be seen in this Table, the proposed approach spends less 
energy in the execution of all benchmarks considering all cache sizes. The main 
source of the energy savings is the fewer memory accesses performed by DCMBM-
DIM than Ori-DIM. While a single memory access is performed by DCMBM-DIM to 
find out a context and a regular instruction, the Ori-DIM must perform a instruction 
cache access and a context cache access. Despite the two memory accesses performed 
by Or-DIM are done into memory structures with half the storage capacity, the sum of 
the energy consumption is greater than a single access in a memory structure with 
twice storage capacity. Summarizing, the DCMBM-DIM spends, on average, 43.4% 
less energy maintaining the same performance of Ori-DIM when the same storage 
capacity is considered. 

Table 3. Energy Consumption of DCMBM-DIM normalized to Ori-DIM Execution 
considering the same storage capacity 

 

5.2 Halve the Storage Capacity 

This subsection shows the results considering the DCMBM-DIM with half the storage 
capacity in comparison to Ori-DIM. For instance, the second column of Table 4 
reflects the comparison of a 16KB ICache plus 16KB Context Cache Or-DIM against 
a 16KB DCMBM-DIM. 

16KB 32KB 64KB 128KB 256KB
FFT 0,92 0,98 1,03 1,00 0,99
LU 1,08 1,06 0,97 0,98 0,97
MD 0,99 1,00 1,02 1,00 0,99

Susan E 1,06 1,02 1,01 1,01 1,00
Susan C 0,97 0,97 1,00 1,00 1,00

Swaptions 0,97 0,96 0,97 1,00 0,99
Blackscholes 0,95 0,96 0,97 1,00 0,99

Blowfish 1,01 1,00 1,00 1,00 1,00
Average 0,99 0,99 1,00 1,00 0,99

Performance Normalized to Ori-DIM Execution

16KB 32KB 64KB 128KB 256KB
FFT 0,47 0,56 0,64 0,63 0,53
LU 0,61 0,64 0,61 0,64 0,54
MD 0,51 0,57 0,64 0,64 0,53

Susan E 0,59 0,59 0,61 0,62 0,52
Susan C 0,49 0,53 0,60 0,62 0,52

Swaptions 0,48 0,52 0,57 0,62 0,52
Blackscholes 0,47 0,52 0,57 0,62 0,52

Blowfish 0,52 0,55 0,60 0,61 0,51
Average 0,52 0,56 0,60 0,63 0,52

Energy Comsumption Normalized to Ori-DIM Execution
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Table 4 shows the performance of DCMBM-DIM normalized to Ori-DIM 
execution. This table shows the efficiency of BAH algorithm on adapting to the 
demand required by the application. The performance losses by having a memory 
structure with half the storage capacity than Ori-DIM are almost insignificant in all 
benchmarks. In contrast, the energy saving remain almost the same of the comparison 
with the same storage capacity. When the proposed approach is employed, the 
execution of all applications spends, on average, 41 % less energy in comparison to 
Ori-DIM. 

Table 4. Performance of DCMBM-DIM normalized to Ori-DIM Execution considering the half 
the storage capacity 

 
 

Table 5. Energy Consumption of DCMBM-DIM normalized to Ori-DIM Execution 
considering the half the storage capacity 

 

6 Conclusions  

In this work, we have proposed DCMBM-DIM, aiming to reduce the storage costs, in 
terms of energy and area, by sharing a single memory structure among regular 
instructions and reconfiguration contexts. A demand-based hardware, named as BAH, 
is proposed to manage the amount of blocks available for each type of information 
depending on the demand of the application. Considering memory designs with the 
same and half the storage capacity, DCMBM-DIM maintains the performance of 
dedicated structures and offers considerable energy savings.  

32KB-16KB 64KB-32KB 128KB-64KB 256KB-128KB
FFT 1,03 0,99 0,99 0,99
LU 1,08 1,06 0,98 0,97
MD 1,00 1,01 1,03 0,99

Susan E 1,09 1,03 1,02 1,01
Susan C 1,04 1,01 1,00 1,00

Swaptions 0,99 0,99 1,01 0,99
Blackscholes 0,98 1,00 1,01 0,99

Blowfish 1,01 1,00 1,00 1,00
Average 1,03 1,01 1,00 0,99

Performance Normalized to Ori-DIM Execution

32KB-16KB 64KB-32KB 128KB-64KB 256KB-128KB
FFT 0,57 0,54 0,53 0,78
LU 0,62 0,59 0,54 0,79

MD 0,53 0,55 0,56 0,78
Susan E 0,62 0,55 0,53 0,76
Susan C 0,54 0,53 0,52 0,77

Swaptions 0,51 0,51 0,53 0,76
Blackscholes 0,50 0,52 0,54 0,76

Blowfish 0,52 0,52 0,52 0,76
Average 0,55 0,54 0,53 0,77

Energy Comsumption Normalized to Ori-DIM Execution
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Abstract. The sparse matrix – vector multiplication (SpMV) kernel
is important for many scientific computing applications. Implementing
SpMV in a way that best utilizes hardware resources is challenging due
to input-dependent memory access patterns. FPGA-based accelerators
that buffer the entire irregular-access part in on-chip memory enable
highly efficient SpMV implementations, but are limited to smaller matri-
ces due to on-chip memory limits. Conversely, conventional caches can
work with large matrices, but cache misses can cause many stalls that
decrease efficiency. In this paper, we explore the intersection between
these approaches and attempt to combine the strengths of each. We
propose a hardware-software caching scheme that exploits preprocessing
to enable performant and area-effective SpMV acceleration. Our exper-
iments with a set of large sparse matrices indicate that our scheme can
achieve nearly stall-free execution with average 1.1 % stall time, with
70 % less on-chip memory compared to buffering the entire vector. The
preprocessing step enables our scheme to offer up to 40 % higher per-
formance compared to a conventional cache of same size by eliminating
cold miss penalties.

1 Introduction

Increased energy efficiency is a key goal for building next-generation comput-
ing systems that can scale the ”utilization wall” of dark silicon [1]. A strategy
for achieving this is accelerating commonly encountered kernels in applications.
Sparse Matrix – Vector Multiplication (SpMV) is a computational kernel widely
encountered in the scientific computation domain and frequently constitutes a
bottleneck for such applications [2]. Analysis of web connectivity graphs [3] can
require adjacency matrices that are very large and sparse, with a tendency to
grow even bigger due to the important role they play in the Big Data trend.

A defining characteristic of the SpMV kernel is the irregular memory access
pattern caused by the sparse storage formats. A critical part of the kernel depends
on memory reads to addresses that correspond to non-zero element locations of
the matrix, which are only known at runtime. The kernel is otherwise charac-
terized by little data reuse and large per-iteration data requirements [2], which
makes the performance memory-bound. Storing the kernel inputs and outputs in
c© Springer International Publishing Switzerland 2015
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high-capacity high-bandwidth DRAM is considered a cost-effective solution [4];
however, the burst-optimized architecture of DRAM constitutes an ever-growing
”irregularity wall” in the quest for enabling efficient SpMV implementations.

Recently, there has been increased interest in FPGA-based acceleration of
computational kernels. The primary benefit from FPGA accelerators is the abil-
ity to create customized memory systems and datapaths that align well with
the requirements of each kernel, enabling stall-free execution (termed stream-
ing acceleration in this paper). From the perspective of the SpMV kernel, the
ability to deliver high external memory bandwidth owing to high pin count
and dynamic (run-time) specialization via partial reconfiguration are attractive
properties. Several FPGA implementations for the SpMV kernel have been pro-
posed, either directly for SpMV or as part of larger algorithms like iterative
solvers [5,6], some of which present order-of-magnitude better energy efficiency
and comparable performance to CPU and GPGPU solutions thanks to streaming
acceleration. These accelerators tackle the irregular access problem by buffering
the entire random-access data in on-chip memory (OCM). Unfortunately, this
buffer-all strategy is limited to SpMV operations where the random-access data
can fit in OCM, and therefore not suitable for very large sparse matrices.

To address this problem, we propose a specialized vector caching scheme for
area-efficient SpMV accelerators that can target large matrices while still pre-
serving the streaming acceleration property. Using the canonical cold-capacity-
conflict cache miss classification, we examine how the structure of a sparse matrix
relates to each category and how misses can be avoided. By exploiting prepro-
cessing (which is quite common in GPGPU and CPU SpMV optimizations) to
specialize for the sparsity pattern of the matrix we show that streaming accel-
eration can be achieved with significantly smaller area for a set of test matrices.
Our experiments with a set of large sparse matrices indicate that our scheme
achieves the best of both worlds by increasing performance by 40% compared to
a conventional cache while at the same time using 70% less OCM than the buffer-
all strategy. The contributions of this work are four-fold. First, we describe how
the structure of a sparse matrix relates to cold, capacity and conflict misses in a
hardware cache. We show how cold misses to the result vector can be avoided by
marking row start elements in column-major traversal. We propose two methods
of differing accuracy and overhead for estimating the required cache depth to
avoid all capacity misses. Finally, we present an enhanced cache with cold miss
skip capability, and demonstrate that it can outperform a traditional cache in
performance and a buffer-all strategy in area.

2 Background and Related Work

2.1 The SpMV Kernel and Sparse Matrix Storage

The SpMV kernel y = A · x consists of multiplying an m × n sparse matrix
A with NZ nonzero elements by a dense vector x of size n to obtain a result
vector y of size m. The sparse matrix is commonly stored in a format which
allows storing only the nonzero elements of the matrix. Many storage formats for
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Fig. 1. A sparse matrix, its CSC representation and SpMV pseudocode. The random-
access clause to y is highlighted.

sparse matrices have been proposed, some of which specialize on particular spar-
sity patterns, and others suitable for generic sparse matrices. In this paper, we
will assume an FPGA SpMV accelerator that uses column-major sparse matrix
traversal (in line with [4,6,7]) and an appropriate storage format such as Com-
pressed Sparse Column (CSC). Column-major is preferred over row-major due
to the advantages of maximum temporal locality on the dense vector access and
the natural C-slow-like interleaving of rows in floating point multiplier pipelines,
enabling simpler datapaths [6]. Additionally, as we will show in Section 3.2 it
allows bypassing cold misses, which can contribute significantly to performance.
Figure 1 illustrates a sparse matrix, its representation in the CSC format, and the
pseudocode for performing column-major SpMV. We use the variable notation
to refer to CSC SpMV data such as values and colptr. As highlighted in the
figure, the result vector y is accessed depending on the rowind values, causing
the random access patterns that are central to this work.

2.2 FPGA SpMV Accelerators and Result Vector Access

The datapath of a column-major SpMV accelerator is a multiply-accumulator
with feedback from a random-access memory, as illustrated in Figure 2a. New
partial products are summed into the corresponding element of the result vector,
which can give rise to read-after-write (RAW) hazards due to the latency of the
adder, as shown in Figure 2b. Addressing this requires a read operation to y[i]
to be delayed until the writes to y[i] are completed, which is typically avoided
by stalling the pipeline or reordering the elements.

With growing sparse matrix sizes and typically double-precision floating point
arithmetic, the inputs of the SpMV kernel can be very large. Combined with the
memory-bound nature of the kernel, this requires high-capacity high-bandwidth
external memory to enable competitive SpMV implementations. Existing FPGA
SpMV accelerators [4–6] used DRAM as a cost-effective option for the storing the
SpMV inputs and outputs, which is also our approach in this work. These designs
typically address the random access problem by buffering the entire random-
access vector in OCM [5,6]. Random accesses to the vector are thus guaranteed
to be serviced with a small, constant latency. Unfortunately, this limits the
maximum sparse matrix size that can be processed with the accelerator. To
deal with y vectors larger than the OCM size while avoiding DRAM random
access latencies, Gregg et al. [4] proposed to store the result vector in high-
capacity DRAM and used a small direct-mapped cache. They also observed
that cache misses present a significant penalty, and proposed reordering the
matrix and processing in cache-sized chunks to reduce miss rate. However, this



18 Y. Umuroglu and M. Jahre

Fig. 2. A column-major FPGA SpMV accelerator design

imposes significant overheads for large matrices. In contrast, our approach does
not modify the matrix structure; rather, it extracts information from the sparse
matrix to reduce cache misses, which can be combined with reordering for greater
effect. Prior work such as [8] analyzed SpMV cache behavior on microprocessors,
but includes non-reusable data such as matrix values and requires probabilistic
models. FPGA accelerators can exhibit deterministic access patterns for each
sparse matrix, which our scheme exploits for analysis and preprocessing.

To concentrate on the random access problem, we base our work on a decou-
pled SpMV accelerator architecture [7], which defines a backend interfacing the
main memory and pushing work units to the frontend, which handles the com-
putation. Our focus will be on the random-access part of the frontend. Since
we would like the accelerator to support larger result vectors that do not fit in
OCM, we add DRAM for storing the result vector, as illustrated in Figure 2c.

2.3 Sparse Matrix Preprocessing

The memory behavior and performance of the SpMV kernel is dependent on
the particular sparse matrix used, necessitating a preprocessing step at runtime
for optimization. Fortunately, algorithms that make heavy use of SpMV tend
to multiply the same sparse matrix with many different vectors, which enables
ameliorating the cost of preprocesing across speed-ups in each SpMV iteration.
This preprocessing can take many forms [9], including permuting rows/columns
to create dense structure, decomposing into predetermined patterns, mapping
to parallel processing elements to minimize communication and so on. We also
adopt a preprocessing step in our scheme to enable optimizing for a given sparse
matrix, but unlike previous work, our preprocessing stage produces information
to enable specialized cache operation instead of changing the matrix structure.
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Fig. 3. Example matrix Pajek/GD01 b and row lifetime analysis

3 Vector Caching Scheme

To tackle the memory latency problem while accessing the result vector from
DRAM, we buffer a portion of the result vector in OCM and use a hardware-
software cooperative vector caching scheme that enables per-matrix specializa-
tion. This scheme will consist of a runtime preprocessing step, which will extract
the necessary information from the sparse matrix for efficient caching including
the required cache size, and vector cache hardware which will use this informa-
tion. Our goal is to shrink the OCM requirements for the vector cache while
avoiding stalls for servicing requests from main memory.

3.1 Row Lifetime Analysis

To relate the vector cache usage to the matrix structure, we start by defining a
number of structural properties for sparse matrices. First, we note that each row
has a strong correspondence to a single result vector element, i.e y[i] contains
the dot product of row i with x. The period in which y[i] is used is solely
determined by the period in which row i accesses it. This is the key observation
that we use to specialize our vector caching scheme for a given sparse matrix.

Calculating maxAlive: For a matrix with column-major traversal, we define
the aliveness interval of a row as the column range between (and including) the
columns of its first and last nonzero elements, and will refer to the interval length
as the span. Figure 3a illustrates the aliveness intervals as red lines extending
between the first and last non-zeroes of each row. For a given column j, we define
a set of rows to be simultaneously alive in this column if all of their aliveness
intervals contain j. The number of alive rows for a given column is the maximum
size of such a set. Visually, this can be thought of as the number of aliveness
interval lines that intersect the vertical line of a column. For instance, the dotted
line corresponding to column 5 in Figure 3a intersects 8 intervals, and there are
8 rows alive in column 5. Finally, we define the maximum simultaneously alive
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rows of a sparse matrix, further referred to as maxAlive, as the largest number
of rows simultaneously alive in any column of the matrix. Incidentally, maxAlive
is equal to 8 for the matrix given in Figure 3a – though the alive rows themselves
may be different, no column has more than 8 alive rows in this example.

Calculating maxColSpan: Calculating maxAlive requires preprocessing the
matrix. If the accelerator design is not under very tight OCM constraints, it
may be desirable to estimate maxAlive instead of computing the exact value
in order to reduce the preprocessing time. If we define aliveness interval and
span for columns as was done for rows, the largest column span of the matrix
maxColSpan provides an upper bound on maxAlive. The column 3 in Figure 3a
has a span of 14, which is maxColSpan for this matrix.

3.2 Avoiding Vector Cache Misses

We now use the canonical cold/capacity/conflict classification to break down
cache misses into three categories and explain how accesses to the result vector
relate to each category. For each category, we will describe how misses can be
related to the matrix structure and avoided where possible.

Cold Misses: Cold (compulsory) misses occur when a vector element is ref-
erenced for the first time, at the start of the aliveness interval of each row. For
matrices with very few elements per row, cold misses can contribute significantly
to the total cache misses. Although this type of cache miss is considered unavoid-
able in general-purpose caching, a special case exists for SpMV. Consider the
column-major SpMV operation y = Ax where the y vector is random-accessed
using the vector cache. The initial value of each y element is zero, and is updated
by adding partial sums for each nonzero in the corresponding matrix row. If we
can distinguish cold misses from the other miss types at runtime, we can avoid
them completely: a cold miss to a y element will return the initial value, which
is zero1. Recognizing misses as cold misses is critical for this technique to work.
We propose to accomplish this by introducing a start-of-row bit marked during
preprocessing, as described in Section 3.3.

Capacity Misses: Capacity misses occur due to the cache capacity being
insufficient to hold the SpMV result vector working set. Therefore, the only way
of avoiding capacity misses is ensuring that the vector cache is large enough
to hold the working set. Caching the entire vector (the buffer-all strategy) is
straightforward, but is not an accurate working set size estimation due to the
sparsity of the matrix. While methods exist to attempt to reduce the working
set of the SpMV operation by permuting the matrix rows and columns, they are
outside the scope of this paper. Instead, we will concentrate on how the work-
ing set size can be estimated. This estimation can be used to reconfigure the
FPGA SpMV accelerator to use less OCM, which can be reallocated for other
components. In this work, we make the assumption that a memory location is

1 The more general SpMV form y = Ax + b can be easily implemented by adding the
dense vector b after y = Ax is computed.
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in the working set if it will be reused at least once to reap all the caching ben-
efits. Thus, the cache must have a capacity of at least maxAlive to avoid all
capacity misses. This requires the computation of maxAlive during the prepro-
cessing phase. If OCM constraints are more relaxed, the maxColSpan estimation
described in Section 3.1 can be used instead. Figure 3b shows the row lifetime
analysis for the matrix in Figure 3a and how different estimations of the required
capacity yield different OCM savings compared to the buffer-all strategy.

Conflict Misses: For the case of an SpMV vector cache, conflict misses
arise when two simultaneously alive vector elements map to the same cache line.
This is determined by the nonzero pattern, number of cachelines and the chosen
hash function. Assuming that the vector cache has enough capacity to hold the
working set, avoiding conflict misses is an associativity problem. Since content-
associative memories are expensive in FPGAs, direct-mapped caches are often
preferred. As described in Section 4.2, our experiments indicate that conflicts
are few for most matrices even with a direct-mapped cache, as long as the cache
capacity is sufficient. Techniques such as victim caching [10] can be utilized to
decrease conflict misses in direct-mapped caches, though we do not investigate
their benefit in this work.

3.3 Preprocessing

Having established how the matrix structure relates to vector cache misses, we
will now formulate the preprocessing step. We assume that the preprocessing
step will be carried out by the general-purpose core prior to copying the SpMV
data into the accelerator’s memory space.

One task that the preprocessing needs to fulfill is to establish the required
cache capacity for the sparse matrix via the methods described in Section 3.1.
Another important function of the preprocessing is marking the start of each
row to avoid cold misses. In this paper, we reserve the highest bit of the rowind
field in the CSC representation to mark a nonzero element as the start of a row.
Although this decreases the maximum possible matrix that can be represented,
it avoids introducing even more data into the already memory-intensive kernel,
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Fig. 4. Design of the vector cache

and can still represent matrices with over 2 billion rows for a 32-bit rowind. At
the time of writing, this is 18x larger than the largest matrix in the University
of Florida collection [3].

For the case of computing maxAlive, we can formulate the problem as con-
structing an interval tree and finding the largest number of overlapping intervals.
Algorithm 1The values inserted are +1 and -1, respectively for row starts and
ends. maxAlive is obtained by finding the maximum sum the sorted values dur-
ing the iteration. We do not present the algorithm for finding maxColSpan, as
it is simply iterating over each column of the sparse matrix and finding the one
with the greatest span.

3.4 Vector Cache Design

The final component of our vector caching scheme is the vector cache hardware
itself. Our design is a simple increment over a traditional direct-mapped hard-
ware cache to allow utilizing the start-of-row bits to avoid cold misses. A top-level
overview of the vector cache and how it connects to the rest of the system is
provided in Figure 4a. All interfaces use ready/valid handshaking and connect
to the rest of the system via FIFOs, which simplifies placing the cache into a
separate clock domain if desired. Row indices with marked start-of-row bits are
pushed into the cache as 32-bit-wide read requests. The cache returns the 64-bit
read data, as well as the requested index itself, through the read response FIFOs.
The datapath drains the read response FIFOs, sums the y[i] value with the lat-
est partial product, and writes the updated y[i] value into the write request
FIFOs of the cache.

Internally, the cache is composed of data/tag memories and a controller,
depicted in Figure 4b. Direct-mapped associativity is chosen for a more suit-
able FPGA implementation as it avoids content-associative memories required
for multi-way caches. To increase performance and minimize the RAW hazard
window, the design offers single-cycle read/write hit latency, but read misses are
blocking to respect the FIFO ordering of requests. To make efficient use of the
synchronous on-chip SRAM resources in the FPGA while still allowing single-
cycle hits, we chose to implement the data memory in BRAM while the tag
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Table 1. Suite with maxColSpan and maxAlive values for each sparse matrix

memory is implemented as look-up tables. The controller finite state machine is
illustrated in Figure 4c. Write misses are directly transferred to the DRAM to
keep the cache controller simple. Prior to servicing a read miss, the controller
waits until there are no more writes from the datapath to guarantee memory
consistency. Regular read misses cause the cache to issue a DRAM read request,
which prevents the missing read request from proceeding until a response is
received. Avoiding cold misses is achieved by issuing a zero response on a read
miss with the start-of-row bit set, without issuing any DRAM read requests.

4 Experimental Evaluation

We present a two-part evaluation of our scheme: an analysis of OCM savings
using the minimum required capacity estimation techniques, followed by perfor-
mance and FPGA synthesis results of our our vector caching scheme. For both
parts of the evaluation we use a subset of the sparse matrix suite initially used
by Williams et al. [2], excluding the smaller matrices amenable to the buffer-all
strategy. The properties of each matrix is listed in Table 1.

4.1 OCM Savings Analysis

In Section 3.2 we described how the minimum cache size to avoid all capacity
misses could be calculated for a given sparse matrix, either using maxColSpan or
maxAlive. The rightmost columns of Table 1 list these values for each matrix.
However, a vector cache also requires tag and valid bit storage in addition to
the cache daha storage, which decreases the net OCM savings from our method.
We compare the total OCM requirements of maxColSpan- and maxAlive-sized
vector caches against the buffer-all strategy. The baseline is calculated as 64 ·m
bits (one double-precision floating point value per y element), whereas the vector
cache storage requires (64+�log2(W )�+1)·W bits to also account for the tag/valid
bits storage overhead, where W is the cache size. Figure 5a quantifies the amount
of on-chip memory required for the two methods, compared to the baseline. For
seven of the eight tested matrices, significant storage savings can be achieved by
using our scheme. A vector cache of size maxAlive requires 0.3x of the baseline
storage on average, whereas sizing according to maxColSpan averaged at 0.7x of
the baseline. It should be noted that matrices 2, 4 and 6, which have a more
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Fig. 5. Results from vector caching scheme evaluation

regular structure with elements clustered around the diagonal, already gain sig-
nificant storage benefits from the low-overhead maxColSpan estimation. On the
other hand, the irregular matrices 1 and 3 have no storage reduction benefits
by using a maxColSpan-sized cache, so maxAlive must be used. For matrix #5,
even maxAlive is only 17.6% smaller than the entire y, and therefore the savings
from vector caching is not large enough to offset the tag overhead.

4.2 Vector Cache Evaluation

We use Chisel [11] to create a parametrizable hardware description for the vector
cache, which is converted to Verilog via the Verilog backend. The generated
Verilog code is fed into XST for FPGA synthesis in order to obtain frequency
and area results for the cache, and passed through the Verilator tool to generate
a cycle-accurate SystemC model. The model is used in a in-house SpMV frontend
simulator, which is stimulated with inputs corresponding to the chosen sparse
matrix and models the behavior of the accumulator datapath and DRAM for
performance assessment. We assume a 100 MHz clock for the frontend, with
delays of 7 cycles for the accumulator datapath and 10 cycles for DRAM reads.



A Vector Caching Scheme for Streaming FPGA SpMV Accelerators 25

Area and Frequency: We report area and frequency results from synthesis
for a Xilinx Spartan-6 LX45 FPGA with -2 speed grade, chosen to demonstrate
the potential of the technique with mediocre OCM. Our results indicate that
the cold skip enhancement is with very little extra hardware cost (less than 1%
in logic LUTs for the largest tested design), hence we do not report separate
results for a baseline cache without this enhancement. Figure 5b shows the per-
cent utilization of BRAM, LUTRAM and logic resources for a range of vector
cache sizes, and the maximum frequency Fmax reported by the synthesis tool.
A vector cache of 128 KB can fit on this relatively small FPGA, which is large
enough to accommodate the maxAlive-sized working set of 5 of the 8 tested
matrices. As can be expected, the utilization of BRAM and LUTRAM increases
linearly with cache size, and the LUTRAM used for cache tags ultimately limits
scaling to larger caches. Due to the simple design, the LUT utilization for imple-
menting logic is rather small and occupies about 5% of the available resources
for the largest design, which leaves plenty of room for implementing the more
logic-intensive parts of the accelerator. The maximum attainable frequency is
between 106 – 133 MHz for the tested designs, which is similar to the operating
frequencies of previous SpMV accelerator designs. Further Fmax improvements
can be achieved by using a more powerful FPGA or design optimizations.

Cache Stall Time: As our goal is to enable a stall-free cache, we evaluate the
impact of cache stalls with our scheme. Figure 5c depicts the percentage of total
execution time the accelerator with up to 1 MB of cache is stalled due to cache
misses. The maxAlive of each matrix is indicated with numbered lines in the
background. For 6 of the 8 matrices, allocating at least a maxAlive-sized cache
with cold miss avoidance capability is enough to remove almost all cache misses,
also indicating there are very few conflict misses. #3 is an exception, which
suffers from conflict misses even with a large cache due to its nonzero pattern.
The web connectivity matrix 1 has a working set larger than the maximum tested
cache size, although its miss rate is already quite low. Low miss rates with cache
sizes smaller than maxAlive is also observed for matrices 8 and 7, indicating
that more relaxed working set definitions could be used for further reduction in
required storage. Overall, by allocating at least maxAlive-sized caches, the cache
stall time for our scheme is only 1.1% averaged across the test suite.

Cold Miss Avoidance: To show the gains from the cold miss avoidance
technique, we plot the overall performance improvement due to removal of cold
miss stalls in Figure 5d. The baseline for each data point is a vector cache of
equal size without cold miss avoidance capabilities. The average performance
improvement for at least maxAlive-sized caches is 28.6%. As the cache grows
larger, fewer capacity misses are encountered and cold misses make up a larger
percentage of the total. This increases the benefit from cold miss avoidance,
until there are no cache misses left and the benefit levels off. Since larger sparse
matrices exhibit more cold misses due to large y size, the greatest benefit is
observed for the large matrices 1, 2 and 4, with up to 40% improvement. For
matrix 5, the number of capacity misses with small caches is very large and very
little benefit is observed until a cache size of 16K elements.
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5 Conclusion and Future Work

We have studied how matrix structure relates to cache misses, and proposed a
scheme that uses preprocessing to enhance the operation of a traditional hard-
ware cache for FPGA SpMV accelerators. Specifically, we have proposed two
methods to estimate required cache depth to avoid all capacity misses, and a
way of enhancing the matrix representation to avoid all cold misses. Our exper-
iments with a suite of large sparse matrices indicate that the scheme can service
random accesses to the result vector with no or few stalls, while avoiding cold
miss penalties that hamper traditional hardware caches. Future work will include
evaluating the vector caching scheme in a complete FPGA SpMV accelerator
context.
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Abstract. Dynamic power-gating has been shown to reduce FPGA
static leakage power significantly. In this paper, we propose a high-level
synthesis (HLS) compiler-assisted framework that automatically detects
the hierarchical power-gating opportunities, and turns off accelerators
when they are not required. Unlike previous work which considers turn-
ing off entire accelerators when they are not required, our technique is
more fine-grained, in that it allows turning off a portion of an accelera-
tor when other parts of an accelerator are running. Results on CHStone
benchmarks show that hierarchical power-gating can save up to 31 %
of static energy when the parent and descendant accelerators are power-
gated independently. An additional savings of up to 25 % can be achieved
if the parent accelerator is power-gated while the sub-accelerator runs.

1 Introduction

As Field-Programmable Gate Arrays (FPGAs) are migrated to advanced pro-
cessing nodes, power has become a first-class concern for many applications.
Compared to an Application-Specific Integrated Circuit (ASIC), an FPGA
implementation typically dissipates 14x more power [7]. One of the most effective
techniques to reduce the power dissipation in an FPGA is to turn off (power-
gate) part of the design when it is idle. Recent work has presented techniques
for dynamic power-gating (DPG) [3], in which parts of the FPGA can be turned
off at run time, under control of an on-state power controller.

Dynamic power-gating, however, presents a formidable challenge to a
designer. In ASIC design, in which power-gating is common, power-gating oppor-
tunities are identified manually and typically described in a standard format,
such as Unified Power Format (UPF). For FPGAs, many designers may not be
willing or able to invest the effort into this manual identification, reducing the
effectiveness of overall power-gating. Although techniques have been proposed
for identifying some power-gating opportunities from a netlist or dataflow graph,
these techniques typically focus on power-gating opportunities which are as short
as several cycles [2,6,8], limiting the effectiveness of power-gating. Automatically
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identifying significant power-gating opportunities from a netlist or RTL design
remains a difficult challenge.

Identifying power-gating opportunities can be much easier, however, if the
design is created using a higher-level design tool. In particular, high-level syn-
thesis (HLS) methodologies are increasingly being used to raise the abstraction
level of a design and improve designer productivity. In such a methodology, a
designer specifies a design using a language such as C, and the tool generates
a circuit. Importantly, the overall architecture of the resulting digital system is
determined by the high-level synthesis compiler. The compiler not only knows
about the structure of the circuit, but also its temporal behaviour which can be
used to identify power-gating opportunities automatically.

In [1], a methodology is presented in which the schedule from a high-level
synthesis tool is used to determine the idle periods of individual hardware accel-
erators in a synthesized system. The predicted length of these idle periods is
used to determine whether the power saved by power-gating the accelerator is
more than the overhead of turning the accelerator off and then on again at the
end of the idle period. Based on this knowledge, individual accelerators can then
be power-gated when it is deemed profitable. In this previous work, however, the
granularity of power-gating is fixed at the accelerator level. An entire accelerator
is turned off or on as a unit. For very large accelerators, it may be profitable to
power gate at a finer granularity. If an accelerator has many phases, each of which
is implemented by a separate logic circuit (which we call a sub-accelerator), then
it may be desirable to turn off individual sub-accelerators when parent or other
sub-accelerators are running.

In this paper, we present a HLS compiler-assisted framework that automat-
ically detects the hierarchical power-gating opportunities from an application
expressed in C language. We present a study in which we vary the granularity
of power-gating and quantify the benefits of making power-gating decisions for
each sub-accelerator separately, rather than simply at the accelerator level. We
show that for some applications, this finer-granularity results in more effective
power-gating, providing more power savings than the previous technique.

When determining whether an idle period is long enough to make power-
gating worthwhile, [1] assumes a static schedule constructed using a single set of
input vectors. If these input vectors change, the idle times experienced during
the run of the application may deviate from the predicted idle times, potentially
leading to sub-optimal power-gating decisions. For the accelerators considered
in [1], the idle periods are long enough that this is not likely to be a concern.
Finer-grained power-gating, however, implies shorter idle periods, meaning the
optimal power-gating decisions may be more sensitive to changes in the inputs.
In this paper, we investigate whether this is an issue as the granularity of power-
gating decreases. Thus, this paper has three contributions:

1. We enhance the design framework in [1] to support hierarchical power-gating.
Section 3 presents our compiler-assisted framework for automatically gener-
ating hierarchical power-gating decisions.
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2. We study the impact of reducing the power-gating granularity to consider
power-gating sub-accelerators as well as accelerators. Section 4 quantifies the
impact of hierarchical power-gating.

3. We investigate whether the compiler-assisted power-gating approach used
in [1] is sufficient as the granularity of power-gating decreases. Section 5
presents our findings across a large number of input patterns.

2 Context

Although our work will apply to any FPGA which provides dynamic power-
gating control, and any high-level synthesis tool, we describe it in the context
of the Dynamic Power-Gated FPGA architecture from [3] and the LegUp high-
level synthesis tool from [4]. In this section, we present a brief background about
each.

2.1 Dynamic Power-Gated Architecture

The DPG architecture from [3] is a typical island-style FPGA in which the logic
and routing fabric have been augmented with header switches and associated
control logic that allow regions of the chip to be selectively powered-down, under
the control of signals from elsewhere on the chip (typically from a power-state
controller). A Power-Gated Region (PGR) is the basic unit of power-gating which
is turned on or off as a unit. Each of these regions consists of a small number of
CLBs, as shown in Fig. 1. The flip-flops within each logic element are not turned
off as this allows for a more rapid power-up sequence since state is retained.
Table. 1 shows the simulated architecture parameters used in our experiments.
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Table 1. Simulated Architecture Parameters
used in Experiments of Sect. 4

PGR SB

P1→0 Power to Turn-Off 1.22E-04 1.45E-05

P0→1 Power to Turn-On 5.98E-04 5.53E-05

T1→0 Time to Turn-Off 6.59E-09 4.12E-10

T0→1 Time to Turn-On 7.14E-09 4.46E-10

PON−leak On Leakage Power 6.70E-05 5.36E-06

POFF−leak Off Leakage Power 2.03E-06 2.93E-07
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2.2 LegUp High-Level Synthesis Framework

Our work is based on LegUp, a high-level open source synthesis framework [4].
LegUp automatically generates an SoC consisting of a MIPS processor and one
or more accelerators from an application expressed in C. The application is first
profiled on a hardware profiler to identify the functions that would benefit from
hardware implementation. Based on this information, the tool then compiles each
identified function into a hardware accelerator. The portions of the algorithm that
are not selected for acceleration are mapped to the MIPS processor and will run
as software. These accelerators and a MIPS processor are then combined using
an Avalon fabric, creating an accelerated version of the original C code.

3 Hierarchical Power-Gating

As described above, LegUp automatically identifies functions in the input C
code that are suitable for acceleration. The work in [1] considers each of these
accelerators, along with a static schedule, and determines whether the benefit of
turning off the accelerator is more than the overhead of doing so. In our work,
we consider not only each function in the C code, but their sub-functions as
well. In the hardware generated by LegUp, each sub-function is implemented
as a separate hardware unit (which we refer to as a sub-accelerator) and our
approach considers turning off each of these hardware units separately.

Our framework is shown in Fig. 2. We identify all the profitable idle phases
across all the hierarchical accelerators and generate a static power-gating sched-
ule. This is then passed on to HLS compiler which then generates Verilog descrip-
tions of the datapath and controller circuit. The various phases of the framework
are discussed below.
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Fig. 2. HLS Compiler Assisted Hierarchical Power-Gating Framework
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3.1 Identifying Accelerator Hierarchy

The (HLS) compiler operates on a C program and converts annotated (prof-
itable) C-functions into hardware accelerators. In doing so, if the function has
descendant functions, they are also converted into sub-accelerators. We keep
track of the function calls in the program and build a hierarchical call tree for
all the functions (annotated for acceleration) in the program. This enables us
to identify all the hierarchical accelerators in the program, which later get syn-
thesized into hardware modules. In this paper, we refer to the top accelerator
in the hierarchy as a parent accelerator and the accelerators called by the top
accelerator as child accelerators.

3.2 Idle Period Detection

Each accelerator (parent or child) typically has active and idle periods. The
idle periods are potential power-gating opportunities. The goal of this phase
is to identify all idle periods based on a static schedule, as determined by the
scheduling algorithm in the HLS compiler, and to identify the start and end
events associated with each idle period. Note that the actual duration of the idle
period will typically vary from run to run as input patterns change. In Section 5,
we evaluate the impact of changing inputs on the number of idle periods and
their duration.

3.3 Pruning Idle Periods

The previous phase produces a list of all potential power-gating opportunities.
However, many of these may not be profitable. Powering down (and later pow-
ering up) a power-gated region incurs both energy and delay overhead. Thus,
for each power-gating opportunity, we must determine whether a power-gating
event should be generated.

In general, an accelerator should be turned off when idle if the power saved by
power-gating the accelerator is more than the overhead of turning the accelerator
off and then on again at the end of the idle period. To make this determination,
we first find the accelerator’s energy break-even time – the minimum idle time
at which the leakage-savings compensate the energy penalty for mode transition.
If the predicted idle time duration, as determined in Section 3.2, is more than
break-even time, we generate a power-gating event. Below, we briefly describe
how we find an accelerator’s break-even time.

Determining Accelerator’s Energy Break-Even Time: Every time an
accelerator transitions between the sleep and execution modes, there is an energy
penalty. An accelerator should only be power gated if it will be idle long enough
to compensate for this penalty. The energy break-even time is the minimum idle
time for which an accelerator should be power gated, and can be calculated as:
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Tbreak−even =
(P1→0 × T1→0) + (P0→1 × T0→1)

PON−leak − POFF−leak
(1)

where P1→0, T1→0, is the power and time required to enter power-saving mode.
Similarly, P0→1 and T0→1 is the power and time required to exit the power-
saving mode. PON−leak and POFF−leak is the leakage power in the turned-on
and turned-off state respectively.

In context of our target DPG architecture, as discussed in Sec.2.1, the power-
gated region (PGR) is the basic unit of granularity. Thus, an accelerator occupies
an integral number of PGRs and switch-blocks (SBs). Therefore, the switching
energy and power-saved can be expressed as,

(2)Eswitch = NumPGR× (PswitchPGR × TswitchPGR)
+ NumSBs× (PswitchSB × TswitchSB)

(3)Psaved = NumPGR× (PPGR−on−leak − PPGR−off−leak)
+ NumSBs× (PSB−on−leak − PSB−off−leak)

where in (2) and (3), NumPGR and NumSBs is the number of PGRs and
SBs, respectively, occupied by the accelerator. We find this by performing an
initial mapping of the accelerator to the fabric, however, estimation techniques
could also be used.

3.4 Power-gating Schedule Generation

Once all the profitable power-gating opportunities across all the hierarchical
accelerators have been identified, a schedule with these decisions is generated.
The power-gating schedule records the conditions (start and end events) that
trigger a particular idle period in an accelerator. Each time these conditions are
met at run-time, power-gating is triggered which would put the accelerator in
sleep mode.

4 Experimental Results

4.1 Experimental Setup

We use the CHStone benchmarks suite developed for C-based high-level synthesis
(HLS); these benchmarks represent diverse real-world application domains. The
C-based source of each benchmark was provided as input to the Legup HLS
framework, augmented with our tool flow, as shown in Fig.2. The RTL output
from the framework, which contains datapath, controller and hierarchical power-
gating schedule, is then mapped to the dynamic power-gating FPGA architecture
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from [3] to get the number of PGRs and SBs occupied by the accelerators. Since
we have not fabricated an FPGA with our power-gating architecture, we do not
generate a bitstream. However, the HSPICE simulated architecture parameter
values, given in Table. 1, allows us to quantify the impact of hierarchical power-
gating.

4.2 Hierarchical Power-Gating Evaluation

In order to quantify the impact of hierarchical power-gating, we apply the fol-
lowing power-gating policies to the parent and child accelerators in CHStone
benchmarks suite [5] and compare their impact:

Accelerator-Level Power-Gating; Policy-P1: In this policy, the entire
accelerator, including all the sub-accelerators of this accelerator, is consid-
ered as one power-gating unit. The sub-accelerators have no separate power-
gating control. Whenever the parent accelerator is active at the end of it’s
idle period, all it’s sub-accelerators in the hierarchy become active as well.
This approach is similar to [1] and serves as the reference.

Parent Runs while Child Runs; Policy-P2: This approach represents
intra-accelerator power-gating in which the parent and descendant accelera-
tors are treated as independent units for power-gating i.e. each hierarchical
accelerators can be switched independently. In this policy, the parent accel-
erator remains active and does not sleep after initiating the sub-accelerator.
The sub-accelerator is power-gated, however, if only the parent is required
to be active.

Parent is Power-Gated while Child Runs; Policy-P3: This approach
also represents intra-accelerator power-gating. In this approach, we power-
gate the parent accelerator after it is has started a sub-accelerator. Once the
sub-accelerator has finished processing, the parent accelerator is woken up.

The proposed power-gating policies are evaluated based on the total leakage
energy consumed by an accelerator in power-gating mode, denoted as E PG, in
which the accelerator is turned-off during it’s idle period if it is deemed prof-
itable. The leakage energy in all execution and idle phases is added together to
estimate E PG. By design, the DPG architecture in [3] suffers a 10% perfor-
mance degradation due to the presence of power-gating circuitry; to account for
this, we increase the idle and execution time periods by this degradation factor
when calculating E PG. Of the circuits in the CHStone suite, we present results
for two benchmarks below.

JPEG: The hierarchical call tree of JPEG benchmark is shown in Fig. 3. There
are three parent-level and two child-level accelerators. We evaluate the above
mentioned power-gating policies for Decode Block (DB) accelerator as it has two
descendants. The occupancy stats of various JPEG accelerators are reported in
Table. 2. The columns labeled DTF show the number of power-gated regions
(PGRs) and switch-blocks (SBs) for each accelerator that can be dynamically
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JPEG
[main]

Write4Blocks
(W4B)

[Parent]

Huff_Make_Dhuff_tb
(HMDtb)
[Parent]

Decode_Block (DB)
[Parent]

DecodeHuffman
(DB_DH)

[Child]

Buf_Getv
(DB_BGv)

[Child]

Fig. 3. JPEG Hierarchical Call Tree

Table 2. JPEG Occupancy Stats

Accelerator Total PGRs SBs EBT EBC W.Cyc
PGRs (DTF) (DTF)

W4B 162 139 1576 4.43E-08 3 4
DB 222 155 659 6.01E-08 4 4

HMDtb 48 28 260 4.78E-08 4 1
DB DH 31 21 96 5.91E-08 4 1
DB BGv 25 19 54 6.50E-08 5 1

turned off (DTF) (typically not all PGRs and switch blocks can be turned off
even when an accelerator is idle, since routing switches within a switch block
or other parts of a PGR must remain active to implement parts of the circuit
that have not been turned off). The fifth column shows the accelerator’s energy-
break even time (EBT) which is converted into energy-break even cycles (EBC)
assuming a 66Mhz clock. The last column is the number of cycles to transfer
from sleep to normal execution mode, denoted as wake-up cycles (W.Cyc), and
are used to quantify the impact on execution length.

Fig. 4a shows the execution and idle time percentages across the three power-
gating policies. The Decode Block (DB) appears as a single accelerator in policy
P1, as the parent and it’s descendants are treated as one combined hardware
module, while it’s descendants are visible in the other two policies. As can be
observed from Fig. 4a, the descendant accelerators executes briefly and remain
idle most of the time during which they can be power-gated. The parent accel-
erator is power-gated in P3 while it’s descendants are running which presents
an additional power-savings opportunity. Fig. 4b shows the E PG consumption
comparison across power-gating policies. The E PG for the parent and child
accelerators are added together in P2 and P3. As can be observed in Fig. 4b,
E PG in P2 is 31.88% less than E PG in P1 which indicates that in JPEG
benchmark it would be worth considering the parent and child accelerators as
stand-alone units for power-gating. Further, in this benchmark, the child accel-
erators have significant execution times, meaning that by turning off the parent
when the children are executing (policy P3), further power reductions are pos-
sible. As shown in Fig. 4b, E PG in P3 is 49.30% less than E PG in P1.

SHA: The hierarchical call tree of SHA benchmark is shown in Fig. 5 and it’s
accelerators sizes are given in Table. 3. Note that the Sha Tansform accelerator
appears as both parent and child, and is instantiated twice when hardware is
generated. We distinguish the child-level Sha Tansform (SU ST) accelerator by
adding its parent name before it.

As can be observed in Fig. 6a, the child accelerator, Sha Tansform (SU ST),
is busy executing most of the time; during this time, it’s parent, Sha Update
(SU), can be turned off (Policy P3). The value of E PG for each policy is shown
in Fig. 6b. As can be seen, E PG for policy P3 is 46.11% less than for policy
P1, as the parent remains turned off 89% of the time. This comparison suggests
that it is best to treat the parent and child as independent accelerators which, if
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Table 3. SHA Occupancy Stats

Accelerator Total PGRs SBs EBT EBC W.Cyc
PGRs (DTF) (DTF)

SU 52 38 350 4.79E-08 4 1
ST 79 65 476 5.17E-08 4 2

SU ST 75 68 570 4.95E-08 4 2

are power-gated during their respective idle times can reduce, the leakage energy
by 46%. Therefore, in case of SHA benchmark, policy P3 remains best overall.
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4.3 Impact of Power-Gating on Execution Run-time

Each power-gating event incurs extra cycles to transition between power-gating
modes. Fig. 7 shows the percentage increase in run-time for various accelerators
due to power-gating overhead in policy P2 and P3. In policy P3 the power-
gating of the parent while the child runs introduces more idle periods for the
parent which increase the overall overhead. As a result, the execution length of
the parent accelerator increases more in P3 than in P2. As shown in Fig. 7, the
run-time of the decode-block in policy P3, which is a parent accelerator in JPEG,
is increased by 4.6% due to large number of calls to the two child accelerators
during which the parent is power-gated.

5 Impact of Input Patterns on Static Power-Gating
Decisions

As discussed in Sec.3.4, a single set of input vectors is used when constructing
the static power-gating schedule. When the application is run, it may experience
different input patterns than those assumed during scheduling. This may cause
changes in the idle periods of accelerators and sub-accelerators. This may mean
that power-gating decisions made during scheduling are sub-optimal. If the idle
period of an accelerator is much smaller than predicted, it may be that more
energy is wasted turning off and on the region than is saved while power-gated.
If the idle period of an accelerator is longer than predicted, it may be that the
scheduler decides that power-gating is not worthwhile, when in actuality, it would
have been. To investigate this concern, we vary the input vectors ten thousand
times and observe the impact on the number and duration of idle periods in
an accelerator. In particular, we are interested in whether the change in input
can reduce the idle period duration below energy break-even cycles leading to a
sub-optimal decision.



Hierarchical Dynamic Power-Gating in FPGAs 37

6188 6190 6192 6194 6196 6198 6200
0

1000

2000

3000

4000

5000

6000

7000

8000

9000

10000
(a) Get-Motion-Code; Idle-Period-1

Idle-Period Length

N
um

be
r 

of
 In

pu
t V

ec
to

rs

0 20 40 60 80 100
0

1000

2000

3000

4000

5000

6000
(b) Get-Motion-Code; Idle-Period-2

Idle-Period Length
N

um
be

r 
of

 In
pu

t V
ec

to
rs

0 20 40 60 80 100
0

1000

2000

3000

4000

5000

6000

7000

8000
(c) Get-Motion-Code; Idle-Period-3

Idle-Period Length

N
um

be
r 

of
 In

pu
t V

ec
to

rs

5

Fig. 8. Histograms showing the Variation in the Idle-Period Duration of Get-Motion-
Code Accelerator (a) Idle-Period-1 (b) Idle-Period-2 (c) Idle-Period-3

We performed the experiment across nine accelerators in three of the CHStone
benchmarks circuits. For each accelerator, we varied the input pattern by ran-
domly selecting values for each input independently (the allowable range of val-
ues for each input was determined by examining the program). Ten thousand
input sets are generated, and for each, the total number of and the duration of
idle periods were recorded.

We found that in eight (out of nine) accelerators, there was no variation in
the number of idle periods and the duration of each idle period remained the
same. As a result, for these accelerators, the static power-gating scheduler makes
the optimal decisions.

The ninth accelerator, Get Motion Code (GMC) in the Motion benchmark,
exhibited variation in the duration of idle periods. This particular accelerator has
three idle periods and the static power-gating schedule determines that power-
gating is appropriate for all of them. Changing the input vector 10K times
reveals the variation as illustrated in the histograms of Fig. 8. The X-axis of
each histogram represents the number of idle cycles in an idle period and the
Y-axis is the number of input vectors that led to that number of idle cycles.
The first idle period does not show any variation, however, the second and third
idle periods do show variation. In both cases, the periods were either 5 cycles
long or 100 cycles long, depending on one of the input signals. For period 2,
about 40% of input samples led to an idle period of 5 cycles. In this accelerator,
the energy break-even point is exactly 5 cycles. As a result, the static scheduler
always assumes that the accelerator should sleep for this idle period. If the period
happens to be 5 cycles, the overall cost and benefit of power-gating are equal,
but if the idle period is 100 cycles, significant power savings are obtained by
power-gating. In either case, however, the decision to power gate during this idle
period is optimal. This situation is the same for the third idle period, in which
20% of input vectors lead to long idle periods.
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It is possible that this could occur if the minimum idle phase duration goes
below energy break-even point, however, in none of our experiments did this
occur.

6 Conclusion and Future Work

This paper demonstrates the potential of hierarchical power-gating to save static
leakage power. We show that fine-grained control over the sub-accelerators allow
them to sleep when only the parent context is required. Similarly, power-gating
the parent accelerator when the child is running, creates more power saving
opportunities but increases the program length. Reducing the granularity, how-
ever, reduces the duration of the idle periods. We show that the compiler-assisted
power-gating decisions remain optimal as long as the idle period experienced at
run-time is greater than the break-even point. The static power-gating predic-
tions can be greatly improved if the application workload is known at compile-
time. Adapting the power-gating decisions with varying workload at run-time,
however, would require a dynamic power-gating predictor which is an interesting
area for future investigation.
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Abstract. Although FPGAs have the potential to bring software-like
flexibility and agility to the hardware world, designing for FPGAs
remains a difficult task divorced from standard software engineering
norms. A better programming flow would go far towards realizing the
potential of widely deployed, programmable hardware. We propose a gen-
eral methodology based on domain specific languages embedded in the
functional language Haskell to bridge the gap between high level abstrac-
tions that support programmer productivity and the need for high perfor-
mance in FPGA circuit implementations. We illustrate this methodology
with a framework for regular expression to hardware compilers, written
in Haskell, that supports high programmer productivity while produc-
ing circuits whose performance matches and, indeed, exceeds that of a
state of the art, hand-optimized VHDL-based tool. For example, after
applying a novel optimization pass, throughput increased an average of
28.3 % over the state of the art tool for one set of benchmarks. All code
discussed in the paper is available online [1].

1 Introduction

FPGAs are notably difficult to program and this has motivated research into
high-level synthesis (HLS) from high level programming languages and, in par-
ticular, from domain-specific languages [2]. This language-based approach is
attractive because of its potential to make hardware engineering more like soft-
ware engineering with its support for modularity, reuse, and abstraction, and
thereby create a wider group of developers for programmable hardware. This
paper describes a methodology for deriving performant hardware implementa-
tions directly from high-level functional embedded domain-specific languages
(EDSL).
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This work makes the following contributions. We present ReWire [3],
a subset of the Haskell functional language as a compiler target for compiling
domain-specific languages to FPGAs. We show that ReWire can be effectively
used as a compiler target because it supports the compilation of large input pro-
grams (over 100K LOC) and can generate competitively fast hardware imple-
mentations versus state of the art, domain-specific tools.

These contributions comprise a methodology supporting the “three P’s” [4]
for programming reconfigurable hardware: productivity, performance and porta-
bility. DSLs address the first two P’s directly because domain specialization sup-
ports programmer productivity and, furthermore, allows aggressive optimization
of domain-specific idioms. Portability is achieved by using ReWire, a retargetable
language for specifying hardware devices.

New language constructs raise issues with respect to performance. Is there a
performance price to be paid and, if so, is the increased expressiveness worth it?
Does the increased expressiveness enable better performance and programmer
productivity? In light of these questions, we evaluate our methodology via two
case studies. The case studies presented here consider a purely functional frame-
work for REHC construction, called RexHacc (for “Regular EXpression HArd-
ware compiler-compiler”). RexHacc is an EDSL-structured compiler-compiler,
implemented in Haskell, for Perl-compatible regular expressions (PCRE) similar
to those seen in popular intrusion detection systems (e.g., Snort [5]).

Problem 
Domain

… ReWire VHDLEDSL 1 EDSL n

Fig. 1. FP Methodology for HLS

Overview of Methodology. The
methodology factors the problem of
HLS into a series of translations
between EDSLs. An EDSL is a domain-
specific language that is defined as a
collection of constructs within an exist-
ing high level language. The methodol-
ogy is illustrated in the inset figure. A
problem domain can be realized as a
DSL embedded in Haskell. DSL cross-compilers targeting ReWire enable syn-
thesis onto an FPGA via the ReWire compiler. Sec. 2 presents a more in-depth
discussion of our methodology.

The case studies involve regular expression to hardware compilation (see
Fig. 2) in which we generate artifacts that perform as well as and often better
than state of the art approaches. The case studies reported here consider the
problem domain of regular expression to hardware compilers (REHC) [6]. Fol-
lowing Fig. 1, we developed a reusable and modular framework for REHC called
RexHacc and demonstrated that circuits produced with it meet or exceed the
performance of state-of-the-art REHC.

The RexHacc Framework. We performed an experiment in which we com-
pared RexHacc to the performance of the state-of-the-art REHC of Becchi and
Crowley [7] (henceforth reg2vhdl) against its own benchmarks. The goal is to
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Fig. 2. Combining the ease of use of traditional EDSLs with the power and run-time
performance of a virtualized language

demonstrate both the productivity gain and high performance achievable via our
methodology in the construction and testing of compilers generated by RexHacc.
The presentation here is deliberately high-level. We suppress the definitions of
functions and data types; the code is online [1].

The entry point for RexHacc is the function rexhacc with Haskell type:

rexhacc :: (NFA a -> NFA a) -> RegEx a -> ReWire

The declaration form “::” is pronounced “has type”. The function rexhacc
takes two inputs, an optimization function (of type NFA a -> NFA a) as well
as a regular expression (of type RegEx a). The type NFA a (resp., RegEx a)
represents non-deterministic finite automata (resp., regular expressions) over an
alphabet of type a. A regular expression compiler is generated with RexHacc by
applying the top-level rexhacc function to an optimization pass, opt:

compiler :: RegEx a -> ReWire
(‡) compiler = rexhacc opt

where opt = (o1 . · · · . on)

Each oi is an optimization pass of functional type NFA a -> NFA a, all of
which are composed using Haskell’s function composition operator (i.e., the infix
“.”) into a single pass. This composition corresponds to the middle box in Fig. 2
and each oi is a phase inside that box. The generated compiler takes a regular
expression over an alphabet of type a and converts it into an NFA a, which is
then fed to the optimization pass opt. The optimization pass produces an NFA a
from which ReWire code is generated. The ReWire output from this compiler
can either be translated into VHDL by the ReWire compiler or executed as
software in any standard Haskell environment.

Summary of Case Study Results. Secs. 4 and 5 each describe the def-
inition of an REHC in the RexHacc framework. Each case study was tested
against reg2vhdl using existing test suites [7] with respect to standard metrics
for circuit size, clock speed and throughput (see Fig. 3). The first case study
(Sec. 4) implements the same optimization passes as reg2vhdl, and it was
clear that this compiler generally matched or exceeded the performance of the
hand-optimized compiler reg2vhdl with a tiny increase in circuit size. It was
observed that one of the benchmarks (tcp25) seemed to be particularly chal-
lenging for both the first case study compiler and reg2vhdl with respect to
throughput. This observation motivated the second case study (Sec. 5), which
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1675reg2vhdl

1675RexHacc Case Study 1k=1
2538RexHacc Case Study 2

2853reg2vhdl

2503RexHacc Case Study 1k=2
3287RexHacc Case Study 2

4137reg2vhdl

4282RexHacc Case Study 1k=4
4940RexHacc Case Study 2

0 1000 2000 3000 4000 5000

Maximum Throughput (Mbit/sec)

Fig. 3. Maximum throughput for the tcp25 benchmark, comparing reg2vhdl and the
RexHacc case study compilers (Secs. 4 and 5). Parameter k indicates stride length
(Sec. 4). Case study 2 shows an average of 28.3% throughput increase over reg2vhdl.

improves on the first with an (apparently novel) optimization pass that results
in better performance than reg2vhdl on the tcp25 benchmark.

2 A Methodology for Synthesis from Functional EDSLs

Synthesis from pure functional languages (e.g., Haskell, www.haskell.org) is
appealing because combinational hardware is functional in nature, functional
languages have powerful features supporting programmer productivity (e.g.,
modularity, expressive data types, static type inference, etc.), and the absence
of side effects (e.g., destructive update) simplifies synthesis. But general pur-
pose functional languages also contain a number of features that cannot be
represented in hardware (e.g., general recursion and garbage collection) and this
makes HLS directly from existing functional languages more challenging.

ReWire [3] is a proper sublanguage of Haskell—i.e., any ReWire program is
a Haskell program, but not all Haskell programs are ReWire programs. ReWire
programs, in contrast with general purpose functional languages like Haskell, are
always synthesizable to hardware. ReWire restricts Haskell by disallowing the use
of higher-order functions and general recursion at runtime (though techniques
like partial evaluation may enable their use at compile time). RexHacc uses the
ReWire hardware compiler as a back-end for producing VHDL implementations.

Front End. The RexHacc compilation process begins with a collection of regular
expressions written in Perl-compatible regular expression (PCRE) syntax. We
use the parser combinator library Parsec in Haskell to parse the regular expres-
sions in the source file. The regular expression is converted to the NFA type via
a textbook translation of regular expressions to NFAs [8]. The resulting NFA is
passed to the optimization portion of the compilation chain.

Simulating Circuits in Haskell. Because ReWire is a sublanguage of Haskell, we
can execute ReWire code as software in any Haskell environment with a test

www.haskell.org
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‘ ’ ‘ ’

Fig. 4. An NFA and its corresponding Sidhu and Prasanna-style implementation

harness for executing reactive resumptions. The implementation of rexhacc
was tested and debugged using a test harness in Haskell which is included in the
code base [1].

3 Related Work

The conversion of sets of regular expressions into NFAs is a well-known proce-
dure [8]. Sidhu and Prasanna [6] have proposed an efficient FPGA implementa-
tion of NFAs. Their solution is based on the one-hot encoding scheme; the use
of an NFA representation avoids the O(2n) space complexity that is characteris-
tic of DFA (deterministic finite automata) representations, typically adopted in
memory-based regular expression matching implementations [9–12]. Subsequent
efforts on FPGA [7,13–15] have refined Sidhu and Prasanna’s implementation
and achieved gigabit/sec processing throughputs on real-world pattern sets.

There are a number of efforts to apply ideas and techniques from functional
programming to hardware design and synthesis. Arvind [16] describes the Blue-
spec synthesis language as “a relatively simple DSL (GAAs [Guarded Atomic
Actions] and modules) with a fully functioning Haskell-like meta programming
layer on top.” The methodology advocated here employs metaprogramming as
well, in that ReWire programs (which are also Haskell programs) are ultimately
produced by the rexhacc function. Within the Haskell community, perhaps the
most well known system for hardware synthesis is Lava [17]. Lava is a domain-
specific language for hardware specification embedded in Haskell. Primitives in
Lava are essentially structural and specify circuits at the level of signals. ReWire,
by contrast, compiles a subset of Haskell itself to hardware circuits, and relies on
an abstract set of behavioral primitives. The primary motivation for developing
ReWire is as a vehicle for the design, implementation, and formal verification of
high assurance hardware.

Cλash [18], is a compiler for a subset of Haskell to VHDL. Like ReWire,
Cλash uses Haskell itself as a source language. Cλash requires some limits be
placed on the kinds of algebraic data types used as well as the basic operating
types. ForSyDe is a platform to compile models of hardware written in Haskell to
circuitry [19]. This paper demonstrates that the ReWire compiler works at scale
as the generated ReWire programs are on the order of 100K LOC. Great care
was taken in the design of ReWire so that it possesses a rigorous denotational
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semantics to support formal verification while maintaining synthesizability for
all of its programs [20].

The Delite DSL compiler framework [4] seeks to address the “three P’s”
with respect to implementing software on parallel, heterogeneous systems. Delite
addresses portability (i.e., retargetability of DSL compilers to a broad range of
parallel hardware) through language virtualization. ReWire is also a virtualized
DSL in that it has a separate compiler backend for producing FPGA-based
implementations while reusing large parts of its host language’s infrastructure—
including Haskell’s type system, front end, etc. In George, et al., [2], the Delite
framework is adapted to the generation of hardware from DSLs, specifically the
hardware acceleration of kernels in a heterogeneous setting.

4 Case Study 1: Matching State of the Art

We undertake the construction of a tool equivalent in functionality to the state
of the art [7] (reg2vhdl) and to examine the feasibility of duplicating this func-
tionality with our approach. The purpose of this case study is to demonstrate
the ease with which such a tool can be constructed. The optimizations were cho-
sen to match those of Becchi and Crowley [7] and include head zipping, striding,
alphabet compression, and epsilon elimination. These results indicate that the
rexhacc-based compiler compares favorably to and often surpasses reg2vhdl
where throughput is concerned, and area utilization is similarly competitive.
Each optimization phase was implemented in a few dozen lines of Haskell code;
this is a rough indication that the amount of programmer effort required is small.

– Head zipping. Head zipping is a transformation that merges outbound tran-
sitions from a state that have the same transition labels. Nodes with more
than one inbound transition are not head zipped because this would result
in a non-equivalent NFA. Head zipping is performed by merging the desti-
nation nodes of the matching transitions into one node that includes all of
the outbound transitions from the merged nodes.

– Striding. Striding is an optimization pass that doubles the number of charac-
ters an NFA matches at each transition. Striding traverses the graph’s edges
and looking two transitions ahead from each state, converts two-transition
sequences to a single transition consuming two characters.

– Alphabet compression. Alphabet compression is a technique that increases
sharing of logic by exploiting the identical treatment of different characters
by an NFA. If two characters always result in the same transitions between
all states, then these characters are compressed into one character class.

– Epsilon elimination. Eliminating ε-transitions reduces the complexity and
size of NFAs and simplifies code generation. NFAs with ε-transitions allow
state transitions without consuming input. States connected to an NFA solely
by ε-transitions can be eliminated. Eliminating unnecessary states reduces
the number of flip flops required to implement the NFA on an FPGA. A
textbook ε-elimination algorithm is used [8].



Hardware Synthesis from Functional Embedded Domain-Specific Languages 47

Fig. 5. Performance comparisons of RexHacc to reg2vhdl tool (here, “r2v”)

Experiments and Evaluation. To test the performance of RexHacc, we
selected three benchmark sets of regular expressions from the literature [7,9].
Snort24 is a set of 24 regular expressions drawn from the Snort network intru-
sion detection system [5]. Tcp25 is a set of 79 regular expressions designed to
match malicious SMTP traffic, also drawn from the Snort NIDS. Bro217 is a
set of 217 regular expressions drawn from the Bro NIDS [21]. Matchers for each
of these benchmarks were generated using reg2vhdl, as well as RexHacc. Each
benchmark was tested at stride lengths k = 1, k = 2, and k = 4, producing
circuits that consume input streams at one, two, and four bytes per clock cycle.
The resulting VHDL was then synthesized using Xilinx’s XST synthesis tool for
the Xilinx Spartan-3E X3CS500E FPGA, speed grade -4. The synthesis tools
are optimized for speed. The frequencies that we list are synthesis estimates.

Fig. 5 compares the resulting circuits in terms of three performance metrics:
(a) logic slice utilization, (b) LUT utilization, and (c) maximum throughput
as measured in megabits per second. (Flip flop utilization was extremely close
between the two tools and thus is not shown.) RexHacc compares favorably with
reg2vhdl on virtually all fronts.

Throughput. RexHacc matches or exceeds reg2vhdl’s total throughput for all
but one of the nine benchmarks. In the best case (benchmark bro217, k =
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1) throughput is around 60% higher. In the worst case (benchmark tcp25,
k = 2) throughput is around 13% lower. Both tools, in all cases, are capable of
processing input at a rate of more than 1 Gbit/sec. In the best case, RexHacc
is capable of handling input rates up to 7.5 Gbit/sec on a Xilinx Spartan-3E
FPGA at a relatively low clock rate. Tests on a Xilinx 7-series platform (not
presented here, but available online [1]) indicate that throughputs of up to 25
Gbit/sec are achievable with a more modern FPGA.

Logic utilization. With the exception of the single-strided (k = 1) benchmarks,
LUT utilization for RexHacc-generated circuits ranged from 88% to 116% of
their reg2vhdl counterparts. In the specific case where k = 1, RexHacc tends
to produce circuits with higher LUT counts (up to 219% higher), suggesting
that the combinational next-state logic produced by the RexHacc code generator
is more complicated for these circuits. For all benchmarks, flip flop utilization
for RexHacc was close to, but slightly higher than, the results generated by
reg2vhdl. This is not surprising since each state in the NFA is represented by
a single flip flop, and both tools tend to generate similar numbers of NFA states.
RexHacc, however, pays a small penalty here, because it generates output signals
synchronously, storing them in flip flops, while reg2vhdl does not. Please note,
however, that the choice of synchronous outputs rather than asynchronous ones
is optional in the most recent version of ReWire.

The results exhibited here suggest that the case study compiler is competitive
with the state of the art. The extra flexibility of the modular, purely functional
design does not come at a prohibitive cost in terms of circuit size, and indeed
brings substantial benefits with respect to throughput.

5 Case Study 2: Surpassing State of the Art

In this case study, we demonstrate the agility of the RexHacc approach by iden-
tifying an opportunity for an optimization, and rapidly implementing that opti-
mization as a compiler phase in RexHacc. The modular nature of RexHacc made
it easy both to identify a key performance bottleneck, and to implement a new
optimization pass to address it.

Identifying the bottleneck. While conducting the experiments of Sec. 5, we
noticed that one of the benchmarks, tcp25, stood out for its relatively low
maximum throughput when processed by RexHacc as well as by reg2vhdl.
While striding enabled our compiler to produce circuits with maximum through-
put in excess of 6 Gbit/sec for snort24 and bro217, maximum throughput
for tcp25 just barely exceeded 4 Gbit/sec. The throughput advantage over
reg2vhdl observed for snort24 and bro217 was essentially nonexistent for
tcp25.

To explore the reasons for this, we instrumented our compiler pipeline by
using the Haskell Functional Graph Library’s built-in support for generating
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Fig. 6. NFA for (a|b|c|d|e|f |g|h)z, before state splitting (left) and after (right)

graph visualizations via GraphViz (www.graphviz.org). We observed that the
tcp25 NFA exhibited a structural feature that was not present in the snort24
and bro217 NFAs. Specifically, the tcp25 NFA contained one state that had
a large number of inbound transitions. A simplified example of this problem is
exhibited in Fig. 6 (left), where state 9 has eight inbound transitions. A large
number of inbound transitions emerges when the source regular expression con-
tains a long chain of choice operators. This pattern is not uncommon in packet
inspection rulesets (e.g., consider a long chain of alternative filenames followed
by the common suffix “.exe”).

In the circuit implementation the inbound transitions translate to a large
fan-in of signals that must be ORed together to determine whether to activate
that state. As the size of this fan-in grows large, the combinational logic involved
begins to dominate the critical path of the circuit. The result is a sharp reduc-
tion in maximum operating clock frequency, and therefore throughput. This
suggested an opportunity for optimization: namely, to transform the NFA in
such a way as to reduce the number of inbound transitions to heavily-loaded
states.

State Splitting Optimization. To address the performance bottleneck, we extended
the compiler of Sec. 4 with an optimization called state splitting. Suppose we have
in our NFA a state s with inbound transitions e1, · · · , en, and assume without
loss of generality that s has no self-loops. Observe that we can produce an
equivalent NFA by “splitting” s in two: that is, introducing a new state (call
it s′), and reassigning half of the inbound transitions (say, e1, · · · , e�n/2�) to s′

instead of s. State splitting works by applying this transformation to each node
whose indegree exceeds a certain fixed threshold t. Fig. 6 (right) illustrates the
results of applying state splitting to the NFA for t = 2. N.b., the maximum
indegree has been reduced from 8 to 2 in this example.

The reader may note that this optimization may have the effect of increasing
the number of inbound transitions for successor states of split nodes. This is
generally not a problem for two reasons: first, as long as state splitting succeeds
in reducing the maximum indegree, it is likely to pay off even if some states
see their number of inbound transitions increased. Second, state splitting may
be iterated; if the splitting of state s1 results in state s2 exceeding the split
threshold, s2 itself may be split.
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Fig. 7. Comparisons of RexHacc with state splitting enabled to reg2vhdl (here,
“r2v”) tool

The full code for the state-splitting optimization, consisting of 17 lines of
code, is given as the splitStates function in the code base [1]. We can insert
the state-splitting into the optimization pipeline simply by adding an extra phase
to the rexhacc call; this is an instance of (‡) from Sec. 1:

6 Conclusions and Future Work

This research is a substantial case study utilizing the ReWire compiler at scale.
ReWire is a subset of Haskell limited in expressive power to ensure the synthesiz-
ability of every ReWire program. There is a potential drawback to such restric-
tions: it excludes many powerful functional programming idioms. In spite of this
potential drawback, we demonstrate that ReWire maintains sufficient expressive-
ness to support the design and implementation of high level DSLs for specifying
fast hardware accelerators. Future work aims to improve the resource usage of
ReWire-generated devices by optimizing ReWire’s code generation stages.

The methodology leverages the intrinsic power of Haskell and functional pro-
gramming. RexHacc is modular and customizable in the sense that optimiza-
tion passes can be easily added and removed. Because the ordering of passes is
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exposed as function composition in Haskell, experimentation with optimization
ordering is enabled. A RexHacc-generated compiler can be instrumented in a
straightforward manner as we did with GraphViz and take advantage of existing
external Haskell tools.

The flexibility of the RexHacc framework derives from the cross-compilation
to ReWire and the ability of ReWire to generate VHDL synthesizable to effi-
cient circuits. The methodology we have introduced lowers the barrier to entry
for reconfigurable computing for functional programmers. At the same time, it
provides an opportunity for hardware designers to leverage the power of the
functional paradigm to improve productivity. The choice of a purely functional
language does not come at a performance cost: our benchmarking demonstrates
that we match or exceed the performance of a state-of-the-art hand-tuned com-
piler for a number of real-world tests.

The two research directions we are pursuing have to do with increasing
the expressiveness of the type system to support metaprogramming and hard-
ware security. The current methodology is based on metaprogramming (i.e.,
ReWire/Haskell programs are generated by Haskell programs) and there are
type systems for staged programming (e.g., MetaML [22]) that we believe will
improve programmer productivity further while automatically enforcing type
safety. We developed a type system for enforcing fault isolation on ReWire [23]
and we are currently extending to information flow security.

Acknowledgments. The authors would like to thank Jason Agron of Intel Corpora-
tion and David Andrews of the University of Arkansas for their helpful feedback.
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Abstract. LSIs are designed in four stages including architectural de-
sign, logic design, circuit design, and physical design. In the architectural
design and the logic design, designers describe a hardware in RTL. How-
ever, they generally use different languages. Typically a general purpose
programming language such as C or C++ and a hardware description
language such as Verilog HDL or VHDL are used in the architectural
design and the logic design, respectively. In this paper, we propose a new
hardware description environment for the architectural design and logic
design which aims to describe and verify a hardware in one language. The
environment consists of (1) a new hardware description language called
ArchHDL which enables to simulate a hardware faster than Verilog HDL
simulation and (2) a source code translation tool from ArchHDL to Ver-
ilog HDL. ArchHDL is a new language for hardware RTL modeling based
on C++. The key features of this language are that (1) designers describe
a combinational circuit as a function and (2) the ArchHDL library imple-
ments non-blocking assignment in C++. Using these features, designers
are able to write a hardware in a Verilog HDL-like style. The source code
of ArchHDL is able to convert to Verilog HDL by the translation tool
and is able to synthesize for an FPGA or an ASIC. We implemented a
many-core processor in ArchHDL. The simulation speed for the processor
by ArchHDL achieves about 4.5 times faster than the simulation speed
by Synopsys VCS. We also convert the code to Verilog HDL and esti-
mated the hardware resources on an FPGA. To implement the 48-node
many-core processor, it needs 71 % of entire resources of Virtex-7.

1 Introduction

VLSI chips such as high performance processors and SoCs with many hardware
elements are designed in the flow of (1) architectural design, (2) logic design,
(3) circuit design, and (4) physical design. In architectural design and logic
design, simulations in register transfer level (RTL) are indispensable for efficient
debugging and logical verification. For these RTL modeling and simulation, some
hardware description languages such as Verilog HDL and VHDL are often used.

Architectural design and logic design are also important for hardware FPGA
implementation. Available hardware resources in FPGAs are increasing, and
requirements to implement a large scale hardware are also increasing. So, the
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 53–64, 2015.
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elapsed time of an RTL simulation for such large scale design is becoming very
long even if using a fast RTL simulator. Therefore, CAD systems which realize
high-speed RTL simulation are strongly required.

We have proposed ArchHDL[11] as a new hardware description language for
RTL modeling and high-speed architectural simulation. In this paper, we propose
a new hardware description environment for architectural design and logic design
which aims to write and verify a hardware in one language. This environment
comprises of (1) a hardware description language called ArchHDL which enables
to simulate a hardware faster than Verilog HDL simulation and (2) a source code
translation tool from ArchHDL to Verilog HDL.

ArchHDL is a hardware description language for hardware RTL modeling
based on C++. The key features of this language are that (1) a combinational
circuit description is handled as a function call and (2) non-blocking assignment
support in C++ by the ArchHDL library. The goal of the proposed environment
is to attain following three points.

– Easy hardware modeling in RTL
– High-speed simulation compared to Verilog HDL simulation

In the previous work, we found that RTL simulation speed using ArchHDL
is much faster than a Verilog HDL simulation using Icarus Verilog[6] which is a
well known free software. However, the simulation was performed with a simple
hardware like 8-bit counter circuit, and it was not a practical evaluation to
confirm the usefulness of ArchHDL. In this paper, we implement a many-core
processor as a practical hardware in ArchHDL and evaluated the simulation
speed. The source code of ArchHDL is transformed into Verilog HDL by the
translation tool and the Verilog HDL code is synthesized for an FPGA. We
convert the many-core processor code to Verilog HDL using the translation tool
and measure the hardware resources on an FPGA.

2 A New Hardware Description Environment

We propose a new hardware design environment which consists of a new hard-
ware description language called ArchHDL[11] and source code translation tool
from ArchHDL to Verilog HDL. In this section, the hardware description in
ArchHDL and development of the translation tool are delivered.

2.1 Concept of ArchHDL

ArchHDL is a hardware description language based on C++. It provides a C++
library to describe hardware in RTL. The library includes definitions of Module
class, reg class, wire class, and functions for simulation.

The key features of this language are: (1) implementing combinational cir-
cuits as functions and (2) supporting non-blocking assignment to registers. To
describe a combinational circuit as a function, the lambda expression which is
newly added to the C++ standard library called C++11 is used. Non-blocking
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Fig. 1. A block diagram of sample circuit used for explanation of hardware description
in ArchHDL. (Xorshift random value generator)

Fig. 2. A sample description of Xorshift random value generator in ArchHDL

assignment, which is generally supported in hardware description languages such
as Verilog HDL or VHDL, is not supported in general purpose programming lan-
guages. ArchHDL implements non-blocking assignment by the library in C++.

ArchHDL realizes an RTL hardware description with Verilog HDL-like style
by these features and defined classes in the library. A source code described in
ArchHDL is able to compile with general C++ compilers, then the simulation
of the hardware is delivered by the execution of the binary file. The simulation
speed is faster than the simulation using Verilog HDL simulator.

2.2 Hardware RTL Modeling in ArchHDL

Fig. 1 is a block diagram of the sample circuit used for explanation of Arch-
HDL hardware description in this section. The circuit is a 32-bit pseudo random
value generator using Xorshift algorithm. It employs four registers and gener-
ates random value by XOR and shift operations. Initialization mechanisms of
register values and input of seed, which are contained in the sample description
we present later, are omitted in this figure.

Fig. 2 is a sample description of Xorshift random value generator in Arch-
HDL. Descriptions about inclusion of standard libraries are omitted.
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A hardware module is declared as a subclass of Module class which is defined
in the ArchHDL library. Behavior of a hardware module is mainly described using
reg class, wire class, Assign function, and Always function, which are defined in
the library. A class defined by inheriting Module class corresponds to a module
in Verilog HDL. Here, Xorshift class is declared as a subclass of Module class
and it represents the hardware module.

An instance of wire class and reg class can be regarded as a wire and reg
in Verilog HDL respectively. These classes are implemented as a template class
in the ArchHDL library. Therefore, users must specify the data type into the
angled bracket when they declare an instance of wire or reg. In Fig. 2, uint 1
and uint 32 are used as data types for wire and reg. The number at the end
of these data types represents the bit width of the data, and is intended to
simplify the analysis by the source code translation tool. These data types are
defined in the library. However, these are actually implemented as an alias of
unsigned int. Therefore, a value declared with these data type is not masked by
the represented bit width. Also, user defined structure is able to use as a data
type for a wire class and reg class instance. The wire class and the reg class are
implemented as functional objects in the library, so a value of these instance can
be referred by a function call of the class instance.

A module description in ArchHDL does not employ ports. Therefore, the
description about connections between modules is implemented by referring
directly to wire or reg class instances declared in a module. To simplify the
analysis by the translation tool, some naming rules are applied. As indicated
from the 3rd line to the 6th line in the Fig. 2, an instance name starting from
”i ” is an input port and an instance name starting from “o ” is an output port.
These rules are also applied to an instance which declared using array.

Combinational circuits are defined by assigning a functional object to a wire
class instance. All of assignment statements to instances are written in Assign
function as denoted from the 14th line to the 17th line in the Fig. 2. In the
case of this example, combinational circuits which are able to describe in the
Verilog HDL assign statement are only used. However, using the lambda expres-
sion of C++11 denoted in the 15th line, designers are able to define various
combinational circuits in ArchHDL.

The ArchHDL library supports non-blocking assignment of a reg class in-
stance. Statements of non-blocking assignment are described using “<<=” oper-
ator, and they are written in Always function as indicated from the 18th line
to the 32nd line in the Fig. 2. The Always function is equivalent to “always
@(posedge CLK)“ in Verilog HDL.

2.3 Testbench in ArchHDL

Fig. 3 shows a sample testbench in ArchHDL for the random value generator
shown in Fig. 2. Descriptions of inclusion of standard libraries are omitted. This
code is to display generated random values for 30 cycles. The seed value for the
random value generator is set at 1.
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Fig. 3. A sample testbench for Xorshift in ArchHDL

In the main function from the 40th line, the TestTop module is generated
and then the Step function provided by the library is called in the do-while loop.
At the time of the TestTop instance is generated, all of reg, wire, and Module
class instances are stored in a data area prepared in the ArchHDL library. The
Step function calls the Always function of all Module class instances stored in
the library data area, Therefore, the call of the function simulates the hardware
behavior in one cycle.

PortConnect function is used to connect ports of Xorshift module as denoted
from the 15th line to the 20th line. The role of this function is same to Assign
function mentioned above. However, it is necessary to describe PortConnect
function and Assign function separately to simplify the analysis of the translation
tool. From the 24th line to the 28th line, register initializations are described in
Initial function. This function is equivalent to the initial block in Verilog HDL.

2.4 Advantages and Disadvantages of ArchHDL over Verilog HDL

The advantages of ArchHDL are (1) the intuitive module description by object-
oriented programming and (2) the flexible testbench description using C++
standard environment.

Hardware resources on LSIs or FPGAs are increasing, and opportunities to
describe a hardware which implements a lot of the same module like many-core
processors are also increasing. Designers are able to declare modules, registers, or
wires using an array in ArchHDL. Therefore, they also able to use for statements
to describe the behavior of such hardware intuitively.
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Architectural verification needs plenty of simulations using various parame-
ters, and requires a flexible description to the testbench. The testbench descrip-
tion in ArchHDL is able to use the random value generators, variable-length
array and so on which are included in C++ standard library. Therefore, the
flexibility of the testbench description is equal to typical software simulators.
Furthermore, the simulation speed is faster than Verilog HDL simulation which
described in same abstraction level.

To simplify the implementation of ArchHDL library and the source code
translation tool, the current ArchHDL has some restrictions compared with the
description capability of Verilog HDL. The main restrictions are (1) the described
hardware may use only one clock signal, (2) the assignment of value to a register
is done only in a positive edge of the clock and (3) the designers describe registers
and wires using C++ integer type like 32-bit int or 64-bit int.

ArchHDL supports a hardware which allows assigning a value to a register
in a positive edge of a single clock. Therefore it does not support to use multiple
clocks and to assign a value in a negative edge of a clock. Although SFL[9] has
similar constraint, it was used for variety of hardware descriptions[5,7].

ArchHDL uses C++ integer type like 32-bit int or 64-bit int for the data type
of registers and wires. The declaration of registers and wires of any bit width
are not supported. ArchHDL supports C++ common operators, and does not
support the bit selection operation and the bit concatenation operation which
are supported in Verilog HDL.

The ArchHDL library is implemented with about 200 lines of source code
and it is simple. Users are able to expand the library to introduce other clock
signals or data types. We think that these restrictions are caused by an initial
stage implementation of the library. Therefore, they will be eliminated with the
progress of this work.

2.5 Translation Tool from ArchHDL to Verilog HDL

We are developing a code translator from ArchHDL to Verilog HDL. It is able
to automatically generate a Verilog HDL code from ArchHDL.

As shown in some examples of hardware description in ArchHDL, its descrip-
tion style becomes Verilog HDL-like description style by using classes such as reg
class or wire class provided by the library. Especially, designers are expected to
describe the same statement about an assignment and an arithmetic expression
in ArchHDL and Verilog HDL. Thus, the code translation from ArchHDL to
Verilog HDL can be delivered without any optimization.

Fig. 4 shows the translation flow from ArchHDL code to Verilog HDL code.
The tool receives ArchHDL code as an input and outputs the Verilog HDL. The
translation is delivered as follows: (1) code scanning, (2) information generation
for Verilog HDL code by string replacement and parsing.

In the parsing process, statements which are not able to describe in Verilog
HDL syntax are analyzed. Basically it is not necessary to parse statements writ-
ten in ArchHDL in detail, because they must be the same statements in Verilog
HDL.
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Fig. 5. M-Core Architecture used as a practical hardware for evaluation

The main restrictions of description in ArchHDL which can be converted to
Verilog HDL are as follows: (1) using only reg class or wire class as a data type
and (2) using up to 2-dimensional array for instance declaration.

In particular, the reason of the limitation for the array depends on that the
Verilog HDL syntax limitation and the multidimensional array is not supported
in some Verilog HDL simulator. We think that we can describe a practical hard-
ware sufficiently in ArchHDL under such restrictions.

3 Experimental Results

We evaluate our proposed hardware description environment which consists of
ArchHDL and the source code translation tool in two aspects: (1) The simula-
tion speed of a hardware described in ArchHDL, and (2) The FPGA resource
utilization of a hardware synthesized from Verilog HDL code generated by the
the source code translation tool.

3.1 A Sample Hardware for Practical Evaluation

We implemented M-Core Architecture[12], a many-core processor employs
scratchpad memories, as a sample hardware for evaluation. Fig. 5 shows the
M-Core Architecture. Each node of the M-Core Architecture is composed of a



60 S. Sato and K. Kise

core and a router. The core consists of a Processing Element (PE), a memory
controller (MC), a local memory, and a Network Interface Controller (NIC). The
PE is a 32-bit five-stage pipelined MIPS processor[10]. Each node is connected
to the mesh network via the router. The router architecture is the conventional
Input-buffered Virtual Channel router[3] with five-stages pipeline, four virtual
channels per input port, and 4-flit buffer per virtual channel.

For a data transfer between cores, DMA transfer is used. DMA command is
send from a PE to its NIC via memory-mapped IO. NIC reads data from the
local memory using these information. After that, packets are generated and
injected into the network. When a packet arrives a node, the information of the
packet is used to write the received data to the local memory.

3.2 Evaluation of Simulation Speed

We implement the many-core processor introduced in the previous section in
ArchHDL and measure the simulation time while running an application on the
processor. The simulation time is compared with the time of Verilog HDL simu-
lation using Synopsys VCS. The Verilog HDL code used in the VCS simulation
is automatically generated from the ArchHDL code by our translation tool. For
ArchHDL source code compilation, GCC and Intel Compiler are used. The com-
piler optimization option is -Ofast for both compilers. The detailed computer
environment for simulation is as follows

– CPU: Intel Xeon E5-2687W
– Memory: 32 GB
– OS: Ubuntu 13.04 x86 64
– GCC (g++): version 4.7.3, optimization -Ofast
– Intel Compiler (ICPC): version 14.0.1 optimization -Ofast
– Synopsys VCS: version H-2013.06

In the simulation, various number of cores (from 2×2 to 10×10) of the many-
cores processor are used. The many-core processor executes an application that
every cores communicate with each other in every 100 cycles. The total execution
cycles of the simulation is 100,000 cycles. The simulation is performed 10 times
for each configuration, and the average simulation time of them is used as the
final result.

ArchHDL simulation can be parallelized using OpenMP. This parallelization
is supported by the ArchHDL library and users do not need to change their
source code. The parallelized simulation accuracy is same as that of before par-
allelization. For the parallelized simulation, we use a computer which has the 8
physical cores (16 logical cores using SMT) CPU.

Fig. 6 illustrates the simulation results in case of using 1 thread. The X-axis
indicates the node counts of the sample many-core processor and the Y-axis
represents the simulation time in second.

We can see that the simulation time increases when the number of nodes
increases. The simulation by VCS is fastest (maximum 2.9 times faster than GCC
and maximum 2.7 times faster than Intel Compiler). However, the speedup of
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Fig. 6. The simulation time comparison using just single-threaded

the VCS simulation compared to other simulations (GCC and Intel Compiler)
decreases when the number of nodes increases, In particular, the speedup is
maximum when the number of nodes is 4 (2×2 network) and minimum when
the number of nodes is 100 (10×10 network).

Fig. 7 shows the simulation results in case of parallelized simulation (with
8-thread and 16-thread). “VCS” and “ICPC 1 thread” in Fig. 7 are same as ones
illustrated in Fig. 6.

We can see that every parallelized simulation is faster than the VCS sim-
ulation. The parallelized simulation is 4.5 times faster in maximum than the
VCS simulation when using 16-thread. The simulation results also show that the
speedup of the parallelized simulation compared to the VCS simulation increases
when the number of nodes increases.

3.3 FPGA Resource Utilization of the Many-core Processor
Synthesized from Converted Verilog HDL Code

Here, we estimate the FPGA resource utilization of M-Core architecture. The
target device is Xilinx Virtex-7 XC7VX485 on the evaluation kit VC707.

The number of nodes to implement is 48 (8×6). The register files on the
Processing Element of each node is implemented using LUT-RAM. The local
memory in each core and the input buffers in each router are implemented using
Block-RAM. Parameters of the local memory on each core are 32-bit data width,
32 KB total size, and 3 port (2 read, 1 write). Parameters of the input buffer
are 38 bit data width, 16 entry (4 entry for each 4 virtual channels in a port),
and 2 port (1 read, 1 write). The number of router port except the edge node
of the processor is 5. Therefore, five Block-RAMs are used for input buffers in a
router.

Table 1 shows the hardware resources of the processor which are delivered
during place and route. The processor occupied 54,509 slices which is 71% of
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Table 1. Hardware Resource of a 64-node many-core processor on Virtex-7

Slice Reg LUT BRAM (RAMB36E1))

Used 54,509 79,641 158,103 1,007

Utilization 71% 13% 52% 97%

entire resources, and runs at 114.9 MHz according to the synthesis report. The
number of slices for each element in a node are about 460 slices for Processing
Element, about 25 slices for Memory Controller, about 280 slices for Network
Interface Controller, and about 400 slices for router.

From the result of hardware resources, we found that the scale of the hard-
ware generated by the converted Verilog HDL code by the translation tool is
appropriate.

4 Related Works

Chisel[2], SystemC[1], and MyHDL[4] are hardware description languages that
are able to compile as a program of general-purpose programming language.
Although hardware designers are able to describe hardware in RTL in these
languages, the hardware description style in those languages is very different
from the style of Verilog HDL.

SystemC is designed based on C++ and it is implemented as a C++ class
library. The hardware described in SystemC is able to compile and execute as a
C++ program. Hardware designers describe hardware using classes and macros
which are provided in the SystemC library. While most of the HDLs like Ver-
ilog HDL, VHDL and proposed ArchHDL support the RTL of design, SystemC
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originally supports the design at a higher abstraction level to model large hard-
ware systems.

MyHDL is designed based on Python. The hardware described in MyHDL
is compiled and is executed as a Python program. The project provides a tool
to convert a source code in MyHDL to Verilog HDL and VHDL for hardware
synthesis. It is reported that the architectural simulation speed of MyHDL is
about 3 times faster[8] than the speed of Verilog HDL compiled by Icarus Ver-
ilog. Although this project is unique using Python, MyHDL has not been used
extensively.

Chisel is designed based on Scala. The hardware description in Chisel is con-
verted to C++ code for high-speed simulation, and also is converted to Verilog
HDL code for ASIC synthesis. It is reported that the simulation speed of Chisel
C++ simulation is 7.8 times faster against Synopsys VCS.

SFL[9] is a unique language and PARTHENON is a high-level CAD tool for
SFL developed by NTT(Nippon Telegraph and Telephone Corporation). In SFL,
the designer does not describe a clock signal explicitly and the system assumes
the existence of the global clock implicitly. This strategy is the same as ArchHDL.
Although SFL is an attractive language, the development and maintenance of
PARTHENON system had stopped.

5 Conclusion

In this paper, we propose a new hardware description environment for architec-
tural design and logic design which aim to write and verify a hardware in one
language. The environment comprises of (1) A hardware description language
called ArchHDL and (2) A source code translation tool from ArchHDL to Ver-
ilog HDL. The goals of the proposed environment are to attain following: (1)
Easy hardware modeling in RTL, (2) Realizing the environment which is able
to verify both architectural design and logic design in one description, and (2)
High-speed simulation compared to Verilog HDL simulation.

We evaluate our proposed hardware description environment in two aspects:
(1) The simulation speed of hardware described by ArchHDL and (2) The
amount of resources usage of hardware when synthesizing Verilog HDL code gen-
erated from ArchHDL code by the translation tool. For practical evaluation, we
implemented a many-core processor in ArchHDL and also converted the source
code to Verilog HDL by the translator. The simulation speed of ArchHDL was
about 4.5 times faster than the simulation speed using Synopsys VCS which is
one of the fastest Verilog HDL simulator. The resource utilization of the 48-node
many-core processor on Virtex-7 was 54,509 in occupied slices. From the result,
we found that the scale of the hardware generated by the converted Verilog HDL
code by the translation tool is appropriate.

As future works, we consider about that: (1) The detailed verification of
the converted code from ArchHDL to Verilog HDL, (2) To develop a source
code translation tool from Verilog HDL to ArchHDL to obtain the first RTL
simulation, and (3) Implement the hardware described in ArchHDL into FPGAs
and confirm its behavior.
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Abstract. This paper presents a novel method for estimating the dynamic en-
ergy consumption of soft processors in FPGA, using an operand-value-based 
model at the instruction level. Our energy model contains three components: the 
instruction base energy, the maximum variation in the instruction energy due to 
input data, and the impact of one’s density of the operand values during soft-
ware execution. Using multiple benchmarks, we demonstrate that our model has 
only 4.7% average error and 12% worst case error compared to the reference 
post-place-and-route simulations, and is more than twice as accurate as existing 
instruction-level models. 
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1 Introduction 

Processor core energy consumption is a first order metric for FPGA-based embedded 
system design, due to its direct impact on battery life. Early and accurate modeling of 
soft-processor performance and energy consumption, for a given application, is 
needed to perform early design space exploration with reasonable confidence. A fine-
grained and rapid estimation tool is also important for reconfiguration and customiza-
tion of system architecture as well as optimization of software implementation for 
energy consumption.  

Modeling the dynamic energy consumption of a soft processor remains a major 
challenge. Power measurement techniques typically used with ASIC processors, as in 
the work presented by Bazzaz et al. [1] cannot be adopted to measure the power dis-
sipated in the FPGA resources implementing the soft processor core, independent of 
the other FPGA components. Hence, low level post-place-and-route models and simu-
lations are preferred as they enable capturing the switching activity of the final FPGA 
logic resources [2]. However these are incredibly slow, thereby making the design 
space exploration and SW optimization process impractical. Alternatively, energy 
models based on processor power states are used for quick estimates but they can  
be very inaccurate. Instruction-level models promise higher accuracy than mode-
based models, however, it is very difficult to accurately characterize the energy  
consumption of individual instructions in soft processors implementations. In fact, 
conventional methods used in previous work to isolate the energy consumed by an  
instruction examine its execution under very unique states that do not accurately  
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reflect the energy it would consume when it is executed as part of a normal applica-
tion run. Our goal is to build a concise instruction-level model that can provide fast 
and accurate estimates of dynamic energy consumption for soft processors in FPGA. 
Using a heuristic approach, our model accounts for both the inter-instruction effects 
and the operand values of the instructions for estimating the energy consumption.  

Previous work suggest insignificant impact of operand values on processor power 
dissipation in ASIC [3]. However, we observed that the operand values greatly impact 
the energy consumed by soft processor cores in FPGA. This is due to the fact that 
Soft-processor data-path units are implemented on several Configurable Logic Blocks 
(CLBs) and DSPs. This requires the operand values propagate through much longer 
routes between these block than in ASIC, giving them higher charge capacitance. 
These signals are also frequently reset to Zero by instructions like the NOP and small 
operand operations [4]. As such, there’s an increased probability of signals switching 
after the execution of instructions operating with values containing many ones. The 
higher density of ones in an instructions operands, the larger the probability of switch-
ing, hence higher power dissipation and energy consumption by the processor core. A 
profiling and estimation tool is required to calculate this operand value metric and to 
apply the energy models to large applications. 

The novel contributions of this paper are as follows:  

1. We designed a novel energy data model for a soft-processor FPGA implementation 
that can be generated heuristically without analysing the processor architecture and 
pipeline, using sets of applications described in Section 3.  

2. We designed an estimation tool that analyses C code at the machine instruction 
level, applies the energy data model and annotation techniques to estimate the en-
ergy of each instruction executed in a given run, as described in Section 4. 

2 Related Work 

There are several modeling techniques to estimate energy consumption of soft proces-
sors. They can be categorized based on the model’s abstraction level. The most accurate 
models simulate the processor at the gate level using post-place and route simulations, 
tracking the switching rate all internal signals. Examples of tools, based on such models, 
include Xilinx’s XPower Analyzer XPA [1], [5] and Synopsys’s Power Compiler [6]. 
Accurate, low level simulation models suffer from very slow simulation speeds. In fact, 
in order to estimate the energy consumed executing the Dhrystone benchmark [7] on a 
Microblaze processor core [8] using XPA took over 2 days of simulation time. This 
simulation was done on a quad-core i7 PC with 16 GB RAM. 

Higher level modeling of processor energy and power is typically done by charac-
terizing the workload of the processor. These can be divided in three broad groups 
based on the number of contributing factors in each model. We will refer to these 
groups as first, second and third order models. They are identified as follows: 

• First order models are state-based, in which the energy consumption is derived 
from the state of the processor. An average dynamic power value is assigned to 
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each power state. The dynamic energy is then estimated by multiplying the 
weighted average power by the total execution time. Jouletrack implements a very 
simple first order model [3]. System level estimation tools like Softwatt [9], 
Wattch [10], and other state-based estimation techniques [11] use first order proc-
essor models because of their simplicity. Energy aware scheduling techniques  
using first order models have also been proposed utilizing such models [12]. How-
ever, first order models do not reflect the processor energy savings from software 
optimizations independently of performance. For example, re-ordering assembly 
instructions to increase the number of repeating instructions reduces energy con-
sumption. This effect cannot be observed by first order models.  

• Second order models assign an estimated average energy value for each instruction 
in the processor’s instruction set. The energy required to execute a program is then 
estimated as the sum of the energy values assigned to all the executed instructions. 
Many completed works use this technique such as [3], [13], [14]. More work  
however is required to prove the accuracy of these models to estimate large appli-
cations running on soft processors. In fact, we observed very negligible accuracy 
improvement over the first order models.  

• Third order processor models incorporate inter-instruction energy effects. When 
analyzing the energy required for completing an instruction, the neighboring in-
structions are also accounted for. The reasoning is that neighboring instructions in-
dicate the state of the processor before and after executing an instruction. Several 
processors, including an Intel 486DX2 processor [1] and a Fujitsu DSP [15], have 
been modeled using this approach. VLIW processors have also been modeled using 
third order models [16]. Third order models have been applied to estimate system-
level energy consumption [17]. However, third order models do not take the effects 
of input data for the application into account, which can lead to significant errors.  

The techniques proposed in these works were adopted to generate three models of 
an implementation of the Microblaze processor implemented on a Xilinx Virtex5 
FPGA. The Microblaze instruction set architecture is similar to the RISC-based DLX 
architecture [18]. We used these models to evaluate the applicability of these tech-
niques on a modern soft processor. The results presented in this paper demonstrate 
significant errors in excess of 100%. In the quest of identifying the causes of these 
inaccurate results, we derived results showing significant impact of operand value on 
energy consumption. The following section describes the proposed model, generated 
using a novel instruction characterization technique.  

3 Operand-Value-Based Processor Energy Model 

This section describes the proposed methodology for creating an Operand-Value-
Based Model (OVBM) for a processor implementation consisting of: 

• The base energy cost for each instruction, with zero operands,  
• The maximum energy variance, due to operand values, for each instruction, and 
• Linear parameters, slope and intercept (m and b) modeling the correlation between 

the one’s density and the energy consumed in the processor data-path signals.  
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repeatedly executing an instruction or a pair of instructions in either an infinite loop 
or in very long programs of the repeating instructions [1], [3], [13, 14, 15, 16]. This, 
however, accounts for a very special and limited execution case of the instruction, not 
representative of its expected executions in real applications. The inaccuracy of such 
models is clearly demonstrated in the Section 5. 

In order to accurately characterize the base energy required by an instruction while 
also accounting for inter-instruction effect, we designed a reference application that 
executes a single basic block of approximately 100 diverse instructions operating on 
changing values in an infinite loop. This is done to represent a general and diverse envi-
ronment in which we examine the energy characteristics of the instruction. A set of 
benchmarking applications is created for each instruction. In each application, an in-
struction is inserted between a different pair of instructions in the reference application. 
To ensure a minimum energy consumption, we set the operands values of this instruc-
tion to zero. Hence, we create as many applications per instruction as there are instruc-
tions in the reference application. The low level model of the processor is then used to 
evaluate the increase of the energy consumed as a result of the inserted instruction. Pre-
sented graphically, we plot the energy of the instruction when it was inserted after the 
instruction of reference application as shown on the horizontal axis as in Figure 1. We 
refer to each plot as the Location-Based Energy Profiles (LBEP) of the instruction. 

We derived LBEPs for all Microblaze instructions, three of which are shown in 
Figure 1. We observed a strong similarity in the patterns of instructions that utilize the 
same processor data-path units. The energy consumed by each instruction is minimum 
when it is inserted after an instruction of the same type, and varies when inserted after 
other types of instructions. This implies that the Microblaze instruction set can be 
grouped based on the data-path units they utilize. These groups are: memory access, 
shift operation, and arithmetic and logic operations. Figure 1 illustrates the LBEP of 
three instructions: memory load (lwi), logical right shift (srl) and integer multiplica-
tion (muli). The X-axis represents the sequence of instructions of the reference appli-
cation. The Y-axis is the increase in energy consumption due to the insertion of the 
instruction before the reference application instruction on the X-axis. The LBEPs for 
the arithmetic and logic instructions are similar to that exhibited by (muli). Similarly, 
the LBEPs of the shift and memory instructions are similar to those for (srl) and (lwi).  

To derive the base energy cost of instructions from its LBEP, we consider only the 
sample points in which the instruction is inserted between instructions of the same 
type. Thus, we obtain three base energy costs for each instruction, one for each case 
where it executes following instructions of one of three groups identified. For in-
stance, from the energy profile of the load word instruction (lwi) given in Figure 1, 
we first consider the energy values corresponding to the lwi instruction inserted be-
tween pairs of logic or arithmetic instructions.  The average of these energy estimates 
is recorded as the base energy cost of the load instruction following a logic or arith-
metic operation. Similarly, estimates for the base energy cost of the lwi instruction 
following memory and shift instructions, are also evaluated. The second group of 
columns in Table 1 presents the three base energy costs of Microblaze instructions 
when they follow an instruction from one of the three groups. This constitutes the first 
parameter of the OVBM. 
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Fig. 4. Proposed automated application analysis, annotation, and energy estimation tool 

In order to derive the values for m and b for a given processor, we equated the lin-
ear approximation equation in (3) to the reference energy estimation for each of the 
30 applications, generating a system of 30 linear equations. Substituting in the known 
values from the OVBM in Table 1, we are able to calculate the sum of base energies 
and energy variance for the fixed instructions in all 30 applications. The average 
one’s densities of each instruction are found using the profiling stage of the estimation 
tool described Section 4 instead of the one’s density of the input array. This results 
with an over-determined system of 30 equations and two unknowns, m and b. An 
approximate solution at m = 0.016 and b = -0.061 for the Microblaze processor is 
determined once and added to the model parameters. 

4 Energy Estimation and Annotation 

We have developed a tool to automatically apply the proposed model to an embedded 
application. The tool works in two phases as shown in Figure 4.  

In the first phase, the tool annotates the source code with instructions aimed to 
identify the instructions that will execute, and run-time operand value metrics (one’s 
density). It also identifies the basic-blocks of the application. After executing the 
annotated application, the logged profiling data is sent to the host PC for processing in 
the second phase. These annotations:  
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1. Record the execution sequence of the basic blocks, 
2. Record the opcode of each instruction executed, as well as the values of their des-

tination registers, 
3. Calculate the average of the one’s densities of all values used by each non-

repeating shift instruction, and 
4. The tool also generates a list of the basic blocks and the instructions in each basic 

block. Using an object-dump utility [17] the exact machine instructions of each ba-
sic block are identified 

The second phase of the estimation tool uses the processor energy model, parame-
ters obtained from the execution of the annotated application, and list of basic blocks, 
to estimate the energy consumed by each executed instruction using equation (3) de-
scribed in Section 3. The estimated energy consumed by each basic block is then be 
evaluated as the sum of the estimated energy of all its instructions. The total energy 
consumption is then found using the estimated energy of the basic blocks and the 
execution trace. 

Table 2. Baseline energy estimates using XPA [5] 

Application Time  (µs) Power (mW) Energy (mJ) 
Dhrystone 39.35 33.35 1.31 
Quicksort 164.20 33.78 5.55 
ReadBMPBlock 251.61 39.96 10.05 
DCT 166.68 30.84 5.14 
Quantize 58.20 25.52 1.49 
Zigzag 25.33 30.98 0.78 
Huffman Encode 471.95 40.70 19.21 
JPEG 973.77 37.66 36.67 

5 Experimental Results 

To evaluate the proposed estimation method, we developed an OVBM of the Micro-
blaze soft processor implementation on a Virtex5 FPGA as described in Section 3. 
The processor was implemented without cache, connected via a Local Memory Bus 
(LMB) to 64 kB block RAM, which stores the program and data of the application. 
The system clock is operating as a frequency of 125 MHz. To compare OVBM to the 
state of the art, we also developed three different energy models using the techniques 
surveyed in Section 2. We implemented the estimation tool described in Section 4 to 
automatically annotate and analyze applications targeted for a Microblaze processor. 
The automatic annotation tool was expanded to accept all generated energy models. 

5.1 Estimation Accuracy 

We examine the accuracy of the models using a set of 8 application benchmarks listed 
in Table 2 re used. The execution time and average dynamic power consumed by the 
processor for each benchmark were obtained using Xilinx XPA [5] and used to calcu-
late the energy consumed by each benchmark. These estimations are highly accurate 
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and can be used as baseline to compare the accuracy of all models. The benchmarks 
are Dhrystone, an implementation of the Quicksort algorithm, and five functions of a 
JPEG [19] encoder: Read BMP Block, Discrete Cosine Transfer (DCT), Quantize, 
Zigzag, and Huffman encode.  

Table 3. Estimated energy in Millijoule (mJ) and estimation error, relative to references in 
Table 2, comparing the accuracy of proposed model to 1st, 2nd, and 3rd order energy models 
generated using previous work methods. 

Application 
1st Order 2nd Order 3rd Order OVBM 
E Err E Err E* Err E Err E* Err E Err 

Dhrystone 1.31 0.0% 3.6 171% 1.31 0.0% 3.3 155% 1.31 0.0% 1.30 -0.7% 

Quicksort 5.48 -1.3% 16 185% 5.07 -8.7% 13 128% 4.95 -10.7% 5.37 -3.2% 

ReadBMPBloc 8.39 -16% 25 145% 7.90 -21% 22 116% 8.50 -15% 8.82 -12.3% 

DCT 5.56 8.2% 18 253% 5.82 13.2% 18 253% 7.12 38.5% 4.96 -3.5% 

Quantize 1.94 30% 6.4 329% 2.04 38% 4.0 169% 1.57 5.4% 1.47 -0.9% 

Zigzag 0.84 7.7% 2.3 195% 0.74 -5.3% 2.3 194% 0.90 15.3% 0.78 -0.6% 

Huffman Enc. 15.74 -18% 51 164% 16.26 -15% 48 148% 18.68 -2.7% 17.64 -8.2% 

JPEG 32.48 -11.4% 102 179% 32.76 -11% 94 156% 36.77 0.3% 33.67 -8.2% 

Average error  13.4%  203%  16%  165%  12.6%  4.7% 

Std. Deviation of error 9.5%  60%  11%  43%  12.8%  4.3% 

Table 3 presents the dynamic energy estimations obtained using the four models 
for the examined benchmarks. The first order model uses the average dynamic power 
consumed by Microblaze executing the Dhrystone benchmark as the average power 
parameter. The estimated energy consumed by the remaining benchmarks are the 
products of the execution times by the average power. Naturally, the error in estimat-
ing the Dhrystone benchmark using this method is zero. The error in estimating the 
other benchmarks ranges between -18% and 30.7%, when compared to the reference 
values in Table 2. It is important to note that the accuracy of the first order model 
depends on the choice of the average power paramter used. In this instance, using the 
average power of Dhrystone resulted in reasonable estimates for benchmarks like 
quicksort and ReadBMPBlock, however, as it’s tested with more applications, the 
unpredictablitiy of this method becomes apparent. 

The second and third order models, initially, produced large errors. The energy for 
an instruction in the second order model is obtained using low level simulations of the 
given instruction in a loop as done in [3], [13, 14, 15, 16]. Similarly, the energy for a 
pair of instructions in the third order model is obtained using low level simulation of 
the instruction pair in a loop. Clearly, this technique does not produce accurate esti-
mates of the energy cost of an instruction. As suggested in [3], the models are cali-
brated using the Dhrystone estimation error. However, despite calibration, the second 
and third order models generated worst case errors of up to 37.6%, and 38.5% respec-
tively. The average errors were also high at 16% and 12.6%. Furthermore, the high 
deviation of estimate errors further demonstrates that these models cannot be used 
with confidence.  

The energy estimates generated using our approach are given in the final column, 
titled OVBM. It outperforms other models, both in terms of average accuracy and 
estimation confidence. The worst case error obtained is -12.3%, with an average error 
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of only 4.7%. Therefore, dynamic energy estimates obtained using the proposed ap-
proach can be used with confidence for early design space exploration as well as sys-
tem and software reconfiguration and optimization efforts. 

Table 4. Execution time of PVBM-based estimation tool compared to Post-place-and-route 
simulation (XPA) 

Application 
OVBM Tool (Seconds) 

XPA 
(Minutes) Phase 1 + 2 

(Host) 
Execution 
(Target) 

Total 

Dhrystone 0.03 7.49 7.53 72 
Quicksort 0.01 23.08 23.09 147 
ReadBMPBlock 0.21 5.88 6.08 202 
DCT 0.03 10.85 10.88 148 
Quantize 0.01 8.40 8.41 85 
Zigzag 0.01 4.41 4.42 65 
Huffman Encode 0.07 65.04 65.11 340 
JPEG 0.28 104.24 104.52 638 

5.2 Estimation Speed  

In addition to having a higher average accuracy and confidence over other instruction-
level models, the proposed estimation technique generates energy estimates within 
seconds. Table 4 compares the time required by our tool to XPA [5] to derive the 
presented estimations. The simulation host was utilized a Nehalem based Intel i7 
quad-core processor and 16 GB of DDR3 RAM. The time presented includes the time 
required to execute both estimation phases presented in Section 4 and the execution 
time of the annotated application. In our experiments, we used a Microblaze imple-
mentation on a Xilinx Virtex5 FPGA development board to run the annotated execu-
table. The total time required to complete the two phases running on the host for the 
JPEG benchmark was under one second. The time needed to run the annotated execu-
table and transfer the logs to the host was under two minutes. As such, the total esti-
mation time this benchmark was under two minutes. In contrast, it took over 10 hours 
to obtain the baseline estimate using XPA. As such, our model demonstrates 3 orders 
of magnitude speedup over post-place-and-route models. 

6 Conclusion 

We presented a novel dynamic energy modeling technique for soft processors in 
FPGA based on the operand values of instructions. We showed that energy estimates 
obtained from our model are significantly more accurate than the state of the art en-
ergy models. The energy model can be used for early software optimization, system 
architecture reconfiguration and customization as well as design space exploration. In 
the future, we expect to validate our model with more applications and other embed-
ded processors.  
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Abstract. Preemptive hardware multitasking is not supported in most
reconfigurable systems-on-chip (rSoCs), which severely limits the scope
of hardware scheduling techniques on these platforms. While modern
field-programmable gate arrays (FPGAs) support dynamic partial recon-
figuration of any region at any time, most hardware tasks cannot be pre-
empted at arbitrary points in time, because context saving and restoring
is not supported out of the box by the vendors. Although hardware
task preemption techniques have been proposed in the past, they can-
not be found in today’s rSoCs. In this paper we therefore propose a
novel methodology for preemptive hardware multitasking that does not
require any changes at the task level and show that our approach can be
seamlessly integrated to an established execution environment for rSoCs,
called ReconOS. Our experimental results show that we can successfully
capture and restore the states of all flip-flops and block RAMs in a recon-
figurable region on a Xilinx Virtex-6 FPGA at arbitrary points in time.
Context capturing/restoring can be performed at a bandwidth of 22-
28 MB/s, which allows for context switches in the order of milliseconds.

Keywords: Preemptive hardware multitasking · Context save and
restore · Partial reconfiguration · Reconfigurable system-on-chip · ICAP

1 Introduction

Dynamic partial reconfiguration (DPR) is one of the most exciting features
of modern field-programmable gate arrays (FPGAs). DPR allows to reconfig-
ure partial regions of the FPGA fabric without affecting the rest of the sys-
tem. Reconfigurable systems-on-chip (rSoCs) combine processor(s) with multiple
reconfigurable hardware regions (slots) on a single chip and use DPR to dynam-
ically switch between multiple hardware tasks in a slot. For instance, rSoCs
can dynamically map the most used tasks to hardware according to the current
workload to increase the system performance. However, hardware tasks can not
be preempted in most rSoCs and either have to run to completion or need to
be terminated during execution, before they can be replaced by other hardware
tasks. This severely limits the scope for hardware multitasking, where multiple
hardware tasks share the same reconfigurable slots over time.

In contrast to this, software systems support preemptive multitasking where
multiple software tasks share a single processing unit. A scheduler selects the next
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 79–90, 2015.
DOI: 10.1007/978-3-319-16214-0 7
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software tasks which should be executed on the processor by following a given
scheduling algorithm. Using preemptive multitasking, a scheduler can preempt
and resume all tasks at arbitrary points in time and therefore ensure fairness
amongst competing software tasks, minimize starvation and improve the respon-
siveness of the tasks by applying smart scheduling algorithms. Unfortunately,
we do not see similar benefits for most reconfigurable hardware systems to fully
exploit the DPR feature on today’s FPGAs, preemptive hardware multitasking
should be supported in rSoCs. One major challenge of preemptive hardware mul-
titasking is the saving/restoring of the task’s context. Unlike software tasks that
have a well-defined context, the context of a hardware task is stored in a large
number of state-holding elements, such as flip-flops, DSP blocks, LUT-RAMs
and block RAMs, which complicates context switching.

Several research projects have developed preemptive hardware multitask-
ing techniques, which either follow a (i) task-specific or a (ii) bitstream
read-back preemption technique. The task-specific techniques add dedicated
hardware structures to the hardware tasks, e.g. scan-chains [2,5], such that the
context of a task can be extracted/inserted. However, task-specific methods gen-
erate a considerable overhead in hardware resources and require modifications
of the tasks at source code or netlist level. It would be highly preferable, if the
hardware tasks do not need to be modified at all (similar to software tasks).

The second class of preemptive hardware multitasking techniques reads-back
the current configuration of the slot area over the internal configuration access
port (ICAP). Related work has shown that preemptive hardware multitasking is
possible using bitstream read-back for Virtex-e [4], Virtex-4 [3] and Virtex-5 [8]
FPGAs. Unfortunately, the bitstream read-back methods have to be tailored to
the FPGA families, since the FPGA architectures and bitstream format change
from one FPGA family to the next. Most proposed methods require modifications
at the task-level, which complicates their integration to existing rSoCs.

Although preemptive hardware multitasking seems to be highly beneficial,
no advanced execution environment for rSoCs seems to support any of these
techniques. Therefore, we show in this paper that our novel preemptive hard-
ware multitasking technique can be integrated into a multithreaded execution
environment called ReconOS. To the best of our knowledge, this is the first paper
that investigates hardware task preemption on Virtex-6 FPGAs using bitstream
read-back over the ICAP interface.

This paper provides the following contributions:
1. We give detailed instructions how to capture and restore flip-flops and block

RAMs on Virtex-6 FPGAs, revealing many information that cannot be found
in the official Xilinx documentation. Our novel preemptive hardware multi-
tasking technique does not require any changes at task level.

2. We extended the ReconOS execution environment for rSoC architectures to
support our preemptive hardware multitasking technique. For this purpose,
we implemented a new hardware ICAP controller that supports all required
functionality for capturing/restoring a task’s context.
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3. Finally, we show in our experimental evaluation on a ReconOS system that
we can efficiently restore the contexts of four different hardware threads on
a Virtex-6 FPGA at arbitrary points in time.
The paper is structured as follows: Section 2 discusses related work and

Section 3 presents our preemptive hardware multitasking methodology. In
Section 4 we show how the presented multitasking methodology can be embedded
to the ReconOS execution environment. Finally, Section 5 presents our experi-
mental results and Section 6 concludes the paper.

2 Related Work

Several context save and restore approaches have been studied in the past 15
years. Simmler et. al. [9] first proposed a technique for transparent context sav-
ing and restoring by bitstream read-back and manipulation. By refining these
concepts, Kalte and Porrmann [4] implemented an architecture for relocatable
hardware tasks which allows the extraction of state values from an FPGA’s stor-
age elements and their injection into partial bitstreams for reconfiguration in a
different location on the device. Their approach is transparent to the hardware
module’s designer, but was tailored to outdated Xilinx Virtex-e FPGAs.

More recent related work has demonstrated that context saving and restor-
ing can also be performed on newer Xilinx FPGAs, such as Virtex-4/5 FPGAs,
by reading back the configuration data over the ICAP interface. For instance,
Jozwik et al. [3] have used a Virtex-4 FPGA to capture and restore the con-
text of hardware tasks. However, in contrast to our approach they needed addi-
tional combinational logic inside the reconfigurable regions to be able to restore
the task’s context. Morales-Villanueva and Gordon-Ross [8] have presented a
technique to capture and restore the context of hardware tasks over the ICAP
interface on Virtex-5 FPGAs. They have also demonstrated that it is possible
to relocate hardware tasks between reconfigurable regions. Our work fits well to
the approaches that read-back all registers of a reconfigurable region over the
ICAP interface [3,8]. Unlike related work, we focus on newer Virtex-6 FPGAs
and additionally capture and restore the state of block RAMs.

As an alternative approach, Jovanovic et. al. [2] as well as Koch et al. [5]
proposed linking registers together in a serial scan-chain that can be used to
read or write a hardware module’s context in a transparent manner. Compared
to the previous preemption techniques, the time overhead for a task preemption
is reduced at the cost of additional hardware. Although the scan-chain approach
can be applied to all FPGA families, it requires modifications of the hardware
modules. In contrast to this approach, we can preempt hardware tasks without
any modification at the source code or netlist level.

Lübbers and Platzner [7] extended the multithreaded programming model
provided by ReconOS to support cooperative scheduling techniques. In coopera-
tive multitasking a hardware thread informs the operating system
whether it can be preempted. At thread preemption the thread saves its context
to a shared memory that can be accessed by the operating system. This approach
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can significantly reduce the thread context and allows for thread migrations to
other reconfigurable regions. However, in contrast to our approach cooperative
multitasking requires deep modifications of the hardware threads at source code
level and does not allow for thread preemptions at arbitrary points in time.

3 Methodology: How To Preempt Hardware Tasks

This section introduces our novel methodology for hardware task preemption on
Xilinx FPGAs at arbitrary points in time. We assume that the vendor design
tools are used to generate an rSoC, which contains at least one reconfigurable
region. The Xilinx design tools for partial reconfiguration [10] generate (i) a
full bitstream that contains the configuration of the entire FPGA fabric and
(ii) multiple partial bitstreams that contain task-specific configurations of the
reconfigurable regions (slots). At system start, the full bitstream has to be down-
loaded to the FPGA configuration memory, which contains the entire rSoC con-
figuration. At run-time, the rSoC can dynamically replace a hardware task in a
reconfigurable slot by downloading the partial bitstream of the next hardware
task over the ICAP interface. We assume that the partial bitstreams are stored
in external memory, e.g. a compact flash card. It is important to note that the
RESET AFTER RECONFIG attribute has to be set for all reconfigurable regions in
the user constraint file (UCF), when the vendor tools are executed. Otherwise
the state of the FPGA resources can not be restored for these regions.

Fig. 1. Preemptive hardware multitasking approach for a reconfigurable region

The Xilinx approach for partial reconfiguration does not support saving and
restoring a task’s context out of the box. Therefore, we propose a novel method-
ology for Xilinx FPGAs which captures/restores the context of a partial region to
allow for preemptive hardware multitasking. Our methodology does not require
any modification of the hardware tasks, but we assume that each task has a
clock and a reset signal. Our preemption methodology relies on the capabilities
of the ICAP interface and the bitstream format of the FPGA family. Currently,
we only support the Xilinx Virtex-6 family. Figure 1 shows the main stages of
our multitasking approach for one reconfigurable region. The four stages of our
methodology are described in the following subsections.

3.1 At Task Creation: Parse All Partial Bitstreams

In an initial stage, we parse all partial bitstream of a reconfigurable region
to identify certain configuration metadata. The partial bitstreams of a Xilinx
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Virtex-6 contains three different kinds of configuration frame blocks: (i) con-
figurable logic blocks (CLBs), input/output blocks, clocks, (ii) BRAM contents
and (iii) a CFG CLB block. The CFG CLB block defines which part of the FPGA
needs to be reset or reconfigured. It only appears in a partial bitstream, if the
RESET AFTER RECONFIG attribute has been set for this region [10,11]. Figure 2
shows an abstract overview of a partial bitstream with three frame blocks.

Fig. 2. Parsing metadata of a partial bitstream

We store the frame address register (FAR), the number of 32-bit words and
the offset inside the partial bitstream of each frame block as metadata. This
metadata is required when we want to capture the context of a hardware task.
Furthermore, the rSoC creates a working copy of each original bitstream at run-
time, called ’captured bitstream’. This working copy is stored in main memory.
It gets updated, whenever the corresponding task is preempted, to store the
captured context. It can be deleted, when the task terminates. Similar to Liu et
al. [6], we replace the cyclic redundancy check (CRC) at the end of the captured
bitstream with a ’no operation’ command, thus we do not need to update the
CRC value at task preemption. Note that this might cause reliability issues.

3.2 At Task Start: Write Original Bitstream

In the second stage, we configure a hardware task for a first time. Hence, no
context needs to be restored. Therefore, we only need to write the original par-
tial bitstream that has been generated by the Xilinx bitgen tool to the ICAP
interface. Details on how to write (partial) bitstreams to the ICAP interface can
be found in the corresponding user guide [11].

We set the reset signal of the hardware task during the reconfiguration pro-
cess. This reset signal should also be connected to the static interfaces that
connect the hardware task to the rest of the system. If the static interfaces to
the reconfigurable region are active during reconfiguration, it might happen that
data is sent accidentally from the partial region to the interfaces.

3.3 At Task Preemption: Capture Bitstream

In the third stage, a hardware thread is preempted and we need to store the
contents of its state-holding elements, such as flip-flops (FFs) and block RAMs
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(BRAMs). We deactivate the clock of the hardware task during the capturing
process to freeze the task execution.

In a first step, we capture the current state of all flip-flops in hidden registers
in the configuration memory (INIT0/INIT1) by calling the GCAPTURE command
over the ICAP interface. The hidden registers INIT0/INIT1 contain the initial
states of all FFs and are used during the initial configuration of the FPGA. The
GCAPTURE command must be sent over ICAP to the device, which replaces the
initial values of the FFs with the captured values, see [10,11] for more details.
Per default this command operates on the entire FPGA fabric. Therefore, we
need to define constraints for the reconfigurable region by writing the CFG CLB
configuration frame block of the original bitstream to the ICAP interface.

In a second step, we read back the configuration frame blocks of the recon-
figurable region as defined by the metadata in Section 3.1 (with an exception
for the CFG CLB block). We update the captured bitstream of the hardware task
by overwriting the configuration frames with the captured configuration frames.
Instructions for reading back configuration frame blocks can be found in [11].

In a final step, we need to modify certain configuration bits in order to
restore the BRAM contents at a later point. We believe that these bits define
for each BRAM whether its memory contents should be restored. We have found
out that these bits follow a certain pattern by investigating the bitstreams for
different reconfigurable regions. Hence, this step can be automated. According
to our observations, we have to modify a single bit of specific 32-bit words in
the configuration frame blocks for BRAMs by following this equation:

w′
i(j) =

{
0, if ∃k ∈ N0 : i = 81k+36

8 ∧ j = 17
wi(j), otherwise

where wi(j) is the j-th bit of the i-th configuration word (31 downto 0).

3.4 At Task Resumption: Restore Bitstream

In the final stage, we write a captured bitstream back to the reconfigurable region
to restore the previously preempted hardware task. After this reconfiguration
we need to trigger the global set/reset port of the STARTUP VIRTEX6 primitive.
Otherwise, the states of the FFs and BRAMs will not be restored. The partial
bitstreams contain a GRESTORE command, which is probably supposed to call this
startup primitive. However, similar to [8] we have observed in our experiments
that the GRESTORE command did not restore the states of the FFs and BRAMs.
Therefore, we manually trigger the startup method over the global set/reset
(GSR) port over the STARTUP VIRTEX6 interface after writing back the captured
bitstream. Furthermore, we set the reset signal of the hardware task in order
to prevent unexpected behavior of the hardware task during reconfiguration of
the reconfigurable region. We unset the reset signal before we trigger the GSR
event. Similar to the capturing stage, we disable the clock in this stage.
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4 ReconOS Architecture For Hardware Multitasking

We have integrated our multitasking methodology to the operating system
ReconOS. Although ReconOS supports the dynamic reconfiguration of hardware
modules (hardware threads) out of the box, there was no support for preemp-
tive hardware multitasking. In this section we describe the ReconOS architecture
and introduce our new ReconOS ICAP hardware controller and software sched-
uler, which can preempt and resume hardware tasks in reconfigurable regions at
arbitrary points in time.

4.1 ReconOS Multithreading Approach and Architecture

The operating system ReconOS [1] extends the multithreaded programming
model to the domain of reconfigurable hardware. Instead of regarding hardware
modules as passive coprocessors to the system CPU, they are treated as indepen-
dent hardware threads on an equal footing with software threads running on the
system. ReconOS allows hardware threads to use the same operating system (OS)
services for communication and synchronization as software threads, providing
a transparent programming model across the hardware/software boundary. The
hardware threads are represented by delegate threads in software, which call the
operating system services on behalf of the hardware threads.

ReconOS has been implemented as an extension to (embedded) operating
system kernels, such as Linux or Xilkernel. ReconOS is targeted at platform
FPGAs integrating microprocessors and reconfigurable logic. It takes advantage
of the dynamic partial reconfiguration capabilities of Xilinx FPGAs to reconfig-
ure hardware threads during run-time. This allows multiple hardware threads to
transparently share the reconfigurable resources.

Figure 3 shows the hardware architecture of a ReconOS system that supports
preemptive hardware multitasking. The architecture contains a single recon-
figurable hardware region (reconfigurable slot), which can hold one hardware
thread at a time. A dedicated hardware OS interface (OSIF) handles the hard-
ware threads OS requests and forwards them to the operating system kernel
running on the CPU. It also manages the low-level synchronization. Each hard-
ware thread is connected to the memory subsystem over a memory interface
(MEMIF), such that each thread can autonomously access the main memory.

In Figure 3 the hardware thread A is configured to the reconfigurable slot.
However, a software scheduler can replace the currently running hardware thread
with another thread (B, C, or D). The original and captured partial bitstreams
of all available hardware threads (A–D) are stored in the main memory. The
captured bitstreams include the captured states of the FFs and the BRAMs.

In ReconOS a hardware thread is connected to its delegate thread and to
the memory subsystem over FIFO-based interfaces. The threads should not be
preempted while the thread sends/receives data to/from the FIFO interfaces,
since this data is currently not captured (and restored). Hence, the scheduler
should wait until all FIFO interfaces of a thread are empty, before it preempts
the thread. We assume that our hardware threads are computing for the majority
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Fig. 3. ReconOS architecture with one hardware slot and four hardware threads (A–D)

of the time and only access the OSIF/MEMIF interface once in while. Hence, we
believe that this restriction of the interruptibility can be neglected in practice.

4.2 ReconOS ICAP Controller

We have implemented a new hardware ICAP controller and a software scheduler,
which support preemptive hardware multitasking in ReconOS. The scheduler is
a Linux user-space task that controls all stages of our multitasking method-
ology and performs the required modifications of the captured bitstreams. The
ReconOS HW ICAP controller was implemented as a ReconOS hardware thread,
such that the controller has a separate interface to the main memory. Therefore,
the software scheduler only needs to send read/write commands and main mem-
ory addresses to the ReconOS HW ICAP thread to read-back or write partial
bitstreams. The scheduler can also set the reset signals and enable/disable the
clock signals for all reconfigurable hardware slots. Furthermore, the scheduler
can trigger the global set/reset port of the STARTUP VIRTEX6 interface, which is
instantiated in the ReconOS HW ICAP thread.

Figure 4 shows the block diagram of the ReconOS HW ICAP controller. The
ICAP interface is connected to a local dual-port memory which is controlled
by a separate finite state machine (ICAP FSM) that manages the transfer of
the bitstream between the local memory and the ICAP interface. This local
memory can be accessed by a second finite state machine (Reconos FSM) that
manages the communication with the operating system and the main memory.
The local memory is not large enough to hold a complete bitstream. Thus, the
ICAP controller splits the bitstreams into chunks. We use double-buffering for
writing original/captured bitstreams and single-buffering for reading back the
configuration frame blocks of a slot.
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Fig. 4. ReconOS HW ICAP controller

5 Experimental Results

In this chapter we present experimental results for our preemptive hardware
multitasking approach on Virtex-6 FPGAs. We have performed all measurements
on a Xilinx Virtex-6 ML605 evaluation board (XC6VLX240T FPGA).

In our experiments, we have used a ReconOS design with a single reconfig-
urable slot as depicted in Figure 3. The processor, all hardware modules and
hardware threads were clocked at 100 MHz. We have tested four reconfigurable
hardware threads: ADD, SUB, MUL, and LFSR, which are described below:

1. The ADD thread contains three 32-bit registers R1−3. The thread continu-
ously computes R3 = R1 + R2. The registers can be accessed by a software
application over the OSIF interface.

2. The SUB thread is similar to the ADD thread, but computes R3 = R1 − R2.
3. The MUL thread computes the product of R1 and R2 in R1 steps. The (inter-

mediate) result is stored in R3. The result R3 is computed as the addition of
R2 with itself R1 times, i.e. R3 =

∑R1
i=1 R2. In each step, R1 is decremented

by one and R3 is updated to the current intermediate result. Hence, we can
preempt the thread during computation and validate if the register values
have been correctly captured/restored. This thread is used to validate the
cycle-true state restoration of flip-flops.

4. The LFSR thread stores the values of several linear feedback shift registers
(LFSRs) in a local memory of 8KB and continuously shifts their register
values. The thread only implements a single 16-bit linear feedback shift reg-
ister, which processes all LFSRs sequentially. For this purpose, the hardware
thread loads the value of one LFSR at a time from the local memory, shifts its
16-bit register for one bit and stores the register value back to the local mem-
ory; and then continues with the next LFSR. Figure 5 shows the overview
of the LFSR thread.
The initial values for the LFSRs are copied from the main memory to the
local BRAMs over the MEMIF interface. The LFSR thread is used to validate
the cycle-true state restoration of flip-flops and BRAMs. In our experiments,
we have stored four LFSRs in the local memory.

The ADD, SUB, and MUL threads also contain an 8KB local memory each, which
can be accessed from software over the MEMIF interface in order to test, if the
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Fig. 5. LFSR hardware thread

BRAM entries have been captured and restored correctly. However, these threads
do not alter their local memories internally during computation. Hence, we can
not validate a cycle-true state restoration of the BRAMs for these threads.

In extensive experiments, we validated that all hardware threads could be
successfully preempted and restored at arbitrary points in time. For the MUL and
LFSR thread, we could validate that the state restoration was cycle-true for both
FFs and BRAMs. Table 1 shows the results of our performance measurements
for two bitstream sizes. We have randomly selected two regions on the FPGA
fabric, where the first region covers about 2% of the FPGA area (bitstream size:
361 KB) and the second region covers about 4% of the FPGA area (bitstream
size: 741 KB). It can be seen that context capturing takes longer than context
restoring and that the execution times depend linearly on the bitstream size.

Table 1. Context capture/restore performance

bitstream size tcapture trestore ttotal bandwidth max swaps/s

741 KB 16.0 ms 9.7 ms 25.7 ms 28 MB/s 38
361 KB 10.3 ms 5.5 ms 15.8 ms 22 MB/s 63

The capture time tcapture of a partial bitstream depends on the number and
size of reconfiguration frames and the overhead to trigger the readback requests
over the ICAP interface. For performance reasons, successive reconfiguration
frames can be combined to a single readback request, which lowers the overhead
caused by the ICAP interface. For both cases, the partial bitstreams can be
read back with two readback requests only, one for the CLB configurations and
one for the BRAM configurations. Since the performance overhead for the two
readback operations is the same for both bitstream sizes, the relative bandwidth
is higher for the larger bitstream size in Table 1. However, the maximum number
of task swaps per second is lower for the larger bitstream.

Scheduling algorithms for reconfigurable hardware threads are not in the
scope of this paper. However, we have performed an example measurement over
time for a manually-defined schedule that uses all four hardware threads, which
is shown in Figure 6. In this example, all four threads are scheduled periodically
in the following sequence: ADD→SUB→LFSR→SUB→ADD→MUL). The individual
time slices have been predefined manually (not by a scheduling algorithm) and
we assume that the threads are independent from each other. We can see that it
is possible to swap several times between the hardware threads in the interval of
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Fig. 6. Preemptive multitasking with four hardware threads

Table 2. Resource consumption

component #FFs #LUTs #BRAMs

HW slot 5616 2808 7
ADD/SUB 375 603 2
MUL 474 751 2
LFSR 474 810 2
ReconOS HW ICAP 323 741 2
XPS HWICAP 750 804 1

a single second. The partial bitstream size was 361 KB in this example, which
corresponds to about 2% of the FPGA area.

Table 2 lists the resource consumption for the partial reconfigurable slot,
for our reconfigurable hardware threads and for the ReconOS HW ICAP con-
troller. It can be seen that our hardware threads only use a fraction of the actual
slot area. However, we always capture and restore all flip-flops and BRAMs of
the partial region. Hence, the capture and restore times for this slot are always
the same. This means that we could implement more complex threads than
the ADD,SUB,MUL,LFSR thread for this slot without increasing the capture/restore
times. The ReconOS HW ICAP controller represents the entire hardware over-
head of our multitasking approach, since we do not introduce any extra logic
to the hardware threads in contrast to most related work. However the resource
consumption of our HW ICAP controller is comparable to the resource con-
sumption of the Xilinx XPS HWICAP controller. Hence, we conclude that the area
overhead of our approach is negligible.

6 Conclusion and Future Work

In this paper, we have shown a novel methodology that allows for preemptive
hardware multitasking on Xilinx Virtex-6 FPGAs without requiring modifica-
tions at the task level. Our approach reads back the contents of all FFs and block
RAMs of a predefined reconfigurable region on an FPGA fabric over the ICAP
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interface. We have integrated our preemptive hardware multitasking approach to
the ReconOS operating system. In our experiments, we could successfully cap-
ture and restore the context of four different hardware threads at a bandwidth
of 22-28 MB/s, which allows for multiple tasks swaps per second.

In future work we plan to extend our context capturing / restoring mecha-
nisms to LUT-RAMs and DSP blocks and experiment with real-world applica-
tions. We plan to port our hardware multitasking approach to further FPGA
families, such as Xilinx Virtex-7 FPGAs or Zynq SoC boards. Finally, we want
to investigate how task relocation techniques can be integrated to ReconOS.
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Abstract. The particle filter is a nonparametric filter which approxi-
mates the posterior system state through a finite number of state sam-
ples i.e. particles drawn from a probability distribution. It consists of
three steps which are motion update, sensor update and resampling.
The first two steps are easily parallelized since the calculations do not
depend on other particles. The resampling step however requires all par-
ticles to determine the particle set for the next iteration of the particle
filter. In this paper, we introduce a novel FPGA optimized resampling
(FO-resampling) approach to solve the parallelization problem of the
resampling step by introducing virtual particles. Compared to multino-
mial resampling, FO-resampling achieves similar results with the added
benefit of being able to completely parallelize all the steps of the par-
ticle filter. Additional to evaluating our approach with simulations, we
implement a particle filter with FO-resampling on an FPGA.

Keywords: Particle filter · FPGA · Resampling · Parallelization ·
Robotics · Localization · Sensor update · Motion update · FPGA
optimized resampling

1 Introduction

The particle filter is an alternative to the common and well known Kalman filters
which use Gaussian techniques for state estimation. They have been successfully
employed in a wide variety of robotic application scenarios [9]. Since they do
not make strong parametric assumptions on the posterior density, they are able
to represent complex multi-modal beliefs. Due to this fact, particle filters are
often used in robotics when a robot might face data association problems which
result into several different system hypothesis. The accuracy of the state esti-
mation depends on the amount of samples that are drawn from the probability
distribution by the particle filter. An infinite amount of samples lets the par-
ticle filter converge to the correct posterior state. Therefore, the particle filter
usually operates with a large number of particles. In [8], the authors state that
autonomous robots can benefit from FPGAs as processing platforms due to their
ability to execute tasks in parallel and to fully utilize elastic algorithms. In order
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to achieve the best performance from a given processing platform, the algorithm
has to be adapted accordingly. If the robot is able to execute the particle filter
algorithm in parallel, the localization accuracy would only influence the particle
filters processing time slightly compared to a sequential implementation.

A lot of research has been conducted on the parallelization of particle fil-
ters [3,4,6,7]. Gong et al. introduce a parallel resampling method for shared
memory architectures based on systematic resampling [4]. With the shared mem-
ory approach, they are able to eliminate the dependency between the left and
right boundary when choosing a particle from the particle set and thus are able
to parallelize the resampling step. Through the use of shared memory, this solu-
tion is not easily implemented on FPGAs but is useful for graphical processing
units (GPU). Choppala et al. propose to use a random network as fixed resam-
pling unit for the particle filter [3]. Here, each particle will interact with a fixed
set of other particles provided by the network. The resampler then samples one
particle form the respective set either deterministically or stochastically. Miao
et al. developed a parallel particle filter architecture for FPGAs which uses inde-
pendent Metropolis-Hastings sampling to increase performance on the root mean
square error value [6]. They successfully achieved high speed and accurate per-
formance with their implementation. However, only several processing elements
responsible for 250 particles each are used thus no full parallelization is imple-
mented. Mountney et al. present another parallel particle filter architecture for
neural signal processing [7]. Here, the time needed to execute the particle filter
is independent of the number of particles. This is not the case in the other par-
ticle filter architectures since they use processing elements to calculate several
particles. We aim to let the processing time be independent from the number of
particles.

Therefore, this paper proposes a novel, fully parallel particle filter architec-
ture. It’s main contribution is a new resampling scheme to fully parallelize each
step of the particle filter for each particle. This new resampling scheme is based
on the idea of Gibbs sampling and does not require the complete particle set
to execute the resampling step. In order to adapt each state hypothesis to the
current sensor data, virtual particles are generated that randomly move through
the state space. If one virtual particle achieves a higher importance factor than
the actual particle, the real particle assumes the state hypothesis of the virtual
particle. The performance of this new resampling approach has been evaluated
against the multinomial resampling scheme through MATLAB simulations. The
implementation of the particle filter is done on a Zynq7000 System on Chip
where further performance measurements and evaluations are conducted. There,
we analyze the frequency at which the particle filter can be driven, the amount
of real particles that can be utilized when using the complete chip area, and
the performance of the particle filter on hardware compared to the MATLAB
implementation.

In the following section, we will introduce each component and in our archi-
tecture before explaining our implementation in Section 3. Section 4 presents our
results with several test cases for the particle filter with FO-resampling. Finally,
we will conclude our work in Section 5.
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2 Architecture Design

In order to be able to parallelize the particle filter, it is necessary to examine the
algorithm and detect the parallelizable parts. Code 1 shows the basic particle
filter algorithm and its functionality.

Code 1. Algorithm of the Particle Filter

1: particle_filter(χt−1, ut, zt)
2: {
3: χ̄t = χt = ∅
4: for m = 1 to M do

5: sample x
[m]
t ∼ p(xt | ut, x

[m]
t−1)

6: w
[m]
t = p(zt | x

[m]
t )

7: χ̄t = χ̄t + 〈x[m]
t , w

[m]
t 〉

8: endfor
9: for i = 1 to M do
10: draw i with probability

11: add x
[i]
t to χt

12: endfor
13: return χt

14: }

χt−1 resembles the set of particles from the particle filter iteration, ut

describes the most recent control input, and zt stands for the current sensor
measurement. In Line 5, the algorithm generates a first state hypothesis for the
current particle based on the particle x

[m]
t−1 and the control input ut. In robotic

localization, this step is also known as the motion update step. In Line 6, a
weight is then calculated for the sampled particle from Line 5 with the help of
the sensor measurement zt. The function with which the weight is calculated can
be an environment model or a simple Gaussian distribution function. Calculation
of the importance factor is generally called sensor update step in robotics. Line
8 simply saves all sampled particles with their respective weights in a temporary
set χ̄t. The last step, which involves the Lines 9 to 12 of Code 1, is called the
resampling step and is the most important one of the particle filter. Here, the
algorithm draws M particles from the temporary set χ̄t. The probability for each
particle to be selected is defined by the respective weight wm

t which has been
calculated in Line 6. Therefore, each particle can be selected multiple times, thus
changing the composition of the final set χt compared to the temporary set χ̄t.
After the resampling step, all particles have uniform weights until the sensor
update step is executed again.

2.1 FPGA Optimized Resampling

Instead of replacing particles with a small importance factor through parti-
cles with a high one, FPGA optimized resampling (FO-resampling) requires the
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particles to increase their weight by themselves. This approach eliminates the
possible interrelationship between each particle from the former particle set χt−1

to the current particle set χt. Code 2 shows the FO-resampling algorithm in
pseudo code with N being the number of particles.

Code 2. Algorithm of FPGA optimized resampling

1: foreach particle i ∈ {1, . . . , N}
2: fo_resampling(xi,wi)
3: {
4: for n = 1 to B do
5: sample r ∼ U(−1, 1)
6: x̂i,n = xi + σxi

· r
7: ŵi,n = p(zt | x̂i,n)
8: if ŵi,n > wi then
9: xi = x̂i,n

10: wi = ŵi,n

11: endif
12: endfor
13: return xi

14: }

In FO-resampling, every particle has a constant number of B opportunities
to increase its weight wi, see Line 4. In every opportunity, a virtual particle
x̂i,n will be randomly generated around the actual particle xi. This is shown
in Line 5 and 6. First we draw a random number r from a uniform distribution
with the boundaries [−1, 1]. This random number is multiplied with the standard
deviation σxi

and then added to the current particle state xi. The standard devi-
ation σxi

is used to define the spread of x̂i,n around xi. If the initial importance
factor is very low, a higher standard deviation can be chosen in order to poten-
tially reach regions where higher weights can be achieved. If the initial weight
is already very high, a smaller value for σxi

should be chosen since the position
with the highest probability is close by and only minor corrections are required
in order to reach the highest possible weight. Consequently, if the importance
factor ŵi,n of the virtual particle achieves a higher value than the corresponding
factor wi of the real particle, xi will be replaced with x̂i,n. If ŵi,n < wi is true,
the real particle is not replaced and the virtual particle from the next iteration
will be compared to the real particle again. In Code 2, Line 8 to 11 show the
replacement of the real with the virtual particle parameters. After B iterations,
all particles xi are incorporated into the posterior estimation.

In this resampling method, no operations are used which require a rela-
tion between all particles xi. This enables the design of a complete parallel
particle filter architecture and is thus optimized for parallel architectures
such as FPGAs. One of the main benefits from this architecture is that each
component is reused for creating and evaluating the virtual particles for each
particle. Generally, the motion and sensor models of particle filters are com-
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putationally the most complex components. This leads to a high processing
time when these components are reused on a general purpose processor. When
implemented on an FPGA, these components consume a lot of chip area when
implemented as hardwired logic circuits but do not have a high processing time.
Therefore, we do not add additional components to the particle filter for resam-
pling but use the components which are already implemented. This leads to an
efficient chip area usage on FPGAs and is the reason why we call this resampling
technique FO-resampling.

An argument against our novel resampling technique is that FO-resampling is
biased since it does not eliminate particles with low weights through replacement
and the iteration value B is finite. We will empirically show in Section 4 that an
estimation of the iteration value B can be made in order to achieve satisfactory
weight quality for each particle.

3 Implementation

As mentioned in the previous section, the particle filter consists of the three
components motion model, sensor model, and FO-resampler. We will discuss
the implementation of each component in this section. The particle filter receives
as input control data ut, sensor data zt, and random numbers from a random
number generator (RNG). The particle’s state hypothesis is represented by the
parameter triple xi = (x, y, θ), with x and y being the coordinates in a 2D space
and θ being the orientation of the object which is to be localized, in this use
case the robot.

All particle filter components have to be connected to each other in order to
create the parallel particle filter architecture. Figure 1 shows the particle filter’s
architecture. Here, the parallel calculation of each particle can be clearly seen as
well as the reuse of the motion and sensor model components. The RNG, which
is required by the motion model, is implemented as a linear feedback shift reg-
ister. The RNG generates normally distributed random numbers. Since several
random number have to be available at once, we decided to let the RNG run
continuously and fill a shift register with it’s random numbers. When the motion
model components require the random numbers, three of them for each system
state parameter will be sent to each component. This approach enables us to use
only one RNG for the complete particle filter and not one RNG for each parti-
cle. After the resampling step is completed, the particle set has to be interpreted
in order to gain a position estimation. This is done through calculation of the
mean for each parameter of all particles. This approach is only feasible when no
multi-modality is present in the system but is easily adaptable to support multi-
modality when required. After calculating the mean, the position estimation is
ready to be sent to an output for further processing.

The control logic, for enabling each component is not present in Figure 1. It’s
state machine is designed as a Moore machine and is presented in Figure 2. Here,
the value ”calc en” stands for the enable signal for the motion and sensor model
and the value ”res en” stands for the enable signal for the resampling compo-
nent. The state machine is in the state ”undefined” directly after initialization,
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Fig. 1. Complete particle filter architecture
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Fig. 2. The control logic to enable the respective component for each particle filter
state

as undefined signals may be present on the control logic inputs. The particle
filter is brought to a defined state through the ”reset” signal. This signal also
lets the state machine transition from the ”undefined” state to the ”idle” state.
In this state, all components of the particle filter are locked and wait for valid
input signals. The ”input valid” signal indicates that valid inputs are available
for the particle filter and that the motion and sensor model can start processing
the inputs. This is shown in the state machine by the transition from the ”idle”
state to the ”calc” state through the ”input valid” signal. The results of both
components are available after one clock cycle and the state machine can tran-
sition at the clocks rising edge ”clk=1” to the state ”resamp”, where evaluation
of the particle state hypothesis through FO-resampling takes place. The state
machine will alternate between the ”recalc” and ”resamp” state for the creation
and evaluation of the B virtual particles. After B iterations of both states, the
final particle state hypothesis has been calculated and will be sent to the output
of the FO-resampling component. The state machine will then transition from
the ”resamp” state into the ”idle” state, where it will wait until the next valid
input is available for processing.
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4 Evaluation and Results

Since FO-resampling is a novel resampling approach, it’s accuracy performance
should be compared to other established resampling methods. Traditional resam-
pling methods only have the number of particles to increase accuracy. In FO-
resampling however, both the number of real and virtual particles can be adjusted
in order to reach the desired accuracy. For this purpose, we investigate the accu-
racy performance of FO-resampling at first in simulation, see Section 4.1, before
evaluating the implementation, see Section 4.2.

4.1 Simulation of FO-resampling

We employ a well established model for evaluating resampling methods [1,2,6]
with the following functions

xk+1 =
xk

2
+

25 × xk

1 + x2
k

+ 8cos(1.2k) + vk (1)

zk =
x2
k

20
+ nk. (2)

xk describes the current actual state the device under test (i.e the robot) is in.
zk are the sensor readings which the particle filter receives. vk and nk are zero
mean Gaussian random variables with the variances σ2

vk
= 10 and σ2

nk
= 1. This

system model’s equation (1) has a high nonlinearity which makes localization
very challenging. We compare FO-resampling with multinomial resampling on
this system model. The number of particles in both particle filters is N = 100
and additionally, the particle filter with FO-resampling is executed with B = 10
virtual particle iterations. The variance of the motion update is σ2

mot = 1 and of
the sensor model σ2

z = 0.05 The results are depicted in Figure 3.
When comparing both estimations with the true system states, it is apparent

that both resampling method perform satisfactory in accuracy and robustness.
Even when estimations prove to be very wrong, both resampling methods man-
age to recover and regain a correct estimation for the system state. Since the
model for the sensor data induces a dual-modality to the system through x2

k, the
performance of both particle filters can be increased when a more sophisticated
clustering scheme is used to determine the posterior system state. In order to
quantify the performance of the particle filter, we use the Root Mean Square

Error (RMSE) value RMSE =
√

1
k

∑k
t=0(xt − x̂t)2. The RMSE is traditional

measure of performance for Bayes filters. The RMSE value was determined with
different numbers of particles N for multinomial resampling and with different
numbers of particles N and iterations B for FO-resampling. The system model
described in the equations (1) and (2) was used for each simulation. The param-
eters σ2

mot, σ2
z , σ2

vk
, and σ2

nk
have not been changed. Table 1 shows the RMSE

results for 1 to 10000 particles.
A poor performance with a small number of particles is expected. Even with

a small number of 10 particles, a significant improvement in the RMSE value can



98 F. Schwiegelshohn et al.
x k x k

time k

true system state
true system state

estimation
estimation

time k

10 iterations

Multinomial resampling FO-resampling

Fig. 3. Comparison between multinomial resampling and FO-resampling

Table 1. RMSE values for multinomial resampling dependent on the number of par-
ticles

Number of particles N 1 5 10 50 100 1000 10000
RMSE 0.220 0.159 0.062 0.065 0.044 0.049 0.045

be seen. With a particle number above 100, we see the RMSE value converging
towards σz without any indication for further improvement. Table 2 shows the
RMSE values of FO-resampling dependent on the particle number N and the
number of virtual particles B.

Table 2. RMSE values for FO-resampling dependent on the number of particles and
the number of iterations

RMSE Number of particles N
/ 1 5 10 50 100 1000
1 0.381 0.216 0.206 0.292 0.244 0.267

Number 5 0.069 0.148 0.140 0.163 0.151 0.152
of 10 0.097 0.077 0.071 0.114 0.104 0.092

iterations B 50 0.031 0.037 0.043 0.046 0.036 0.039
100 0.042 0.033 0.041 0.044 0.048 0.030

If FO-resampling is compared to multinomial resampling solely based on the
particle number N (B=1), multinomial resampling is far superior. This is due
to the fact that multinomial builds the final particle set out of the particles with
the highest weights and therefore is able to converge faster to the true system
state. However, as the number of virtual particles increases, we can see that even
with a small number of particles a similar RMSE performance is achieved. With
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B = 50 and N = 10, the RMSE value is in the same region as with multinomial
resampling. Furthermore, we can see that at certain values for N and B no
significant improvement regarding the RMSE value is made. This shows that
FO-resampling converges towards a final estimation even with small values for
N and B. This is especially attractive for parallel hardware implementations, as
the N defines the chip area usage of the particle filter.

4.2 Performance of FO-resampling on Real Hardware

We implemented the particle filter with FO-resampling on the programmable
logic of a Zynq7020 [5]. In order to send data to the particle filter, the ARM
Cortex-A9 dual core processor has to communicate with the programmable logic.
This is done with an AXI-Lite bus. The ARM processor executes a program
which sends simulated sensor and motion data to the particle filter. When the
position estimation is complete, the particle filter will send its result to the
processor. In order to determine how many particles we are able to use for our
test case, we synthesize our implementation with different number of particles.
Table 3 shows the resource requirements for N = 1, N = 10, and N = 14.

Table 3. Resource usage of the particle filter with N = 1, N = 10, and N = 14
particles

N = 1 particle N = 10 particles N = 14 particles
Resources Used in % Used in % Used in % Available
Slice LUTs 4079 7.66 28860 54.24 52412 98.51 53200

Slice Registers 1549 1.45 4636 4.35 5934 5.57 106400
DSPs 22 10 220 100 214 97.27 220

It can be seen that a maximum of N = 14 particles is possible on a FPGA
from the Artix-7 family. With 14 particles, the slice lookup tables (LUT) have
almost been fully utilized with 98.51%. The particle filter does not require that
much slice registers, but fully utilizes the available DSPs. The DSPs are used
for calculating the estimations in the motion and sensor model as well as in the
RNG. What is interesting to point out is, that all of the DSPs are already used at
N = 10, but at N = 14 only 97.27% are utilized. This is due to the synthesizing
process, which remaps some components to LUTs when the preferred component
is not available.

Another important attribute of the hardware implementation of the particle
filter, is the operating frequency that can be achieved. We therefore simulated
the complete particle filter after synthesis to analyze the number of clock cycles
needed to perform one position estimation. Figure 4 shows a snippet of the
cycle accurate simulation. Here, the signals ”clk” for the clock, ”action[0:2]” for
the control data input, ”observ[0:2]” for the measurement, ”x estimate[0:2]” for
the particle state estimation, ”random” for the random number generation, and
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Fig. 4. Excerpt of the implemented particle filter simulation

”global state” for the control logic state machine are depicted. The calculation
of a new random variable takes three clock cycles. This random variable is then
written to the shift register which updates all of the other shift register’s con-
tents. The process of calculating a new particle state estimation ”x estimate[0:2]”
calc state requires both control logic states resamp and calc. calc can only be
executed after the random variable shift register is updated, as it requires unbi-
ased random variables. Therefore, one iteration of resamp and calc determines
the time for calculating one iteration of ”x estimate[0:2]”. As can be seen in
Figure 4, this takes six clock cycles. We can determine the processing time with
the equationtpf = 6 × B × 1

fmax
, with B being the number of iterations for

FO-resampling and fmax being the maximum operating frequency of the syn-
thesized design on the Zynq7020 for N = 10 particles. Based on the information
from the Synthesis tool, we are able to operate the particle filter at a clock
frequency of fmax = 150MHz. With B = 100, this leads to a processing time
of tpf = 6 × 100 × 1

150MHz = 3.996μs for one final position estimation by the
particle filter.

While the maximum number of particles seems rather small,we can still
achieve a comparable performance to multinomial sampling with N = 1000
particles when we execute our particle filter with N = 10 particles and B = 100
virtual particles. These are our architecture parameters for the use case valida-
tion. First we evaluate our implementation with five very simple test cases. The
initial position for all particles is xinit = (0, 0, 0), with the parameters being
the x-, the y-coordinate, and the rotation θ respectively. In every test case, the
particle filter receives the motion control input u = (1, 1, 1). The sensor measure-
ment z is different with each test case in order to analyze the performance of the
implemented particle filter, when the initial position estimation is increasingly
inaccurate. Here, we assume that the measurement z does not suffer from severe
interferences and closely resembles the actual system state. The results of these
test cases are presented in Table 4.

The results from xest shows that particle filter can reach an accurate state
estimation even when the measurement z is far off compared to the control
input u. In our final use case, we assume the particle filter is performing the
localization step of a robot. The robot follows a trajectory which resembles a
hexagon. After each time step Δt, the robot performs localization based on it’s
odometric model with the control data ut for respective time step. The particle
filter receives the actual system state overlayed with white Gaussian noise with
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Table 4. Test cases to determine the performance of the particle filter with increasing
inaccurate initial state estimations

Initial state Control input u Measurement z Estimated state xest

(0, 0, 0) (1, 1, 1) (1, 1, 1) (1.0190, 1.0281, 0.9896)
(0, 0, 0) (1, 1, 1) (1.35, 1.35, 1.35) (1.3784, 1.3926, 1.3329)
(0, 0, 0) (1, 1, 1) (1.5, 1.5, 1.5) (1.4502, 1.4829, 1.5159)
(0, 0, 0) (1, 1, 1) (1.75, 1.75, 1.75) (1.7451, 1.7633, 1.7548)
(0, 0, 0) (1, 1, 1) (2, 2, 2) (1.8904, 1.8987, 1.8320)

a variance of σ2 = 1. The following Figure 5 shows the localization results of the
particle filter. The starting point of the robot is the position (0, 0). It then follows
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Fig. 5. State estimation in the robot use case

a hexagon form counterclockwise until it is at the starting point again. It can be
clearly seen that the particle filter is able to follow the robot’s trajectory very
closely and that the estimated positions do not have a large deviation from the
true position. This can also be seen by the RMSE value of 0.0469 of this use case.
The particle filter with FO-resampling managed to generate accurate estimate
in several different scenarios. Of course more tests have to be conducted with
different parameters, but for an initial evaluation, the particle filter performed
satisfactory.

5 Conclusion

In this paper, we introduced a novel resampling scheme, FO-resampling, for par-
ticle filters. Normally, the resampling step cannot be fully parallelized, since the
next particle set is created out of the current particle set based on each particles
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importance factor. FO-resampling eliminates this bottleneck by treating each
particle individually. In order to gain a better importance factor without consid-
ering every other particle in the set, we FO-resampling introduced the concept
of virtual particles which are spread around the initial particle estimation. The
importance factor of these virtual particles is compared to the importance fac-
tor of the real particle and replaced if the virtual particle’s weight is higher.
FO-resampling shows promising results in terms of accuracy and stability for
the test cases we conducted. However, more use cases have to be implemented
and different motion and sensor models have to be implemented in order to fully
evaluate this new resampling scheme. This will be done in our ongoing research.
Furhtermore, we aim to implement this architecture on larger FPGAs such as
Virtex-7 or a rapid prototyping machine like Chipit, in order to better evaluate
the implemented particle filter’s performance with a larger number of particles.
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Abstract. This paper presents an on-going collaboration project, named
TEAChER for providing breakthrough knowledge to students and young
researchers on reconfigurable computing and advanced digital systems.
The project is intended to cover topics like architectures and capabili-
ties of field-programmable gate arrays, languages for the specification,
modeling, and synthesis of digital systems. Furthermore design meth-
ods, computer-aided design tools, reconfiguration techniques and prac-
tical applications are taught. The virtual laboratory enables the remote
students to easily interact with a set of reconfigurable platforms in order
to control experiments through the internet. By using the user-friendly
interface, the remote user can change predefined system parameters and
observe system response either in textual, or graphical format. In addi-
tion such a virtual laboratory includes a booking system, which enables
remote users to conduct experiments in advance.

Keywords: Engineering education ·Reconfigurable computing ·Virtual
prototyping · 3-D Architecture · CAD Algorithms · FPGA Prototyping

1 Introduction

The reconfigurable architectures and more specifically the Field-Programmable
Gate Arrays (FPGAs) carry out a true revolution in the world of digital circuits.
After being initially reserved almost exclusively for prototyping tasks, they are
now very quickly evolving as an implementation medium for a great number of
different demanding application domains. The key to their popularity is their
feature to support application implementation by appropriately (re-)configuring
the functionality of hardware resources. This allows FPGAs to provide higher
flexibility, rapid product prototyping and significantly reduced non-recurring
engineering (NRE) costs, as compared to Application-Specific Integrated Circuit
(ASIC) devices.
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The characteristics and capabilities of these architectures have changed and
improved significantly the last two decades from arrays of Look-Up Tables (LUTs),
to heterogeneous devices that integrate a number of hardware components (e. g.,
LUTs with different sizes, microprocessors, DSP modules, RAM blocks, etc.). In
other words, the logic fabric of an FPGA changed gradually from a homogeneous
and regular architecture to a heterogeneous (or piece-wise homogeneous) device.

Such architectureal enhancements have been already taken into consideration
from educational perspective, since the impact of FPGAs on different develop-
ment directions is growing continuously. When FPGAs were first introduced,
they were predominantly used for implementing simple random and glue logic,
whereas nowadays even undergraduate students are capable of constructing quite
complex digital devices on a single FPGA chip.

Usually, in the classical university curriculum there is a hard distinction
between hardware and software: the former is under the responsibility of the
electrical engineering (EE) or computer engineering (CE) department, whereas
the latter is taught at the computer science (CS) department. However, nowadays
with hardware/software co-design this clear-cut frontier is dissolving, requiring
a fundamental change in the engineering curriculum. Towards this direction, a
number of universities introduce lessons related to design of embedded systems,
which has inherent the concept of hardware/software co-design.

In addition to this, there is a deep chasm between reconfigurable computing
and the way, how classical computer science people look at parallelism. This
situation is similar to the well-known hardware/software chasm. In education
until recently reconfigurable computing has been subject of embedded systems,
or System-on-Chip (SoC) design within EE departments, whereas most classical
CS departments have ignored the enormous speed-up opportunities which can be
obtained from this field. Only a few departments provide special courses mostly
attended by a small percentage of graduate students.

Teaching reconfigurable architectures and CAD tools as part of embedded
systems domain, are key driving innovation factor in leading European industry
sectors, whereas the increased awareness of designing efficient embedded systems
is also stated into a number of reports and road maps (e. g., ARTEMIS, HIPEAC,
EUROPE2020, ITRS, etc). These documents highlight also the strategic decision
about enhancing both the excellence, as well as the design of embedded systems
in Europe, in order to improve the competitiveness of companies.

This paper describes a collaborative project between German (Karlsruhe
Institute of Technology) and Greek (National Technical University of Athens)
universities for developing educational material related to advanced reconfig-
urable architectures and CAD algorithms lessons. The emphasis (short and long
term) for the outcomes of TEAChER project are summarized as follows:

– Increase the availability of educational material for topics related to the
embedded systems community. This is further improved with the e-learning
services introduced with the virtual laboratory.

– Provide training to young engineers, as well as to researchers through the
transfer of breakthrough knowledge in embedded system technology. For this



TEAChER: TEach AdvanCEd Reconfigurable Architectures and Tools 105

purpose, lessons will be based on state-of-the-art reconfigurable architectures
and CAD tools.

– Enable research and development of future and emerging technologies, such
as 3-D integration, optical on-chip interconnects and system virtualization.

– Bring novel ideas in the embedded systems domain, which is one of the flag-
ships of European industry. This is also expected to support the enhancement
of Europe’s position in the embedded system market.

Towards these directions, two complementary flavors of educational material
will be developed during the TEAChER project. The first of them affects the pro-
gramming of reconfigurable architectures. The second one deals with the design
of reconfigurable architecture and the development of CAD algorithms used for
architecture-level exploration and application mapping onto FPGA devices. Both
of these flavors exhibit a lot of challenges that have to be sufficiently addressed
in order to produce high-quality educational material. Among others, it is cru-
cial to manage the distribution and the interactions between the technical and
conceptual parts. For instance, in case the focus was mainly directed at technical
skill development, then students would not have the ability to adapt their expe-
rience to other programming languages and environments, as well as to reuse
programming strategies.

The educational material for programming reconfigurable architectures cov-
ers all the necessary programming models that enable students to ease the design
of an ad-hoc component structure for a specific digital application. Furthermore,
all the necessary mechanisms for improving performance (e. g., through paral-
lelization, pipeline, etc), or reducing the development time (e. g., with the usage
of a high-level synthesis tool) will also be covered. In contrast, the material for
the second flavor puts emphasis on academic toolflows that enable the simulation
of reconfigurable architectures. The requirement for academic tools relies mostly
on the availability of source code for the employed CAD algorithms, which in
turn enables students to model either more advanced reconfigurable platforms,
or to introduce novel algorithms for application implementation onto them.

The paper is organized as follows: Section 2 highlights the motivation for this
initiative, as well as the objectives that we aim to address during this 3-years
project. The framework for designing 2-D/3-D reconfigurable architectures and
the supported (both for exploration phase and for application mapping) CAD
algorithms/tools are discussed in Section 3. Section 4 summarizes the topics of
educational material. Sections 5 describes the underline platforms for supporting
the customization of existing reconfigurable devices. The employed educational
and pedagogical methods are described in Section 6. In Section 7 we show how
emerging research fields can benefit from the TEAChER framework. Finally,
Section 8 concludes the paper.

2 Motivation and Objectives of the TEAChER Project

The TEAChER project focuses clearly on modern learning and teaching meth-
ods to optimally provide state-of-the-art knowledge to young engineers and
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researchers in order to enhance later their career prospects. For this purpose,
within TEAChER project we aim to develop educational material, as well as to
organize university lessons, for the domain of reconfigurable architectures and
the supporting CAD algorithms/tools. Instead of focusing exclusively on con-
ventional techniques found in existing lessons, we plan to incorporate in-house
technology developed from other E.U. funded research projects that the consor-
tium of TEAChER participated, in order to teach young researchers about how
it is possible to employ state-of-the-art technologies to their designs.

This section highlights the open issues found in teaching reconfigurable archi-
tectures and CAD tools and proposes how these are addressed within this
project.

Transfer knowledge to young researchers, students, etc., based on the markets
needs: Since the participant laboratories from the German and Greek universities
have already established a tight co-operation (through research activities and
projects) with research institutes and R&D departments of companies in the
domain of reconfigurable architectures across the whole Europe, it is expected
that the students that attend these lessons will earn industry-oriented skills,
which potentially would be crucial for new jobs. Moreover, by strengthening
the state-of-the-art knowledge in the domain of reconfigurable architectures and
the supporting CAD tools, we expect to improve the competitiveness of young
researchers not only inside Germany and Greece, but worldwide.

Disseminate the knowledge and tools developed during this project to the com-
munity of reconfigurable architectures: This objective is one of the most impor-
tant goals of the TEAChER project. By disseminating the educational material
(e. g., books, software tools, etc) to the research community, it is possible to
achieve the maximum possible visibility for the outcomes of this project. Such a
selection was already applied by the two partners regarding the former version of
toolflows developed during the AMDREL project, which are publicly available
to the internet for online execution [16].

Help universities with similar studies to improve their educational procedure:
Towards this goal, either the educational material developed from TEAChER
project could be shared to other universities, or the partners of this project may
participate to specialized lessons/workshops at these universities.

3 The TEAChER Framework

The consortium of the TEAChER project comprises partners with an impres-
sive academic track record and proven expertise on a variety of fields related to
reconfigurable architectures and CAD tools. Through joining of the above part-
ners’ fields of expertise, the TEAChER project will focus on the development of
an educational material for teaching advanced topics in the design of reconfig-
urable architectures, as well as the software tools that automate the procedures
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Fig. 1. Flow diagram for the topics addressed during the TEAChER project

of architecture-level exploration of these platforms and perform application map-
ping onto them, with the usage of state-of-the-art technologies.

Starting from an application, initially we perform architecture-level explo-
ration in order to determine the most suitable reconfigurable architecture for
application implementation. During this analysis, a number of application prop-
erties are identified. Among others, the memory requirements, the demands for
supporting high-speed connectivity among distinct kernels, as well as the exis-
tence, or not, of complex arithmetic operations (e. g., floating-point operations)
are identified.

The conclusions of this step provide an overview for the architectural orga-
nization of the target reconfigurable device. These parameters are appropriately
handled in order to instantiate the FPGA implementation using the Hardware
Description Language VHDL. An initial form of this description regarding the
2-D FPGA instantiation was already available to the consortium, due to pre-
vious collaboration between participating universities. However, for the scopes
of the TEAChER project, this description should be appropriately modified in
order to be used also for academic purposes.

In case we are studying the 2-D flow (see Figure 1 left), then the VHDL
description of the Virtual FPGA (V-FPGA) is mapped onto an existing recon-
figurable platform (e. g., provided by Altera or Xilinx), whereas the applica-
tion mapping onto the V-FPGA is performed with the extended version of 2-D
MEANDER flow [5]. Otherwise, when looking at the 3-D branch (see Figure 1
right), the VHDL description of the V-FPGA has to be appropriately modified
in order to take into consideration inherent constraints posed by the third dimen-
sion (i. e., the existence of vertical connections that minimize the wire length of
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long connections). Then, the V-FPGA is mapped onto an appropriate hardware
platform (i. e., Virtex-7), which is aware about the 3-D integration Finally the
actual application is implemented for the V-FPGA target platform (similar to
the 2-D flavor of our methodology). The concept of V-FPGA is described in
more detail in section 5.

4 Development of Educational Material for 3-D
Reconfigurable Architectures and CAD Tools

For decades, semiconductor manufacturers have been shrinking the transistor
size in Integrated Circuits (ICs) to achieve the yearly increases in performance
described by Moores Law, which exists only because the RC delay was negli-
gible, as compared to the signal propagation delay. For sub-micron technology,
however, the RC delay becomes a dominant factor. Furthermore, a study by
Magen et. al. has shown that at 130nm technology node approximately 51%
of the microprocessor’s power is consumed by interconnect fabric [4]. This has
generated many discussions concerning the end of device scaling as we know it
today and has hastened the search for solutions beyond the perceived limits of
current 2-D devices.

Three dimensional (3-D) chip stacking is considered by many as the sil-
ver bullet technology that will accommodate for all the aforementioned require-
ments [6]. Stacking multiple dies in the vertical axis and interconnecting them by
using very fine-pitch Through Silicon Vias (TSVs) enable the creation of chips
with very diverse functionalities implemented in different process technologies in
a very small form factor. Introducing locality along the z-axis enables on aver-
age shorter interconnections between system components, which in turn leads
to reduced signal propagation delay compared to conventional, i. e., 2-D, archi-
tectures [6]. Additionally, by stacking smaller dies rather than manufacturing a
large planar die also leads to yield, hence cost, improvement because the proba-
bility that a die is defective is positively correlated with its size. Consequently,
the shift from horizontal to vertical stacking of circuits has the potential to
rewrite the conventions of electronics design. Although 3-D integration promises
considerable benefits, several challenges need to be satisfied. Among others, new
methodologies and software tools that support efficient design space exploration
are required.

The educational material that will be developed towards this direction will
cover the following topics:

– Improve interconnection networks for 3-D reconfigurable architectures [10].
– Design customized interconnection networks for 3-D reconfigurable architec-

tures [11].
– Quantify the impacts of 3-D architectures with commercially available phys-

ical prototyping CAD tools (e. g., Cadence SoC Encounter) [1].
– Perform architecture-level exploration of 3-D reconfigurable architectures [8].
– Support fault-tolerance for 3-D reconfigurable architectures [13].
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– Model thermal and reliability degradation in 3-D reconfigurable architec-
tures [12].

– Design heterogeneous 3-D reconfigurable architectures [9].
– Develop CAD algorithms for application mapping onto 3-D reconfigurable

architectures [7].
– Customize 3-D reconfigurable architectures through virtualization [14].
– Enhance 3-D reconfigurable architectures with Network-on-Chip topology [17].

5 Virtual Laboratories

The reconfigurable architecture and CAD algorithms courses in university dep-
artments face a significant challenge: the migration from theory to practice. This
is especially crucial for lessons, which deal with boards that are usually difficult
and too expensive to be bought by students. Any engineering curricula should
present a significant level of practical component. The developed practical skills
should inspire the students to, among other issues, test learned theoretical con-
cepts, interact with equipment, and analyze experimental data. Within engineer-
ing disciplines, laboratory experiments are essential to apply the studied theory
and observe the differences between studied models and real equipment.

Working in real laboratories, where the user interacts directly with the equip-
ment by performing physical actions (e. g., manipulating with the hands, turning
knobs, pressing buttons, etc) and receiving sensory feedback (e. g., visual, audio
and tactile), similar to the case depicted in Figure 2(a) has become more and
more expensive. Even though interacting with real equipment offers a higher
level of training, more advanced educational techniques are absolutely necessary
to be employed. In order to overcome the limited resources (human and mate-
rial), the large number of students allocated to each experiment, as well as the
time and space restrictions, alternative approaches for laboratory exercises have
to be considered.

Towards this direction, it is feasible to provide the same interaction at a
distance with the assistance of the remote infrastructure. This is a new layer
that sits in between the student and the laboratory equipment. Such a layer is
responsible for conveying user actions and receiving sensory information from
the equipment, similar to the case depicted in Figure 2(b). The derived vir-
tual laboratories incorporate also simulation environment in order to become an
alternative to overcome the real laboratory disadvantages. Hence, they can be
a good interactive medium, providing a good explanation of learned theoretical
concepts.

A number of features are provided with the usage of such a virtual labora-
tory. Among others, the equipment is available worldwide 24 hour per day, there
are no time or place restrictions, the laboratory infrastructure is maintained at a
considerable low cost. Furthermore it provides flexibility and friendly user inter-
face, while the students can, at any time, repeat the experiment and reevaluate
their results.

We have to mention that the concept of virtual laboratory does not rely only
on simulation environment. More specifically, even though such an approach can
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accurately simulate real equipment (depending on the considered and/or devel-
oped models), the use of real laboratory experiments has an extra educational
and pedagogical value, ensuring the reliability of the experiment.

(a)                                                                                                                  (b)

Fig. 2. Differences between traditional and virtual laboratories

5.1 Virtual 2D/3D FPGAs

Key role in this procedure plays the virtualization, which as we already men-
tioned recently becomes mainstream in the product development tool-chain.
Thus, virtual platforms can sufficiently support concurrent hardware/software
system design. In more details, the usage of virtualization enables to model a
hardware platform, which might include different processing cores, memories,
interconnection schemes, as well as various peripherals, in a form of a simulator.
Figure 3 (left) depicts a schematic view of the employed architecture. Fundamen-
tal role in this architecture is given to the virtual FPGA (V-FPGA) architecture,
which is an island-style FPGA. The architectural properties (e. g., the LUT size
and the number of LUTs per slice) of each V-FPGA are customizable depending
on the applications requirements.

The architecture of these V-FPGAs was developed at generic HDL-level and
then mapped onto a Virtex-7 FPGA board. This, allows our system to incorpo-
rate features, such as partial reconfiguration at slice level, or the interconnection
with 3-D process technology, which otherwise would not be available. Hence, the
V-FPGA interacts as an intermediate layer for our solution, between the actual
(fabricated) Virtex-7 platform and the applications. Additional details about the
architecture of V-FPGA can be found in [3,15].

The educational material planned to be developed during the TEAChER
project pays effort to teach students and new researchers about how to use
such a virtual hardware (V-FPGA) in order to introduce additional features
to existing (fabricated) devices, which would otherwise not be supported. Stu-
dents will gain deep knowledge on FPGA architectures and will be able to build
highly efficient systems with custom embedded FPGA fabrics. They will get deep
insight in the special 2D/3D toolflow for future design methodologies, compris-
ing computer aided design space exploration and dealing with trade-offs in area,
performance, power, costs. Furthermore the students will learn and experience
the design of heterogeneous system-on-chip solutions with hardware/software
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co-design methodologies, where one or more processor cores are interconnected
on-chip with the reconfigurable hardware fabric, interacting with each other.
Due to the virtualization layer, students will be able to quickly prototype the
application specific system on off-the-shelf physical FPGAs.

5.2 Development of Academic Tools

During this project, a number of new tools will be released in order to support the
educational procedure. The new tools will be developed under the GPL license
in order to be easily redistributed to other universities with similar lessons,
as well as to the interested researchers. This selection will contribute to the
broad acceptance of the new tools, whereas the researchers (e. g., master/PhD
students, engineers, etc) are expected to contribute also with content refinements
and updates based on the actual demands posed by the research community.

Such an approach was already applied to the MEANDER framework [5], in
which a number of CAD algorithms were actually developed from PhD students
from different other than the original contributors’ universities.

6 Employed Educational and Pedagogical Methods

Apart from conventional educational methodologies applied in the electrical engi-
neering domain, during the TEAChER project we will develop also an e-learning
solution. Thus the students will be able to remotely use the educational material,
as well as the laboratory infrastructure (e. g., FPGA boards, CAD tools, etc).
Towards this goal, a ’hybrid learning’ approach is proposed, which refers to a
solution, in which the traditional classroom time is reduced but not eliminated,
and it is complemented with some online learning.
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Next we summarize the main features of our online educational platform:

– Support synchronous e-learning, where all the participants (i. e., students)
interact simultaneously in real-time.

– Support asynchronous e-learning, where the students are self-paced, allowing
among other participants to engage in the exchange of ideas or information
without the dependency of other participants’ involvement at the same time.

Apart from the conventional technologies, which are used to facilitate
e-learning, such as books, CD/DVD, etc, throughout the TEAChER project,
we propose to use the virtual classroom. More specifically, the virtual class-
room is formed by mixing a number of different communication technologies,
such as web-conference software that enables students and instructors to com-
municate with each other via web cam, microphone, and real-time chatting in
a group setting. Participants to this classroom are able to write on the board
and even share their desktop, when given rights by the teacher. Similar com-
munication technologies that are available in a virtual classroom include text
notes, microphone rights, and breakout sessions, which enable the participants
to work collaboratively in a small group setting to accomplish a task as well as
allow the teacher to have private conversations with his or her students. The
virtual classroom also will provide the opportunity for students to receive direct
instruction from a qualified teacher in an interactive environment. Consequently,
the students will be able to have direct and immediate access to their instructor
for instant feedback and direction. In addition to this, the virtual classroom will
provide a structured schedule of classes, which can be helpful for students who
may find the freedom of asynchronous learning to be overwhelming. Another
feature provided by the virtual classroom affects the opportunity to record a
lesson. In such a case, each class is recorded and stored on a server, which allows
for instant playback of any class over the course of the school year. This can be
extremely useful for students to review material and concepts for an upcoming
exam. This also provides students with the opportunity to watch any class that
they may have missed, so that they do not fall behind.

7 Towards Future FPGA Technologies

The proposed TEAChER framework is able to address groups of various exper-
tise level. Undergraduate students, new to the field of reconfigurable hardware,
start with application development for a given hardware architecture. More
advanced students dive into design space exploration with varying architectural
parameters, tuning the target platform for specific objectives (e.g., performance,
power, area, thermal distribution, etc.). Furthermore, the TEAChER framework
encourages experts and researchers to cross the boundaries of state-of-the-art by
developing and exploring future FPGA technologies. This is supported by deep
parameterizable technology process models, as well as APIs for customizing the
CAD toolflow. An emerging field of research that can early benefit from the
TEAChER framework is Teratronics, which is briefly introduced in the follow-
ing subsection.
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7.1 Teratronics

Terahertz technology has become a highly emerging research field, surfacing the
known knowledge of the advancing world and making it to step into the unex-
ploited gap called Terahertz gap, that lies in full potential, sandwiching itself
between the microwave and infrared frequency ranges. This unharnessed gap
has led to the birth of a new field called Teratronics which convolves within
the key aspects of electronics and photonics. The continuously growing FPGA
domain with the blooming parallelization, pipelining and reconfiguration facili-
ties is aimed to make its mark in the future scientific world by bringing terahertz
frequency application into reality. However, for now, advances in the context of
Teratronics are mainly on fundamental physical layer, dealing with low complex-
ity. There is a big gap to the application domain and the system level, because
today’s and near future FPGAs are not meeting the Terahertz demands.

The TEAChER framework can support the researchers to close this gap
by developing and exploring future FPGA technologies that incorporate latest
promising breakthrough physical technologies, such as optical on-chip intercon-
nects and 3D integration, combined with tailored reconfigurable architectures.

Furthermore, the Helmholtz International Research School of Teratronics [2]
can use the TEAChER framework to train the young researchers on future FPGA
technologies and toolflows, that are not yet manufactured and marketed, thus
leveraging the advance in research. The first step of learning about reconfigur-
ing the functionality of the hardware resources will motivate the students to
peep into the frequency hopped region which lay as a stepping stone for the
future innovations. The intelligence of system virtualization will not only aid
the students in designing 3D architectures but also will facilitate them to imple-
ment their designed model with the required interconnects in virtual FPGAs (V-
FPGAs). These highly efficient systems built on V-FPGAs will thereby assist
the students to get connected to a higher bandwidth in a cost effective way,
thereby triggering the terahertz frequencies into life.

8 Conclusions

In this paper we have presented a project, we call TEAChER, for developing
educational material for teaching reconfigurable computing to undergraduate
and postgraduate students. Since reconfigurable computing is a fast evolving
discipline, such an approach is expected to be a key issue in order to offer com-
panies well-educated, innovation aware, and highly concerned engineers. More-
over, newly developed tools will be released under the GPL license in order to
be easily redistributed to other universities with similar lessons, as well as to the
interested researchers or companies.

Acknowledgments. The authors would like to thank the German and Greek sections
of the German Academic Exchange Service (DAAD) for their substantial financial
support. This work is also partially supported by the Helmholtz International Research
School for Teratronics (HIRST) and by the German Research Foundation (DFG) within
Invasive Computing (SFB/TR 89).



114 K. Siozios et al.

References

1. Diamantopoulos, D., Siozios, K., Soudris, D.: Framework for performing rapid eval-
uation of 3d socs. Electronics Letters 48 (June 2012)

2. HIRST: Helmholtz International Research School for Teratronics. http://www.
teratronics.kit.edu

3. Huebner, M., Figuli, P., Girardey, R., Soudris, D., Siozios, K., Becker, J.: A hetero-
geneous multicore system on chip with run-time reconfigurable virtual fpga archi-
tecture. In: Parallel and Distributed Processing Workshops (IPDPSW) (2011)

4. Magen, N., Kolodny, A., Weiser, U., Shamir, N.: Interconnect-power dissipation in
a microprocessor. In: SLIP 2004 Proceedings of the 2004 International Workshop
on System Level Interconnect Prediction, ACM, New York, NY, USA (2004)

5. MEANDER. 2D and 3D MEANDER Framework. http://proteas.microlab.ntua.gr
6. Pavlidis, V.F., Friedman, E.G.: Three-dimensional Integrated Circuit Design. Mor-

gan Kaufmann Publishers Inc., San Francisco, CA, USA (2009)
7. Sidiropoulos, H., Siozios, K., Figuli, P., Soudris, D., Huebner, M., Becker, J.: Jitpr:

A framework for supporting fast application’s implementation onto fpgas. ACM
Trans. Reconfigurable Technol. Syst. 6(2) (August 2013)

8. Sidiropoulos, H., Siozios, K., Soudris, D.: A framework for architecture-level
exploration of communication intensive applications onto 3-d fpgas. In: 2011
International Conference on Field Programmable Logic and Applications (FPL)
(2011)

9. Sidiropoulos, H., Siozios, K., Soudris, D.: On supporting rapid exploration of mem-
ory hierarchies onto fpgas. J. Syst. Archit. 59(2) (February 2013)

10. Sidiropoulos, H., Siozios, K., Soudris, D.: A novel 3-d fpga architecture targeting
communication intensive applications. J. Syst. Archit. 60(1) (January 2014)

11. Siozios, K., Pavlidis, V.F., Soudris, D.: A novel framework for exploring 3-d fpgas
with heterogeneous interconnect fabric. ACM Trans. Reconfigurable Technol. Syst.
5(1) (March 2012)

12. Siozios, K., Rodopoulos, D., Soudris, D.: On supporting rapid thermal analysis.
Computer Architecture Letters 10(2) (July 2011)

13. Siozios, K., Soudris, D.: A low-cost fault tolerant solution targeting commercial
fpga devices. J. Syst. Archit. 59(10) (November 2013)

14. Siozios, K., Soudris, D., Huebner, M.: A framework for customizing virtual
3-d reconfigurable platforms at run-time. In: IPDPSW 2014 Proceedings of the
2014 IEEE International Parallel & Distributed Processing Symposium Workshops,
IEEE Computer Society (2014)

15. Siozios, K., Soudris, D., Huebner, M.: A framework for customizing virtual 3-d
reconfigurable platforms at run-time. In: IPDPSW 2014 Proceedings of the 2014
IEEE International Parallel & Distributed Processing Symposium Workshops, pp.
183–188. IEEE Computer Society, Washington, DC, USA (2014)

16. Soudris, D., Nikolaidis, S., Siskos, S., Tatas, K., Siozios, K., Koutroumpezis, G.,
Vasiliadis, N., Kalenteridis, V., Pournara, H., Pappas, I., Thanailakis, A.: Amdrel:
a novel low-energy fpga architecture and supporting cad tool design flow. In:
Proceedings of the Asia an South Pacific Design Automation Conference (2005)

17. Tatas, K., Siozios, K., Soudris, D., Jantsch, A.: Designing 2D and 3D Network-on-
Chip Architectures. Springer (2014)

http://www.teratronics.kit.edu
http://www.teratronics.kit.edu
http://proteas.microlab.ntua.gr


Tools and Compilers II



Dynamic Memory Management in Vivado-HLS
for Scalable Many-Accelerator Architectures

Dionysios Diamantopoulos(B), S. Xydis, K. Siozios, and D. Soudris

School of Computer Engineering, National Technical University of Athens,
Athina, Greece

diamantd@microlab.ntua.gr

Abstract. This paper discusses the incorporation of dynamic memory
management during High-Level-Synthesis (HLS) for effective resource
utilization in many-accelerator architectures targeting to FPGA devices.
We show that in today’s FPGA devices, the main limiting factor of scal-
ing the number of accelerators is the starvation of the available on-chip
memory. For many-accelerator architectures, this leads in severe ineffi-
ciencies, i.e. memory-induced resource under-utilization of the rest of the
FPGA’s resources. Recognizing that static memory allocation – the de-
facto mechanism supported by modern design techniques and synthesis
tools – forms the main source of “resource under-utilization” problems,
we introduce the DMM-HLS framework that extends conventional HLS
with dynamic memory allocation/deallocation mechanisms to be incor-
porated during many-accelerator synthesis. We integrated the proposed
framework with the industrial strength Vivado-HLS tool, and we evaluate
its effectiveness with a set of key accelerators from emerging application
domains. DMM-HLS delivers significant increase in FPGA’s accelerators
density (3.8× more accelerators) in exchange for affordable overheads in
terms of delay and resource count.

1 Introduction

Breaking the exascale barrier [1] has been recently identified as the next big
challenge in computing systems. Several studies [2], showed that reaching this
goal requires a design paradigm shift towards more aggressive hardware/soft-
ware co-design architecture solutions. Recently, many-accelerator heterogeneous
architectures have been proposed to overcome the utilization/power wall [3–5].

From an electronic design automation (EDA) perspective, high-level syn-
thesis (HLS) tools are expected to play a central role [6] in enabling effective
design of many-accelerator computing platforms. Raising the design abstrac-
tion layer, designers can now quickly evaluate the performance, power, area and
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urable architectures and tools” project funded by DAAD (2014) and CIDCIP and
MENELAOS projects funded by the Greek Ministry of Development under the
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Fig. 1. Memory bottleneck of Kmeans clustering algorithm, with Ai-Accelerators, Np-
Points, Pk-Clusters=3, Vj-Point Values=Rand(0,1000) on:
(a)Workload scalability (Ai=1, Np = [2 × 104 : 2× : 256 × 104]),
(b)Accelerators scalability (Ai = [1 : 2× : 128], Np = 2 × 104)

cost requirements of a differing accelerator configurations, thus providing con-
trollable system specifications with reduced effort over traditional HDL-based
development flow.

From a hardware perspective, heterogeneous FPGAs are proven to form an
interesting platform solution for many-accelerator architectures. However, in
such diverse and large pool of accelerators the memory organization forms a
significant performance bottleneck, thus a carefully designed memory subsys-
tem is required in order to keep accelerator datapaths busy [7], [8]. In [7], the
authors propose a many-accelerator memory organization that statically shares
the address space between active accelerators. Similarly in [8], a many-accelerator
architectural template is proposed that enables the reuse of accelerator mem-
ory resources adopting a non-uniform cache architecture (NUCA) scheme. Both
[7] and [8] are targeting ASIC-like many-accelerator systems and they mainly
focusing on the performance implications of the memory subsystem.

In this paper, we extend the scope of the aforementioned research activities
by showing that the memory subsystem is not only a performance bottleneck but
it rather forms the main limiting factor regarding the scalability of such many-
accelerator architectures for FPGA devices. Specifically, we show that in modern
high-end FPGA devices, the main limiting factor of scaling the number of accelera-
tors is the starvation of the available on-chip memory. This leads in severe resource
under-utilization of the FPGA. In fact modern FPGA design tools (both at the
RTL or HLS-level) allow only static memory allocation, which dictates the reser-
vation of the maximum memory that an application needs, for the entire execution
window. While static allocation works fine for a limited number of accelerators, it
does not scale to a many-accelerator design paradigm. Figure 1 shows a study on
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the resource demands when scaling (i) the dataset workload and (ii) the number
of parallel accelerators implementing the Kmeans clustering algorithm on the Vir-
tex Ultrascale XVCU190 FPGA device, i.e. the FPGA with the highest storage
of on-chip block RAM (BRAM), total size: 132.9Mb. It is clearly shown that in
both cases the BRAM memory is the resource that saturates faster than to the
rest FPGA resources types (FFs, LUTs, DSPs), thus forming the main limiting
factor of higher accelerator densities as well as generating large fractions of under-
utilized resources.

In this paper, we propose to alleviate the “resource under-utilization” prob-
lem by eliminating the pessimistic memory allocation forced by static approaches.
Specifically, we propose the adoption of dynamic memory management (DMM)
during HLS for the design of many-accelerator FPGA-based systems, to enable
each accelerator to dynamically adapt its allocated memory according to the
runtime memory requirements.

To the best of our knowledge, only [9] and [10] studied the dynamic memory
allocation for high-level synthesis. However they do not target many-acclerator
systems, supporting only fixed size intra-accelerator allocations. We introduce
the DMM-HLS framework that (i) extends typical HLS with DMM mechanisms
and (ii) provides API function calls which enable source-to-source modifications
that transform the statically allocated code to dynamic one, similar to mal-
loc/free API of glibc. We extensively evaluated the effectiveness of the proposed
DMM-HLS framework over several many-accelerator architectures for represen-
tative applications of emerging computing domains. We show that DMM-HLS
delivers in average 3.8× increase on the accelerator count in comparison to typ-
ical HLS with static memory allocation, leading in all cases to more uniform
resources allocation and better scalability.

2 On the Memory-Induced Resource Under-Utilization
in Many-Accelerator FPGAs

In this section, we further analyze the memory-induced resource under-utilization
problem found in many-accelerator FPGAs. We show that the on-chip BRAM
memory size forms the resource that exhibits the most severe limitation regard-
ing to accelerator count scaling. We further strengthen the previous argument
by showing that memory-induced resource under-utilization is consistent across
several commercial FPGA devices with different platform characteristics. To
drive analysis, we consider a many-accelerator FPGA architecture targeting the
Kmeans clustering kernel. Each accelerator implements an instance of Kmeans

kernel with statically allocated memory and it is scheduled independently from
the rest of accelerators.

We study the FPGA resource utilization when scaling the number of the
allocated Kmeans hardware kernels. We consider four type of resources, i.e.
BRAMs, look-up tables (LUTs), flip-flops (FFs) and digital signal processing
blocks (DSPs). We are interest to identify which esource types form the most
severe scaling bottleneck. Thus, for each of these resources, we scale the number
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Fig. 2. Resource under-utilization impact on Kmeans algorithm

of accelerators up to the point that the specific resource becomes starved, under
the ideal assumption that there is an infinite number of rest of the resources.
In order to characterize accelerator scaling under differing platform configura-
tions, we perform the analysis on three Xilinx FPGA devices [11], i.e. (i) Vir-
tex Ultrascale XVCU190 (highest on-chip memory on the market), (ii) Virtex-7
VC707, XC7VX485T (high-end development board) and (iii) Zynq-7000, ZC706
XC7Z045 (embedded development board).

Figure 2 depicts the maximum number of accelerators that can be allo-
cated, up to the point of resource starvation. As shown, the on-chip memory
(BRAM type) is the resource type that starves faster, exhibiting this consis-
tent behavior across all the examined FPGA devices. As expected the size of
the on-chip memory has a significant impact on the maximum number of allo-
cated accelerators, ranging form 41 for the Ultrascale down to 1 for the Zynq
device. In more detail, the memory-induced resource under-utilization ranges
between 98.5% - 99.4%, 90.1% - 96.9% and 82.6% - 96.8% for the Zynq, Virtex-
7 and Ultrascale FPGA devices, respectively. Previous analysis indicates that
the memory-induced resource under-utilization is an existing and critical limit-
ing factor regarding to effective scaling of many-accelerator FPGA designs. We
identify static memory allocation, i.e. managing accelerator’s memory based on
worst-case memory footprint estimates, as the main source of this “resources
under- utilization” problem, which strongly motivated our DMM-HLS proposal
to enable dynamic adaptation of allocated memory according to the accelerator’s
runtime memory requirements.

3 Dynamic Memory Management for Many-Accelerators

3.1 Dynamic Memory Management in Vivado-HLS

Figure 3 shows an overview of the proposed DMM-HLS design and verifica-
tion flow. The flow is based on Xilinx Vivado-HLS, a state-of-art and industrial
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strength HLS tool. The DMM-HLS extension works explicitly to the high-level
source code of the application, thus it keeps minimum implementation overhead
to the designers. A source-to-source code modification stage is the step where the
original code is transformed from statically allocated to dynamically allocated
using specific function calls from the proposed DMM-HLS API. For the targeted
many-accelerator systems, the static-to dynamic-allocation code transformation
is performed on data structures found within the global scope of the application.
The transformed code is augmented by the DMM-HLS function calls and it is
synthesized into RTL implementation through the back-end of Vivado HLS tool.

Standard Vivado HLS flow

Vivado HLS
(High-level Synthesis)

RTL
(VHDL/Verilog/SystemC)

Vivado Co-Simulation
(cycle-accurate execution)

Ta
rg

et
 F

PG
A 

te
ch

no
lo

gy
 li

br
ar

ie
s

High level code
C/C++/SystemC

(Static allocation)

Testbench Wrapper

Source-to-Source 
Code Modification 

for DMM-API

Transformed code
C/C++/SystemC

(Dynamic  allocation)

DMM-Extension

Implementation
(ISE/EDK/Vivado)

DMM 
Source
code

Bitstream

Implementation Strategy

Sy
nt

he
sis

 D
ire

ct
iv

es
(D

es
ig

n 
O

pt
im

iza
tio

n)

Fig. 3. Proposed extension on Vivado HLS flow to support dynamic memory manage-
ment for many-accelerators FPGA-based systems

DMM-HLS framework extends the architectural template originally sup-
ported in Vivado-HLS by (i) supporting emerging many-accelerator systems and
(ii) allowing the on-chip BRAM to by dynamically allocated among accelerators
at runtime. The proposed architecture, Fig. 4, is divided in two subsystems: the
processor subsystem and the accelerators subsystem. The processor subsystem
typically consists of soft or hard IPs, such as the processor (e.g. ARM A9 in
Zynq), executing three main code segments: the application control flow; the
computationally non-intensive code kernels; and the code which shall be exe-
cuted on CPU due to the need of high accuracy or high FPGA implementation
cost (e.g. floating point division). The accelerators subsystem holds the com-
putationally intensive kernels of the application. The accelerators are modeled
in high-level language and synthesized using Vivado-HLS. The on-chip BRAMs
are considered as a shared-memory communication link between processor and
accelerators datapaths. Although we propose the dynamic allocation of on-chip
memory, DMM-HLS framework supports the description of accelerators with
both statically and dynamically allocated data stored in BRAMs.
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A key performance factor of the system is the ability to feed accelerators with
data so that no processing stalling occurs due to memory read/write latency.
Moving from static to dynamic allocation using an aggressive approach could
lead to the allocation of all BRAMs under the same memory module so that
all allocation/deallocation requests occurs on this unique module. This implies
serialization bottleneck in case of hundreds of accelerators, thus memory level
parallelism is required.

Similar to multi-threaded dynamic memory management [12], [13], DMM-
HLS supports fully-parallel memory access paths, by grouping BRAM modules
into unique memory banks, named heaps (Fig. 4). Every heap instantiation has
its own DM allocator. Each heap-i is highly parameterizable on a number of
design options, most important of which are (i) the heap depth DH

i (the total
number of unique addresses), (ii) the heap word length LH

i , (iii) the allocation
alignment Ai (the minimum number of bytes per allocation so that every new
allocation starts from a unique address) and (iv) the meta-data header size
Hi (the number of bytes reserved on first address(es) of every allocation to
store meta-data related to the allocation, e.g. allocation length). In a similar
manner we define the free depth DF

i and free word length LF
i for the FreeBitMap

memory.
The proposed DM allocator for HLS supports arbitrary size allocation/deallo-

cation, i.e. enables allocation on the same heap of any simple data type (integers,
floats, doubles etc.), as well as more complex data types (structs of same or com-
bined simple data types and 1-D arrays). A FreeBitMap structure, i.e. bit-map
free-list holding information about the free space inside this heap, tracks the
occupied memory space. FreeBitMap, is an array of registers, every bit of which
maps to a single byte of Heap. The term “maps” refers to the allocation status
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(allocated or free) of this byte. Given that F
i × LF

i = (DH
i × LH

i )/8, in every
case the FreeBitMap’s size is 8× smaller of the heap size. Figure 4(b) depicts
the organization of FreeBitMap, using an example of the allocation of 1 integer
(4 bytes on x86).

3.2 DMM-HLS Allocation Mechanisms

The DM allocator can be employed through the DMM API, which is composed
of two main function calls for memory allocation and deallocation. We adopt a
similar to glibc malloc/free function call API:

– void* HlsMalloc(size_t size, uint heap_id)

– void HlsFree(void *ptr, uint heap_id)

, where size is the requested allocation size in bytes, heap id is the iden-
tification number of the heap on which allocation shall occur and *ptr is the
pointer which shall be freed up.

The allocator currently implements a first fit algorithm to find a free con-
tinuous memory space according to requested bytes. Since we reserve two extra
bins to hold meta-data related to allocation, the first fit function returns the
index of FreeBitMap, so that there are continuous (size + 2) free positions
(equal to 0) at FreeBitMap[index]-FreeBitMap[index + size + 2]. Next the
allocator calculates the address of heap based on this index. However the heap
word length LH

i defines the smallest unit of memory access, i.e. each memory
address specifies different number of bytes. Thus in order to allow any arbitrary
allocation size we implemented a LH

i -byte aligned memory address access. For
that scope the mapped address CandidateAddr is padded with extra bytes in
order to be aligned. Next the corresponding bits in FreeBitMap for the aligned
address space reserved are marked (set to 1), and finally the meta-data are writ-
ten to the first two bins while the aligned address is returned. The HlsFree
function has minimum execution overhead since the meta-data for every alloca-
tion store all necessary information for deallocation. The function exits with the
deallocation of corresponding bits in FreeBitMap for the requested pointer.

Finally, the shared hardware interface of HlsMalloc and HlsFree limits exe-
cution parallelism when multiple accelerators request to allocate/free memory
simultaneously, even if the accesses affect data across different heaps. To over-
come this issue, we apply function inlining of the HlsMalloc and HlsFree1

which increases resource occupation, but also allows the unconstrained parallel
access on heaps from many-accelerators.

3.3 DMM-HLS Allocation Runtime Issues

There are three major runtime issues related to the DMM in many accelerator
systems, i.e. memory fragmentation, memory coherency and memory access con-
flicts. Fragmentation is defined as the amount of memory used by the allocator
1 Using the “#pragma AP inline” preprocessor pragma of Vivado-HLS.
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relative to the amount of memory requested by the program. In many accel-
erator systems, we recognize two fragmentation types, alignment and request
fragmentation. Alignment fragmentation accounts for the extra bytes reserved
for keeping every allocation padded to the heap word length LH

i , including alloca-
tion size and header metadata information. As long as the size of DMM requests
(malloc/free) is multiple of LH

i , the alignment fragmentation is zero. Request
fragmentation refers to the situation that a memory request skips freed memory
blocks to find a continuous memory space equivalent to the size of the request.
In the worst case scenario the request cannot be served even if there are available
memory blocks in the heap if they are merged. Request fragmentation is strongly
dependent on the memory allocation patterns of each accelerator. In case of an
homogeneous many-accelerator system, i.e. each accelerator allocates the same
memory size, request fragmentation is zero. Due to the first-fit policy, the worst
request fragmentation appears on many-accelerator systems with heterogeneous
memory size allocation requests, and only in the case of subsequent memory
requests, where the second allocation requests a larger memory block than the
last freed one.

In the proposed architectural template of many-accelerator systems, memory
coherency problems are eliminated inherently, since every accelerator has its
own memory space, thus no other accelerator may access it. However memory
access conflicts may become a performance bottleneck in case that a large set of
accelerators share the same heap. We alleviate this issue by enabling multi-heaps
configurations that relax the pressure on the dynamic memory management
infrastructure.

4 Experimental Results

We evaluated the efficiency of the proposed DMM-HLS framework consider-
ing many-accelerator architectures targeting to emerging application domains.
Recently, Microsoft showed that such many-accelerator systems on reconfig-
urable fabrics form promising solution to accelerate portions of large-scale soft-
ware [14]. A medium-scale deployment on a bed of 1,632 servers, measuring its
efficacy in accelerating the Bing web search engine, reported improvements on
the ranking throughput of each server by a factor of 95%. In this paper, we
considered six applications (Table 1) from the Phoenix MapReduce framework
[15].

While the DMM-1 setup (one heap for all accelerators) allows the highest
number of accelerators (3.8×), it express low throughput since all accelerators
are executed sequentially, thus the low system’s latency outperforms the massive
performance budget of the increased number of accelerators. As long as more
heaps are added, the overall system exhibits higher throughput up to the point
that the extra overhead of multi-heaps causes the decrease of accelerators, i.e.
although there are available idle heaps, the accelerators are not so many to fully
utilize them, leading to throughput decrease. However, the proposed DMM-HLS
framework aided the instantiation of many-accelerator systems that exhibit an
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Table 1. Applications Characterization

Kernel Description Parameters

Histogram Determine frequency of image’s RGB channels. Msize = 640×480
Matrix Mul/tion Dense integer matrix multiplication. Msize = 100×100
String Match Search file with keys for 4 encrypted words Nfile−keys = 307,200
Linear Regression Compute the best fit line for a set of points. Npoints = 100,000
PCA Principal components analysis on a matrix. Msize = 250×250
Kmeans Iterative clustering algorithm to classify 3-D Npoints = 20,000

data points into groups. Pclusters = 10

average throughput increase of 21.4× over the static allocation obtained by the
conventional Vivado-HLS flow. On average, considering both the DMM infras-
tructure and accelerators, the on-chip memory utilization is around 60% while
the rest FPGA resources are increased by a factor of 6.3×, 17.6× and 29.7× for
DSPs, FFs and LUTs respectively.

Fig. 5. DMM-HLS efficiency on the maximum number of deployed accelerators: 3.8×
more accelerators in average, compared to static allocation

We evaluate the practical performance improvements delivered by the pro-
posed DMM-HLS framework in a twofold manner. First, we evaluate the maxi-
mum number of accelerators that can be programmed onto the FPGA2 in order
to find the realistic saturation point for many-accelerator systems due to the star-
vation of the resources. Figure 5 shows that the proposed DMM-HLS framework
2 For all measurements reported in section 4 we selected the Virtex Ultrascale

XVCU190 as target device.
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Fig. 6. Per-accelerator latency overhead for different number of heaps

Fig. 7. Comparison on resources breakdown and accelerators density versus system’s
throughput, between Static and multiple-heap DMM-HLS setups

is able to deliver many-accelerator architectures with 3.8× more accelerators in
average, compared to static allocation. On some kernels the gains may be up to
9.7×, i.e. Histogram application. The high gains of DMM-HLS on accelerator’s
density come from the usage of one single heap (DMM-1). DMM-1 configuration
has the least possible overhead regarding the resources consumed by the DM
manager. As long as configurations with more heaps are adopted (e.g. DMM-
4 etc), the extra resources needed to implement the corresponding allocators
decrease the maximum number of accelerators, i.e. the instantiation of 16 heaps
delivers an average gain of 1.7×.

In order to evaluate the per-accelerator latency overhead due to DMM mech-
anisms, Figure 6 depicts the normalized latency of the employed kernels for the
case of 16 accelerators using 1,2,4,8 and 16 heaps. As shown, the average over-
head for all accelerators is 19.9× when only one heap is employed, while it drops
to 10×, 4.7×, 2.3× and 1.2× as long as the heaps are doubled. The increase of
heaps allows higher memory level parallelism to be achieved, since less accelera-
tors are sharing the same heap. Yet, even in the case that every accelerator has
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its own unique heap, i.e. 16-accelerators - 16-heaps configuration, the latency
overhead still persists (1.2×), due DMM internal operation (freelist check, first-
fit operation, etc.). However the DMM-HLS framework enables effective system
configurations, which trade-off accelerator density and heap sharing.

To express the aforementioned effectiveness, of multiple-heap DMM setups,
we measure the throughput achieved when allocating the maximum number
of accelerators considering differing multiple-heap DMM configurations. The
throughput metric is obtained as the workload size (in Mbytes) over the latency
of a kernel to process it (in us). Figure 7 depicts the aggregated results. Each dia-
gram corresponds to the many-accelerator architectures for each specific applica-
tion. The x-axis refers to the system’s setup, ranging from static allocation and
DMM allocation with number of heaps equal to 1, 2, 4, 8, 16 and 32, respectively.
The left y-axis refers to the normalized resources3. All the stacked vertical bars
refer to this axis. The right y-axis refers to the normalized throughput, with ref-
erence to throughput obtained from static allocation, which is highlighted as a
dashed horizontal line of value 1. Accelerators’ density (i.e. maximum number of
deployed accelerators) for every system setup is depicted on top of every stacked
bar.

5 Conclusions

This paper targeted the scalability issues of modern many-accelerator FPGA sys-
tems. We showed that the on-chip memory resource impose severe bottlenecks
on the maximum number of deployed accelerators, leading to large resource
under-utilization in modern FPGA devices. By developing the DMM-HLS, we
manage the incorporation of dynamic memory management during HLS to alle-
viate the resource under-utilization inefficiencies mainly induced by the static
memory allocation strategies used in modern HLS tools. The proposed approach
has been extensively evaluated over real-life many-accelerator architectures tar-
geting to emerging applications, showing that its adoption delivers significant
gains regarding to accelerators density and throughput improvements.
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Abstract. Flash-based Field Programmable Gate Arrays (Flash-based FPGAs) 
are becoming more and more interesting for safety critical applications due to 
their re-programmability features while being non-volatile. However, Single 
Event Transients (SETs) in combinational logic represent their primary source 
of critical errors since they can propagate and change their shape traversing 
combinational paths and being broadened and amplified before sampled by se-
quential Flip-Flops. In this paper the SET sensitivity of circuits implemented in 
Flash-based FPGAs is mitigated with respect to the working frequency and dif-
ferent FPGA routing architecture. We outline a parametric routing scheme and 
placement and routing tools based on an iterative partitioning algorithm able to 
generate high performance circuits by reducing the wires delay and reducing the 
SET sensitivity. The efficiency of the proposed tools has been evaluated on a 
Microsemi Flash-based FPGA implementing different benchmark circuits in-
cluding a RISC microprocessor. Experimental results demonstrated the reduc-
tion of SET sensitivity of more than 30% on the average versus state-of-the-art 
mitigation solutions and a performance improvement of about 10% of the no-
minal working frequency.  

Keywords: Flash-based FPGAs · Single Event Transients · Mitigation · Electric 
filtering 

1 Introduction 

As technology nodes continuously scale, VLSI devices are becoming increasingly 
vulnerable to Single Event Effects (SEEs) induced by highly charged particles such as 
heavy ions, affecting in particular electronic devices working in harsh environments 
such as aerospace or avionics ones. Among various reconfigurable devices, Flash-
based Field Programmable Gate Arrays (FPGAs) are becoming increasingly adopted 
in safety-critical applications [1] [2]. The main reason of their success is due to their 
non-volatile configuration memory. However, although Flash-based configuration 
memory cells are immune to permanent loss of the configuration data due to the strike 
of a high charged particle; the floating gate switches composing the FPGA configura-
ble logic and routing nodes may suffer transient effects also called Single Event Tran-
sients (SETs) [3]. Two cases distinguish a SET phenomenon: the former consists of 
the modification of the content of a storage cell such as a latch or a Flip-Flop (FFs); 
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the latter involves a particle hit of a routing or logic cell gate provoking an electrical 
pulse that may propagate through the logic [4]. While in the first case, traditional 
redundancy-based mitigation solutions consisting in the modular triplication and vot-
ing of the sequential element can efficiently avoid error propagations; in the second 
case the electrical pulse traversing logic data path and routing wires may become 
indistinguishable from effective electrical signal, since during the propagation the 
pulse width can be broadened and the amplitude amplified [5]. Considering this sce-
nario, the width of the SET pulse at the input of the storage element is crucial and 
should be minimized in order to reduce the impact of SETs on a circuit implemented 
on Flash-based FPGAs. 

Recently, several researchers analyzed the nature of SET phenomena on Flash-based 
FPGAs [6] [7]. Several works analyzed the source of these events, studying the propa-
gation of the transient pulses traversing combinational logic paths and routing segments 
[8]. SET propagation has also been investigated through radiation test experiments [9] 
and fault injection approaches [10]. In particular recent experiments demonstrated a 
peculiar SET pulse-width broadening modulation when SET electrical pulses traverse 
different type of logic gates and routing switch. On the other hand, many hardening 
solutions based on redundancy and logic filtering has been proposed. Even though these 
approaches can efficiently mitigate errors within sequential elements, they are not able 
to cope with transient pulses originated within sensitive nodes of logic gates or routing 
switches. The main reason behind this gap is due to an invalid or incomplete logic and 
routing model that leads to incorrect filtering balance, unable to properly mitigate pulse 
propagation. Besides these approaches introduce very large overhead in terms of logic 
and routing resources degrading the overall circuit performances.  

Recently, Computer Aided Design (CAD) tools able to perform SET aware imple-
mentation of circuits on Flash-based FPGAs have been proposed as a viable solution to 
mitigate SETs [11]. Although experimental results are encouraging, this solution is only 
able to mitigate a limited set of transient pulses requiring an expensive characterization 
of the device sensitivity depending on high charged particle hit rate and experimental 
radiation test. Other approaches presented in [12] are effective but cannot be directly 
applied to various Flash-based FPGAs since the applicability on a general purpose cir-
cuit is neither automatic nor parametric and the FPGA model is not available. 

In the present paper we propose a new framework of algorithms specifically 
oriented to the mitigation of SET phenomena on Flash-based FPGAs. The framework 
includes three main modules: a novel parametric scheme of a generic Flash-based 
FPGA logic and routing architecture which can be suitably adapted to the desired user 
device, a placement algorithm able to implement routable circuits and performing a 
SET filtering-oriented positioning of logic elements and a routing algorithm based on 
a resistive and capacitive-driven approach able to wisely choose fast long lines mini-
mizing the number of short wires thus providing an optimal working frequency of the 
mapped circuit with effective SET mitigation. 

The main contributions of this paper are focused on two key aspects. First, the pro-
posed approach is the first solution integrating an accurate routing and logic model of 
generic Flash-based FPGA architectures, which can be flexibly adapted to various 
topology organizations, programmable and hardwire segments and logic elements 
definition oriented to the SET mitigation. Secondly, the developed placement  
algorithm performs unbalanced logical path positioning increasing the intrinsic filter-
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ing capabilities of routing and logic paths while guaranteeing full routability. Besides, 
the developed routing algorithm is the first one based on a two dimensional mesh 
topological organization of the resources which allows reduced computational time 
and effective optimal working frequency.  

The whole framework has been evaluated on several benchmark circuits belonging 
to the ITC’99 benchmarks including a RISC microprocessor. The SET sensitivity has 
been measured through electrical fault injection on an effective set of transient pulses. 
Experimental results demonstrated that our approach is able to decrease the SET sen-
sitivity of more than 30% on the average. Besides, the performance of the circuits in 
terms of working frequency has been improved of 10% on the average.  

The paper is organized as follows. Section 2 reports an overview of the related 
works concerning SET mitigation approaches; Section 3 describes the developed pa-
rametric model of the FPGA architecture, while Section 4 depicts the proposed frame-
work describing the developed placement and routing algorithm and the interface tools 
to commercial Flash-based FPGAs workflow. Experimental results and analysis are 
provided in Section 5. Finally, conclusions and future works are drawn in Section 6. 

2 Related Works 

In previous works, radiation beam experiments and benchmarking test had characte-
rized SETs on two main Flash-based FPGA architectures: commercial and low-
power. They both have almost the same internal architecture, except for the manufac-
turing process, leading the second one to be a very low-power FPGA with a power 
consumption in the order of microwatts. They both undergo internal architecture 
analysis and radiation test in order to evaluate SET sensitivity. On the other side these 
experiments have proven the immunity of Flash-based FPGAs to Single Event Upsets 
(SEUs) in their configuration memory [1].  

Different approaches proposed algorithms and physical layout model for the mitiga-
tion of SETs. Two main SET mitigation categories are considered: transistor resizing 
and logic redundancy. If transistor resizing is not feasible on Flash-based FPGAs since 
physical logic cells and Flip-Flops (FFs) modifications are not applicable on FPGA 
regular fabric; logic redundancy methods based on traditional fault-tolerant techniques 
such as Triple Modular Redundancy (TMR) [13] have been applied. Another set of 
previously developed techniques includes time and spatial redundancy. In [14] authors 
proposed a synthesis algorithm which is able to divide a Flip-Flop implementation into 
two latches block obtaining a dual-sampling latch able to filter transient phenomena. 
However, these techniques have been demonstrated to be ineffective for a large set of 
transient pulses. The reasons of that have been demonstrated by more advanced studies 
showing that SET propagation may be altered through the transient pulse traversing of 
the circuit logical path [4] in relation to the kind of logic elements and routing seg-
ments traversed [5]. On the idea foreseen by [10], it has been proven that by modifying 
the placement positions of logic gates and therefore changing the interconnection cha-
racteristics in terms of delay and capacitive load, it is possible to attenuate the propaga-
tion and eventually nullify it before a pulse is sampled by a sequential element. A pre-
liminary place and route algorithm developed for this specific purpose has been  
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proposed in [15], while a placement retiming algorithm has been proposed in [12]. 
However, an accurate radiation experiment evaluation of this approach [11] showed 
that it is only capable to partially reduce the overall SET sensitivity of a circuit, while 
most of the transient errors are bypassing the filtering optimizations. The main limita-
tion of these previous approaches is due to the application of the mitigation strategies 
on an already available place and route solution. Indeed, such kind of techniques firstly 
analyzes the sensitive nodes of an already mapped circuit basing on the probability of 
having a sensitive node on specific critical logic gates, secondly the mapper and the 
place and route algorithms are applied on the previously estimated sensitive nodes in 
order to minimize the SET sensitivity. A second relevant limitation of the previously 
developed methods is characterized by the absence of detailed routing data, since both 
routing infrastructure and routing algorithm are not available. The missing availability 
of routing information and algorithm provokes an evident limit on the applicability of 
transient filtering, since routing segment capacitive and resistive loads are only esti-
mated by placement. However, the approach proposed in this paper is based on a place 
and route flow, which does not require a previous map of the circuit. Instead, it works 
directly from the synthesized netlist, besides it includes a detailed FPGA logic and 
routing model which allows the execution of both placement and routing algorithms on 
the basis of the used Flash-based FPGA architecture.  

3 The FPGA Logic and Routing Model 

Contemporary FPGA architectures are generally characterized by the well-known 
island-style FPGA model [16] including a two-dimensional array of logic elements 
that are interconnected via a programmable routing network. On the basis of these 
resources organization, FPGA families may have different architecture depending on 
the number of logic elements, local and global routing wires as well as pin locations 
and short wires granularity. In the present section, we describe the FPGA logic and 
routing model developed for supporting the placement and routing algorithm oriented 
to the SET mitigation. The model has been developed following a parametric format 
we named Generic Array Format (GAF) is supported by a two dimensions matrix 
mesh format where all the FPGA resources refer too. Basically, all the resources are 
defined by nodes and lines organized on the two dimensions mesh space.   

The parametric format, whose graphical organization is illustrated in Figure 1.a, al-
lows the definition of the following FPGA characteristics:  

1. 2-D mesh matrix space: it defines the maximal space area and the number of 
logic elements and switch matrix column and rows. This parameter allows also 
the identification of FPGA regions that are not used for reconfigurable switch-
es (e.g., in particular when these areas are used for embedded hardwired mi-
croprocessors, memory blocks or DSP modules).  

2. Switch matrix and logic element block: it defines the number, dimension and 
organizations of the routing and logic element areas. A traditional island style 
FPGA has generally one or more logic elements for each switch matrix block, 
our model allows different organizations where routing segments are divided 
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into more switch blocks and logic elements are organized in different position. 
Please note that since both the switch matrix block and the logic elements are 
defined by rectangular shape with proper dimensions on the 2D-mesh, our 
model supports any kind of FPGA architecture and it can be eventually 
adapted to novel FPGA logic and routing topology. 

3. Internal routing resources: it defines the programmable interconnection points 
of a switch matrix block. Each resource is defined by a segment with a source 
and destination point that can be placed according to the user definition in any 
position of the two dimensions mesh matrix (e.g., reasonably source and desti-
nation points are placed on the same switch matrix frame).   

4. Hardwired routing resources: it defines the starting and ending points of all 
the hardwired lines on the FPGA architecture. It includes the horizontal and 
vertical hardwires lines, horizontal and vertical long lines as well as the logic 
element input/outputs. Each single routing line is defined by a set of points 
identifying the source point and the destination points. Please note that the po-
sition of the source and destination points must correspond to the one of the 
internal routing resource.  

5. Input / Output pins: it defines the position of the I/O pins. They can be located 
on all the available two dimensions mesh matrix space allowing the modeling 
of all the kinds of FPGA pin-out organizations.  

 
(a)                                                                     (b) 

Fig. 1. Parametric architectural FPGA model for mesh-matrix oriented place and route algo-
rithms (a) and the mesh matrix format in two dimensions (b) 

The GAF parametric architectural FPGA model has been defined within a textual 
file where it is possible to specify regular or not regular resources, by this way it is 
not necessary to define internal short segments for all the switch matrix elements, 
since they are replicated on all of them, and, using the same model, it is possible to 
define singular routing and logic resources. The main advantage of this format is the 
extremely high flexibility to be adapted to various kinds of FPGA architectures cover-
ing almost all the state-of-the-art FPGA devices.   
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Fig. 3. The integrated Microsemi Libero SoC and SET-PAR place and route flow 

In detail, the AFL netlist format is a traditional flattened netlist including detailed 
FPGA gate level description and nets between cells that can be generated through the 
Synopsys synthesizer embedded within the Microsemi Libero SoC tool.  

The SET-PAR flow consists in a preliminary phase where the AFL is elaborated by 
the developed AFL2PDD tool. This tool consists in a parser algorithm that generate a 
Physical Design Description file (PDD) containing the graph based representation of 
the synthesized circuit where logic elements (both combinational gates and Flip-
Flops) are modeled as graph vertices while nets are modeled by graph edges. Besides, 
the tool includes into the PDD file the functional maps related to each combinational 
gate generated from the FPGA cell library database provided by the manufacturer. 
Once this preliminary phase is completed the SET-PAR flow executes the placement 
and the routing algorithms in two distinct phases. The details of the two algorithms 
are depicted in the following subsections.  

4.1 The PDD Placement Algorithm  

The goal of the PDD placement algorithm is to find an effective placement for each 
logic node while optimizing the filtering capabilities of each logical path and mini-
mizing the overhead delay of the circuit. The algorithm reads from the PDD circuit 
description the logic nodes, their interconnections and the I/O pins; while it loads the 
FPGA architectural characteristics, in terms of switch matrices rows and columns 
from the FPGA array model. The core of the placement algorithm is based on an av-
erage Manhattan distance optimization technique including a detailed logical path 
analysis. The placement strategies consist in two phases, as it is illustrated in Algo-
rithm 1. After the initialization of the placement environment, the PDD placement  
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firstly works on the optimal local placement of each logic cone optimizing the filter-
ing capabilities in order to provide the maximal SET filtering; secondly it optimizes 
the overall logic cones placement locations for guaranteeing a routable solution.  

Algorithm 1. The PDD placement algorithm 

PDD_place (PDD description) 
  { 
   /*Preliminary Phase*/ 
   L_Elements (type, locations) = reading_logic(PDD) 
   For each Logic ∈ L_Element 
        io_net(Logic) = read_inout_logic (Logic); 
   P_Area = create_placement_area (PDD, GAF); 
   /*Local Logic Cone Placement, Phase 1*/ 
   Cone_Macro(i) = extract_cone(P_area); 
   K = optimal_SET(K = optimal_SET(Macro_set); 
   For each Cone_Macro(i){ 
         Local_k = 0; 

   do until (SET_k <= ( KK+D)) 
     { 
      For each Logic ∈ Cone_Macro(i) 
         Place_Macro = Place_Manhattan_Min (Logic, local_K); 
      (SET_k,D) = compute_SET_filters(Place_Macro); 
      If (SET_k < K) then local_K++;K) then local_K++; 

        }  
        } 
   /*Global Placement, Phase 2*/ 
   do until (to_place_element == 0) 
   { 
      For each Place_Macro(i) 
           Shared_logic = Global_place(Place_Macro(i)); 
         Place_Area(Shared_Logic, Place_Macro(i)); 
   } 
   create_PDD(P_area); 

  } 

 
In details, during the initialization phase, the circuit description is loaded into a di-

rected graph called L_element, where each node is characterized by a type and an 
initial unplaced location and the set of input output nets (io_nets) is identified. Based 
on the PDD and Generic Array Format information, the placement area (P_Area) is 
generated. At the beginning of the first phase, it is computed the optimal filtering 
capabilities of each logic cone without considering the routing characteristics. This 
coefficient, named ΔK, provides the best SET filtering coefficient that a specific logic 
cones can achieve. The placement is then performed analyzing the type of logic ele-
ments involved and each gate is characterized by a specific inverting coefficient 
which is calculated on the basis of the probability that the logic function provides in 
output the logical opposite value of input. The Place_Manhattan_Min function gene-
rates a temporal placement following: if a couple of connected gates have an inverting 
coefficient greater than 0.5, the placement is performed locating the two gates with a 
minimal distance; in the other cases, the placement is performed in a longer distance 
limited by the local_k coefficient. This process is repeated until the temporary place-
ment has a SET coefficient (SET_k) which is equivalent to the optimal one with a 
degree of freedom provided by a flexibility coefficient D.  

The second phase consists in the global placement; all the temporary placement 
macros are placed on P_area. During this phase, the major issue is due to the logic 
gates sharing multiple logic cones. These gates are identified and the placement mod-
ified accordingly minimizing the distance between their original positions with re-
spect to the temporary placement. Finally, a new placement annotated PDD file 
(aPDD) including the placement location of each logic element within the FPGA 
array is generated.  
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4.2 PDD Routing Algorithm  

The PDD routing algorithm consists of the most complex part of the proposed Flash-
based FPGA design tools. At the beginning of the routing phase, the circuit descrip-
tion is already with a placement solution that may guarantee the optimal SET filtering 
capabilities of the considered circuit. However, depending on the kind of routing 
segment used to physically generate all the interconnections the SET filtering charac-
teristics may be deteriorated nullifying the placement optimization. This penalization 
phenomenon has been observed in previously developed approaches that were not 
able to control the routing process [11][12][15], while our approach is able to avoid 
this degradation.  

The PDD routing algorithm, illustrated in Algorithm 2, firstly loads the entire Ge-
neric Array Format (GAF) model of the FPGA generating an internal memory storage 
area composed of all the routing interconnection and logic details included into the 
GAF model. Secondly, it reads all the placement solution from the aPDD file and 
updates the internal memory storage area.  

The routing phase consists of two phases: the sorting of the nets and the detailed 
routing phase. First, the algorithm performs the selection of longer interconnections 
first; the function Greater_first_sort properly generates this order on the basis of the 
maximal Manhattan distance between the logic cells involved in the on-going routing 
process of the net. Secondly, the PDD router performs the detailed routing where each 
net is routed selecting the routing segments by optimizing the resistive capacitive load 
with respect to the SET filtering introduced by each routing segment. Please note that 
the selection of the physical interconnection is therefore not performed for minimiz-
ing the routing delay, thus maximizing the usage of long lines, but properly selecting 
programmable interconnection segments, short wires and long lines in order to 
achieve the RC capacitive load estimated for each routed net, characterized by the 
RC_load_min parameter. 

 

Algorithm 2. The PDD routing algorithm. 

PDD_router (aPDD, GAF) 
  { 
   /*Preliminary Phase*/ 
   Routing_Area (GAD,PDD locations) = reading_place (aPDD) 
   /*Distance order, Phase 1*/ 
   Net_order = Greater_first_sort (Nets, PDD type); 
   Max_distance = Max_First_Sort (Net_List);   
   /*Detailed Routing phase 2*/  
   do until (Max_distance == 0) 
   {    
      For each Net∈ Net_order { 
         Route = FALSE;  
         Flex = 0; 
         While (Route != TRUE) 
        {             
         RC_load_min = estimate_RC_coefficient (Net_Path(Net)); 
         Route = Find_Routing_Path (Source(Net),Drain(Net),RC_load, Flex); 
         If (Route == FALSE) then Flex++; 
        } 
         Update_Route_Area(); 
      } 
   } 
   create_rPDD(Routing_Area); 

  } 
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5 Experimental Results 

The developed SET-PAR tools have been experimentally evaluated in order to probe 
the efficiency and the improvements of the SET filtering techniques with respect to 
previously developed SET optimization approaches on Flash-based FPGAs. Two 
experimental analyses have been performed. The former aimed at evaluating the im-
provements of the SET mitigation on transient error pulses set ranging from 10 ps to 
10 ns. The latter consists of a detailed timing analysis measuring the maximum delay 
of the critical path between the different solutions of the implemented circuits. Both 
the evaluations have been performed using some benchmark circuits included in the 
ITC’99 benchmarks and including a RISC processor core [18]. Besides, all the cir-
cuits have been implemented using a Microsemi A3P250 Flash-based FPGA based on 
130nm CMOS manufacturing process and counting up to 6,144 logic cells [17]. 

The characteristics of the implemented circuits are illustrated in Table I, where for 
each circuit is reported the number of logic cells, the number of nets and the number 
of routing segments including short and long wires, obtained with commercial tools 
and with the proposed SET-PAR approach.  

As it is possible to observe the physical routing used by the SET-PAR algorithm 
provides a number of routing segments ranging from 10% to 20% lower than the one 
obtained using commercial solutions based on the previously developed method [11].  

Table 1. Characteristics of the implemented benchmark circuits 

Circuit Logic Cells Routing Commercial tools and [11] SET-PAR approach 
 [#] Nets [#] Short Wires [#] Long Lines [#] Short Wires [#] Long Lines [#] 
B03 131 466 1,365 555 1,112 432 
B05 544 2,070 6,407 2,573 6,301 2,509 
B07 244 1,038 2,821 1,066 2,373 893 
B08 149 464 1,326 545 1,199 486 
B09 115 480 1,705 663 1,348 535 
B10 168 474 1,375 543 1,251 486 
B11 311 1,290 3,798 1,423 3,094 1,197 
B12 619 2,856 7,731 2,905 6,916 2,404 
B13 222 584 1,429 516 1,203 450 
B14 3,872 16,722 71,621 27,025 70,517 26,636 
RISC 3,425 11,814 36,368 13,112 33,642 11,951 

 
The analysis of the Single Event Transient sensitivity has been performed with the 

Single Event Transient Analyzer platform [10] using a large set of transient pulses 
ranging from 10ps to 10ns thus covering the entire realistic transient events induced in 
a harsh radiation environment. The validation has been obtained by randomly choose 
the location where to electrically inject the pulses and by applying random input sti-
muli to the tested circuits. Then, we classify a result as wrong answer, if during the 
test application produces at least one output pattern that differs from the expected one. 
Finally, we count the number of SETs provoking errors on the circuit outputs. The 
results we gathered are illustrated in Figure 4, where we indicated the reduction, in 
percentage, of the SET number provoking errors within the output of the implemented 
circuits. The reduction is extremely high since around 30% of SETs are correctly 
mitigated with respect to the previously developed approach. Besides, it is possible to 
notice that the SET-PAR tool works properly independently from the complexity of 
the implemented circuit (e.g., the overall SET-induced errors reduction is always 
greater than 27% whatever is the circuit under analysis). 
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Fig. 4. Single Event Transient reduction and Frequency improvements of the SET-PAR imple-
mented circuits with respect to the previously developed solution based on Microsemi Com-
mercial tools. 

Finally, the benchmark circuits have been timing analyzed using Microsemi ven-
dor’s software in order to estimate the maximum working frequency. The results ob-
tained with the timing analysis are reported on Figure 4 as percentage of frequency 
improvement provided by the SET-PAR tools with respect to the previous solution. 
The results demonstrate that the SET-PAR algorithm is efficiently implementing cir-
cuits on Flash-based FPGA. 

6 Conclusions and Future Works 

In this paper a new place and route algorithm oriented to the mitigation of Single 
Event Transients (SETs) phenomena on Flash-based FPGAs has been presented. The 
presented method is the first solution integrating an accurate routing and logic model 
of generic Flash-based FPGA architectures able to be flexibly adapted to various type 
of architectures. Furthermore, the proposed approach is able to perform unbalanced 
logical path placement and routing increasing the SET filtering capabilities and thus 
reducing the overall SET sensitivity of the circuits implemented on Flash-based 
FPGAs. Experimental results demonstrated a SET sensitivity reduction of more than 
30% with respect to previously developed approach and a performance improvement 
of about 10% of the nominal working frequency. 
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Abstract. System-level simulations are an important part in the design
flow for today’s complex systems-on-a-chip. Trade-off analysis during
architectural exploration as well as run-time reconfiguration of applica-
tions and their mapping require detailed introspection of the dynamic
effects on the target platform. Additionally, extra-functional properties
like power consumption and performance characteristics are important
metrics to assess the quality of a design. In this paper, we present an
advanced framework for instrumentation, pre-processing and recording of
functional and extra-functional properties in SystemC-based virtual pro-
totyping simulations.The framework is based on a hierarchy of so-called
timed value streams, allowing to address the requirements for highly con-
figurable, dynamic architectures while allowing tailored introspection of
the required system characteristics under analysis.

1 Introduction

One of the main challenges for extra-functional property monitoring in today’s
complex embedded systems is the correct attribution of platform activity (com-
putation, communication and e.g. the resulting power dissipation) to the cur-
rently active (software) applications running on the platform. Especially in
dynamic reconfigurable scenarios, where multiple applications share the same
processing elements, interconnects, memories, peripherals and even energy
sources over time, the implicit, parasitic interference along extra-functional
dimensions can be hard to quantify and consequently to control.

In order to integrate such a monitoring infrastructure in a virtual platform
simulation enhanced with extra-functional properties, several requirements have
to be fulfilled, both for the functional models used in the simulation, as well
as for the recording and pre-processing capabilities provided by the simulation
environment. Last but not least, as some use cases require an online feedback
(e.g. power management, power-aware scheduling, etc.), the modelling of extra-
functional sensors and probes needs to be integrated in the same simulation
environment as well.

Fig. 1 shows a typical virtual platform simulation model. Here, the extra-
functional activity is ultimately consumed at the architecture level within pro-
cessing elements, interconnects, memories and peripherals. For multi-application
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 141–152, 2015.
DOI: 10.1007/978-3-319-16214-0 12
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Fig. 1. Application-aware platform activity monitoring

scenarios, the correct attribution to the triggering application tasks needs to be
ensured. Moreover, the hardware and software architecture consists of multiple
service layers, including operating and run-time layers and potentially further
platform support for dynamic reconfiguration. Starting from the activity record-
ing at the SoC component level, the requirements for an application-aware sim-
ulation infrastructure are summarized in the following.

– Simplicity: Only use those (dynamic) parameters needed for the current use
case (e.g. ignore area, when not looking for thermal behaviour).

– Composability: Derive combined values from physical relations between
individual contributors (e.g. total power, temperature-dependent power, ca-
pacitance-based power).

– Hierarchy: Put parameters on “correct” geometric level, inheriting parame-
ters from the context and/or the environment.

– Adaptivity: Allow changing parameters during run-time to support the mod-
elling of dynamic (e.g. power management) subsystems.

– Abstraction: Allow flexible selection and structural/temporal abstraction
according to the current analysis and monitoring requirements.

From the simulation infrastructure perspective, this requires a flexible and
composable framework to describe customized, use case specific, extra-functional
models. As the extra-functional simulation infrastructure has to deal with phys-
ical quantities (like capacitance, temperatures, etc.), a shortcoming of many
C/C++-based environments is the lack of a proper checking for correctly com-
bined quantities. To avoid such modelling errors, strongly-typed physical units
support is needed, where composition errors can be caught by the compiler.

Today’s system-level simulations oftentimes use sophisticated mechanisms to
improve the simulation speed. In virtual platform simulations, temporal decou-
pling is a widespread technique to achieve the required simulation performance
to run complex software stacks on the simulated platform. Another approach
includes co-simulation with models described in other simulators (e.g. RTL, cus-
tom instruction-set simulators, Matlab/Simulink) or the integration of emulators
or hardware/prototypes in the loop. Even third-party extra-functional models
might need to be integrated into a single system simulation. Both of these aspects
require the separation of the functional and the extra-functional simula-
tion time progression. This means that functional blocks need to be able
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to inject their property updates independently from a global simulation time,
preferably in a distributed manner. Hence, a separate update and synchronisa-
tion mechanism is required for the extra-functional model.

In this paper, we present a highly flexible instrumentation, tracing, and anal-
ysis infrastructure for SystemC-based virtual platform simulations. This frame-
work can be used to record arbitrary (physical) values and quantities over time,
based on so-called timed value streams. These streams can be combined to a
run-time (pre-)processing hierarchy before recording the required data for offline
analysis. The paper is organised as follows: In Section 2, we give an overview of
the state-of-the-art and refine the goals behind this work. The details of the timed
value streams semantics are given in Section 3 and the recording and instrumen-
tation of the functional models is described in Section 4. The stream processing
and analysis capabilities are then presented in Section 5, and Section 6 concludes
the paper with an outline of future work based on the presented infrastructure.

2 Goals of this Framework beyond the State-of-the-Art

The main motivation for a dedicated tracing and analysis framework explicitly
targeting extra-functional modelling in SystemC is the lack of physical quantity
support in the existing, standardized SystemC tracing facilities. Additionally,
based on the requirements given in Section 1, more flexibility for the instrumen-
tation, tracing and analysis is needed.

– sc_core::sc_trace [5] is not flexible enough, e.g. by being tied to the global
simulation time and lacking pre-processing and filtering capabilities.

– sca_core::sca_trace [9] is SystemC AMS-specific, not widely supported in
commercial environments, and not compatible with temporal decoupling.

– SCV transaction recording [10] not appropriate for physical quantities.
– Some advanced instrumentation APIs are partly available in commercial

tools [11], but usually not flexible enough for online preprocessing.

Explicit support for dimensional analysis based on the Boost.Units library [1]
has been added to SystemC-AMS in [7]. This approach addresses the lack of
proper composition of physical quantities in (SystemC AMS) models. It does
not address their tracing, recording, and preprocessing explicitly, though.

Extended tracing frameworks for SystemC have been proposed in the research
literature already [3,6]. These approaches focus on transaction-level modelling
and do not address the need for the separation of the functional model and
the run-time preprocessing of platform activity information. The DUST frame-
work [6] is designed for transaction-level introspection and analysis with
advanced storage and online debugging capabilities. The (transaction) recording
itself is based on the SCV API [10] and not suitable for extra-functional prop-
erties. In [3], “CULT: A Unified Framework for Tracing and Logging C-based
Designs” has been proposed. The main features include support for custom back-
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Fig. 2. Composable stream processing framework for activity extraction, pre-
processing, monitoring and recording

ends and an minimal-invasive instrumentation of the functional models. Explicit
support for physical quantities and their online processing is not addressed.

To cover all of the requirements and to provide the required flexibility and
composability, we present an instrumentation framework based on timed value
streams. The basic idea is shown in Fig. 2. The source streams contents are
produced by (functional) components, recording the relevant activity informa-
tion according to their distributed time model (to support temporal decoupling).
These primary traces are then processed by a set of stream processors to derive
the physical quantities based on the extra-functional property model.

3 Timed Value Streams

The underlying core technique of the extra-functional monitoring framework
presented to the user is based on so-called timed value streams, consisting of a
sequence of (value,duration) tuples.

The basic timed value stream infrastructure is shown in Fig. 3: The leaf
annotations in the functional model (1) are pushed as tuples according to the
current local simulation time of the producing process. These incoming tuples
are buffered within the stream (2) without advancing the local time of the stream
itself. Once the stream writer explicitly commits its updates, the local simulation
time of the stream is advanced and the pending tuples are sent to the listen-
ing readers (3). Each reader receives its own copy of the tuples, in order to
allow independent consumption of the tuples in the following stream processors
(Section 5).
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Fig. 3. Basic timed value stream infrastructure

Definition 1 (timed value stream).
A timed value stream S = 〈(v0, τ0), . . . , 〉 is a sequence of tuples (vi, τi) with
vi ∈ V (S) and τi ∈ T ⊆ R>0, where

• V (S) is the value domain of the stream, optionally with a physical dimension,
• τi denote the durations of each tuple, taken from the time domain T .

A stream window Sn
t is a finite subsequence of a stream S of length n, where

• t denotes the starting time, with ∃j : t =
∑j

i=0 τi,
• and n tuples in the stream 〈(vj , τj), . . . , (vj+n, τj+n)〉.1 ♣

During simulation, the (infinite) stream stays a theoretical concept and the
following discussion uses finite stream windows instead. Together with the dis-
tributed time model, this leads to the phased approach shown in Fig. 3, where
individual streams can advance separately and independently from the SystemC
simulation time.

It is important to note, that according to above’s definition each stream has
a strictly monotonic time advance and consists of gapless windows. On the other
hand, the activity recording can lead to empty intervals. Furthermore, during
the stream processing, streams with unaligned tuples need to be normalized (i.e.
split into aligned tuples) to define the time resolution (tuple durations) of the
output streams. Both aspects need to be addressed properly in the context of
physical quantities.

3.1 Support for Extra-Functional/Physical Quantities

Especially in light of extra-functional properties, the values held by a timed value
stream need to be classified according to their semantics. While functional trac-
ing usually observes the state of a system over time, extra-functional properties
emerge both as state quantities and process quantities.2

1 We sometimes omit j for improved readability.
2 This classification is loosely adopted from the theory of thermodynamics. Sometimes,

these classes are called state and process functions.
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State Quantities describe the state of a system at a given time. Without
external influences, this state is kept. In the context of system-level modeling,
this can include extra-functional properties like the cache hit/miss rates, power
consumption, (ambient) temperature and of course the functional state. For
timed streams, tuples can simply be split into separate tuples with the same value
and the same total duration. Empty periods can be completed by extending the
previous tuple in the stream. A reduction of the stream length can be performed
by joining consecutive tuples with the same value without loosing information.

Process Quantities describe a state change with an associated duration. Exam-
ples include the amount of cache hits/misses,the energy needed for a dynamic fre-
quency/voltage switch, or number of transferred bytes in a transaction. Timed
stream tuples of such quantities cannot be split, joined or completed in the same
way as state quantities. Instead, splitting requires the distribution of the state
change into two (or more) intermediate steps with a combined value equivalent
to the original value. Empty periods can be filled with a dedicated “silence value”
(usually 0) and a lossless reduction of the stream length is not possible without
reducing accuracy of the temporal resolution.

Timed Stream Traits are used in the implementation to address the need for
the above distinction. A special template parameter defining the different stream
tuple policies can be given. The different policies provide an implementation for
the different stream (tuple) operations, like splitting, joining and merging tuples.

An example for the default traits of the more interesting process quantity
traits is given in Listing 1.1. For state quantities corresponding traits classes are
available as well. The merge_policy is needed for conflicting pushes to a stream
(see Section 4). If the default traits are not sufficient, users can define their own
traits (and policies) by inheriting from the default classes and overriding the
nested typedefs.

template<typename ValueType> struct timed_process_traits {
typedef ValueType value_type;
// provide default value for empty periods
typedef timed_silence_policy<value_type> empty_policy;
// distribute values proportionally to duration
typedef timed_divide_policy<value_type> split_policy;
// keep tuples separate
typedef timed_separate_policy<value_type> join_policy;
// resolve conflicts by accumulating values
typedef timed_accumulate_policy<value_type> merge_policy;

}; // timed_process_traits<ValueType>

timed_stream<energy_quantity, timed_process_traits> energy_stream;
timed_stream<power_quantity> power_stream; // state traits by
default

Listing 1.1. Timed stream traits for process quantities
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3.2 Distributed Time Model and Synchronisation

In order to support the integration of the stream-processing with a temporally
decoupled simulation, the different components integrate into a distributed time
model, enabling hierarchical synchronisation between different components.

To finalise the values written to a particular temporarily decoupled timed
stream, the pushes need to be explicitly committed. This finalizes the current
stream window with all tuples written to the stream until the current local time
offset. Subsequent pushes with explicit timestamps earlier than the committed
time lead to a run-time error. In addition, attached tracing observers (processors
or backends, see Section 5) are notified that new data is available for processing.

In case of multiple independent streams in a single component, the local
time offsets need to be consistent as well. Furthermore, the driving SystemC
process may need to consume the SystemC simulation time at some point. Both
operations are tightly coupled, therefore a second overload of sync functions is
provided by the timed streams. Having the same semantics for their arguments,
these explicit sync functions return the offset to the current absolute SystemC
simulation and perform a commit on all streams in the current component. With
this, a common idiom to finalise a local computation is the wait(sync) call using
one of the streams explicitly as shown in Listing 1.2. Alternatively, a convenience
macro to mark such a synchronisation point explicitly is available as well.3

void commit(); // commit all pending pushes
void commit( duration_type const & offset ); // ... explicit window
void commit( time_type const & offset ); // ... until offset

time_type sync(); // commit & synchronise
time_type sync( duration_type const & offset ); // ... explicit window
time_type sync( time_type const & offset ); // ... until offset

#define SYSX_SYNCHRONISATION_POINT() \
sc_core::wait( [stream_scope].sync() )

Listing 1.2. Stream synchronisation API

4 Activity Recording – Stream Sources

Writing to a timed stream can be done explicitly by using a timed_writer object
attached to a stream (push interface), or based on implicit extraction of stream
updates from variables within the functional model (annotation interface).

4.1 Explicit Writing to a Timed Stream

Explicitly pushing to a timed value stream can be performed via a stream writer,
attached to the stream. Writers can be attached and removed from a stream
dynamically during runtime, either based on the streams name or in terms of a
direct C++ reference.
3 The current “scope” is determined by the tracing framework automatically.
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void push( value_type const & value, duration_type const & duration ); // (1)
void push( time_type const & offset

, value_type const & value, duration_type const & duration ); // (2)
void push( value_type const & value ); // (3)

Listing 1.3. Stream push interface

Overload (1) adds a given value for a given duration to the current end of the
stream. Since each stream maintains a local time offset, this time offset is auto-
matically advanced by the given duration, when this interface call is used. This
interface is particularly well suited for annotating local computations without
requiring external synchronisation in-between.

The push (2) function can be used to write (future) values to a stream,
delayed relatively to the stream’s local time as given by the offset parameter.
When using this overload, the local time of the stream is not advanced. This
variant can be used to support out-of-order temporal decoupling and potentially
leads to overlapping tuples that need to be merged according to the stream’s
merge_policy (creating an error by default).

The final overload (3) can be used in case of an unknown duration (only suited
for state quantities). In this case, the value is assumed to be held indefinitely
until overwritten again. Again, the stream’s local time is not advanced until the
next commit.

4.2 Block-Based Annotations

A frequent use case of the annotation framework is the augmentation of applica-
tion source code with extra-functional properties. If only a single stream is driven
from within a process, no inter-stream synchronisation is needed and the local
time of the component is equal to the local time of the (only) stream. If multiple
streams are maintained, each of which has different update characteristics, keep-
ing the local time offsets consistent quickly becomes inconvenient. Therefore, a
higher level abstraction for block-based annotations of execution time durations
is provided, separating the time annotation from the actual value updates again
and handling the synchronisation transparently for the user.

timed_stream<process_state> state_str; // IDLE
timed_stream<unsigned, timed_process_traits> mem_load_str; // 0

void faculty(int in0, int& out0) {
timed_var<process_state> state( state_str ); //traceable var
timed_var<unsigned> mem_load( mem_load_str ); //traceable var
timed_ref<int> in ( in0 ); // alias parameter

SYSX_TIMED_BLOCK( sc_time(500, SC_NS) ) { // functionality
state = BUSY;
mem_load = 10;
// ...

} // automatic push to all streams in scope

while(tmp0) SYSX_TIMED_BLOCK( sc_time(200, SC_NS) ) {
state = BUSY;
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mem_load = 2;
} // automatic push to all streams in scope
SYSX_SYNCHRONISATION_POINT}(); // commit and sync with SystemC
return;

}

Listing 1.4. Simple example of tracing multiple local values

The different basic blocks for annotations are wrapped within SYSX_TIMED_

BLOCK C++ scopes providing the duration of the block. Instead of explicit pushes
to different streams, timed_var objects can be used and updated via plain assign-
ments. These timed variables (or their timed_ref counterpart, aliasing an existing
variable) are used to implicitly push the corresponding tuples upon exit of the
annotated block.

5 Run-Time Extra-Functional Property Monitoring –
Stream Processing

As sketched in Fig. 2, the actual processing of the leaf instrumentation towards
derived extra-functional properties is performed by a hierarchical set of so-called
stream processors. These processors are triggered based on the object-oriented
Observer pattern, without relying on the SystemC simulation itself (no SystemC
processes, events, channels) to facilitate a separation of the models and to allow
dynamic reconfiguration of the analysis environment during runtime. Stream
processors can attach to a (set of) timed_readers and subscribe to commits, either
for each extension of a pending window or just for the start of new windows.

void notify( timed_reader_base & src );

Listing 1.5. Stream observer interface

Subsequently reading pending values via a timed_reader can be done in sev-
eral ways. For most pre-processing operations, the (const_)tuple_iterator based
interface is sufficient. The streams provide the output interface for consuming
the committed data sketched in the following listing:

value_type const & get() const; // read a
value value_type const & get( duration_type const & o ) const;
// ... at given offset

tuple_type const & front() const; // read
first tuple tuple_type const & front( duration_type const & d );
// ... for a duration

void pop_front(); // drop
first tuple void pop_until( time_type const & until );
// ... for a duration void pop_all();
// ... all tuples

const_tuple_iterator begin() const; // get iterators to the
pending tuples const_tuple_iterator end() const;

Listing 1.6. Stream reader interface
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C0(t) 50pF 60pF 50pF 60pF 50pF 60pF 50pF

C1(t) 40pF 40pF 40pF 40pF

C(t) 50pF 90pF 100 60pF 40pF 90pF 60pF 40pF 90 50pF 90 100pF 40pF 50pF

Fig. 4. Structural abstraction: Accumulating switching activity by stream processing

Additionally, various querying functions about the different time offsets and
other utility functions are available in the stream base class.

5.1 Time Normalisation of Streams

When combining streams with different time resolutions, a time normalisation
needs to be performed. This means that tuple boundaries need to be aligned
before combining their values according to the stream processor’s output func-
tion.

For a stream processor listening to multiple streams S0, . . . ,Sk, the pending
windows4 Sni

i,t0
are transformed to normalised windows Sn′

i,t0
by applying the

stream’s split_policy according to the following rules:
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{
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}
, t′0 = t0

v′
i = SplitPolicy(Sni

i,t0
, τ ′

i)

This normalisation can be performed by the stream processor base class to
simplify the stream processor implementation itself. An example for this oper-
ation is shown in Fig. 4, which depicts a structural abstraction by combining
two (average) switching activity streams from two functional components into a
joint switching activity stream.

Another dimension for stream abstraction is the reduction of the time resolu-
tion, called temporal abstraction. A stream processor can for instance reduce the
number of tuples in a stream by averaging the values over a fixed time window.
This is useful to reduce the amount of tuples that need to be processed and helps
improving the simulation performance.

5.2 Offline Analysis – Stream Backends

Especially for offline or post-mortem analysis, a special set of stream processors
can be used, so called stream backends. Compared to a generic stream processor,
4 The starting time is assumed to be aligned already.
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Fig. 5. Example trace integration into Synopsys Virtualizer

a stream backend has no outgoing timed streams on its own and merely pro-
cesses (a set of) incoming streams for specific purposes. Different use cases for
stream backends are to be considered, as described in the following. The detailed
external interface of these backends are specific to these use cases and therefore
out of the scope of this paper.

Trace File Generation. One of the most obvious backends for a tracing and
analysis infrastructure is the generation of value-over-time trace files, e.g. based
on the Value Change Dump (VCD) format [4]. This widespread text-based for-
mat is supported by most graphical analysis tools and can be generated by the
standard SystemC sc_trace API as well. Consequently, a VCD backend has been
implemented for timed streams.

Secondly, some commercial simulation environments provide additional anal-
ysis capabilities beyond a mere visualisation of traces. One example for such an
environment is the Synopsys Virtualizer tool suite [11], which includes an generic
data analysis API suitable for the integration with the timed value streams
extension. An example excerpt of a dynamic power trace stream visualized by
the Virtualizer user interface is shown in Fig. 5.

Metrics/Statistics Collection. Another frequent requirement of system-level
simulations is the gathering of compact performance or quality metrics for exam-
ple to drive an automatic design space exploration. To enable the collection of
such metrics or statistical information, user-defined stream backends can be used
as well. These specific metric backends then report their value(s) at the end of
the simulation (or explicitly upon request). As there is no feedback to the simu-
lation model itself, the computation of the design metrics can run independently
of the SystemC simulation time.

6 Conclusion

In this paper, we have presented a novel approach for instrumentation, prepro-
cessing and analysis of extra-functional properties in system-level simulations.
The SystemC-based implementation uses timed value stream to transport such



152 P.A. Hartmann et al.

extra-functional properties through a hierarchy of stream processors towards
dedicated backends for offline analysis (trace files or report generators). The app-
roach is currently included in our simulation environment for power-aware virtual
prototypes [2].

As a special extension, we will now start to define a dedicated set of stream
backends to allow simulation-based validation of extra-functional contracts [8]
(assumption/guarantee pairs covering extra-functional properties). The under-
lying linear-temporal logic properties (LTL) will be used to run-time monitors
based on stream processors. With the capability to store a continuous window
of tracing history (see Section 5), the stream-based infrastructure is perfectly
suited for this kind of temporal monitoring.
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Abstract. In this paper a SystemC-based framework for run-time par-
tial reconfiguration modeling and simulation is introduced which allows
to perform early design space exploration for dynamically reconfigurable
systems. Besides, a middleware to extend the capability of TLM intro-
ducing a semantic to interconnect components described at different
abstraction levels or languages is added. This middleware allows to auto-
mate the creation of the corresponding communication adapters to these
new components. Finally, the services provided by the middleware are
described and experimental results are presented to validate the proposal.

Keywords: SystemC · Dynamic reconfiguration · Middleware

1 Introduction

Nowadays, embedded systems composed by one or several microprocessors plus
reconfigurable hardware are gaining importance in the implementation of a large
range of applications. Their success is largely due to its flexibility, the capability
to exploit hw reconfiguration and the high ratio of performance versus power con-
sumption. In this context, partial reconfiguration capability is one of the most
important features concerning many of these reconfigurable devices. However,
although run-time reconfiguration enables new possibilities in the reconfigurable
computation field, it also introduces new challenges such as how to get an efficient
use of the reconfigurable resources, including how to obtain an optimum manage-
ment of the reconfiguration process. These reconfigurable resources are used to
host different components during design life-cycle. However, the characteristics
of these resources such as occupied area size, shape, location, communication
interface, etc., must be defined in the first stages of the design process, forcing
developers to deal not only with traditional co-design techniques and high-level
design problems, but with efficient reconfiguration process scheduling as well.
Moreover, there is a lack of tools to handle the modeling of partially reconfig-
urable FPGAs at high level of abstraction making almost impossible to explore
the impact of reconfigurable sub-systems on the performance and behaviour of
the system as a whole in early design phases.
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 153–164, 2015.
DOI: 10.1007/978-3-319-16214-0 13
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To solve this problem, there have been some proposals, based on sw/hw sys-
tems for dynamic resource management in FPGAs, that combine both scheduling
and instantiation tasks, and providing a complete flow management to support
the design of dynamically reconfigurable hw [12]. However, this kind of solu-
tion lead designers to the need of a platform where designs could be tested
and simulated, in order to avoid the implementation in hw until the design has
been correctly checked out. Thus, the capability to model partial reconfigura-
tion devices in this sort of platform is revealed as a fundamental requirement in
the design flow. Furthermore, due to the ever increasing complexity of hw and
hw/sw co-designs, developers strive for higher levels of abstraction in the early
stages of the design flow.

In this context, SystemC [1] language has been revealed as an important
tool to deal with not only modelling in high level of abstraction, but also to
work at all stages of the design flow in hw/sw co-designs. SystemC allows the
design and verification of sw, hw or mixed systems. It allows also describing a
system at different levels of abstraction, from RTL up to functional models that
may be timed or untimed. SystemC mainly consists of a class library of C++,
composed of classes, macros and templates; and a simulation kernel, forming
together a framework. This framework has the capability to model a concurrent
system using modules, communications mechanisms and hw-oriented data types.
A module is formed by one or several processes modeling its behaviour; ports to
communicate with other modules; and internal variables to save its states. The
communication ports can be interconnected by using channels. In a SystemC
model hierarchy is allowed so a module can contain other modules. This hierarchy
is dynamically constructed during the execution of the model elaboration phase
and it cannot be changed once the simulation phase has started. This implies a
major difficulty to model the partial dynamic reconfiguration using SystemC.

The simulation kernel executes a SystemC model scheduling and calling C++
functions registered by using SC THREAD, SC CTHREAD or SC METHOD
processes. This execution is divided into two phases: the elaboration phase and
the simulation phase[2]. During the elaboration phase the modules are instanti-
ated and initialized by executing their constructor. It is in this phase where the
processes are also registered. Following, the connections between modules are
established as a part of the initialization phase.

1.1 Dynamic Reconfiguration in SystemC

A reconfigurable system is one that can change part of its configuration at run-
time. Dynamically reconfigurable FPGAs can modify part of its structure to
implement different components with different functionalities in the same area
whereas the rest of the system is running.

Modelling a reconfigurable system requires modelling its behavior as a whole,
in where all possible configurations are taken into account. However, the main
problem that a developer faces when trying to model dynamic reconfiguration
in SystemC is that new instances can’t be generated once the simulation phase
has already started. This limitation can be solved by stopping the simulation
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phase, opening the elaboration phase in order to make all necessary changes, and
running again the simulation phase. However in this way the dynamic reconfig-
uration process is still not modeled.

Therefore, in a system formed by a set of microprocessor and dynamically
reconfigurable FPGAs, a platform that allows the simulation, testing and verifi-
cation of the system including dynamic reconfiguration at the first stage of the
design, arises as a need.

To address these problems, in this paper a simulation framework is proposed,
where reconfiguration takes place at two diffent levels. On one side, it allows the
reconiguration of the interconnection infrastructure at run-time, where compo-
nents can be described at different abstraction levels and languages, such as
C/C++, SystemC RTL, or VHDL. On the other side partial run-time reconfigu-
ration of components is modeled after the use of dynamically loadable libraries,
which do not imply the modification of the simulation kernel, and provides a
simple and homogeneous mecanism for the replacement of the different behav-
iors associated to a reconfigurable area. This framework is based on a lightweight
middleware, using TLM-2.0 as the common transport layer.

The remainder of the paper is structured as follows: in Sect. 2, we discuss
works related to SystemC and partial reconfiguration modeling. Section 3 intro-
duces our simulation framework and the way to model dynamically reconfig-
urable systems, and Sect. 4 presents the application used to validate it. Finally,
we discuss conclusions of our work in Sect. 5.

2 Related Works

Although there are some authors who have proposed a solution based on a
modified SystemC kernel as presented in [3] and [4], most of the researchers
have chosen to stay into the standard and not modify the simulation kernel.

Regarding an unmodified simulation kernel, works shown in [5] associated
to ADRIATIC (Advanced Methodology for Designing Reconfigurable SoC and
Application Targeted IP-entities in wireless Communications) Project, carries
out the concept of Dynamic Reconfigurable Fabric. The fabric is a special com-
ponent that contains several contexts and the capability to dynamically switch
from one context to another. This paper propose a methodology for modeling
dynamically re-configurable blocks, that takes as an input a SystemC model
of a static system and transforms it into a code implementing a reconfigurable
module. Candidate modules to a dynamic implementation are chosen by their
common interface. The main drawback of this work is that it is necessary to
have all the functionalities implemented in each reconfigurable module and it is
not allowed to change it once the simulation has began.

Sharing the same point of view, authors in [6] present their approach to
model partial reconfiguration as a SystemC library, called ReChannel. Although
the concept of reconfigurable zone is added, a reconfigurable module consists in
instantiating all possible modules for each reconfigurable zone, as the previous
case, where only one module is activated at a time by a dynamic circuit switching.
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To connect the set of reconfigurable modules and the remaining system, a portal
is used by handling the basic channel defined on SystemC. The control to manage
reconfiguration is carried out by dedicated portals. However, not only the tasks
are assigned once at the beginning of the simulation, which means that it is not
possible to move the task from one reconfigurable zone to another, but also, it
is not allowed to add new modules in run-time either.

One approach closely related to the architecture of Xilinxs FPGAs, especially
Virtex-II, Virtex-4 and Virtex-5 is shown in [7] and [8]. In this case, the authors
put forward a simulation model where reconfiguration capabilities are included
as well. The starting point is in the smallest unit that can be reconfigured at
the hw level, generating a 1D sequence of columns or 2D grid of tiles, using a
tile as a container encapsulating all needed functionalities. The inner process
of a SystemC module is implemented using SC CTHREAD, SC THREAD and
SC METHOD to represent a synchronous sequential, asynchronous sequential,
and combinational circuits, respectively. The method bodies only consists of a
function pointer that indicates the currently configured functionality. Commu-
nication between tiles has been implemented by manifold ports, modelling the
bus macros used as connectors in the FPGA. When components use more than
one tile, there will be a master tile that execute the task while the others are
functionally switched off, or simply route signals to neighbour tiles. This is an
excellent solution to simulate dynamic systems in this type of FPGAs, however
there are several aspects to take into account. Firstly, the set of ports per edge is
given by the superset of ports required by all implemented functionalities. Thus
every tiles must implement all possible communication protocols. Besides, every
systemC module must include an empty function as well as those implementing
simple signal transfers from incoming to outgoing ports, increasing simulation
time. Finally, this simulation platform does not allow inclusion of new function-
alities once the simulation has started, nor reuse it in architectures other than
1D or 2D meshes.

In [9], authors presented OSSS+R by adding reconfigurable support to the
extension OSSS (Oldenburg System Synthesis Subset), and where they proposes
the automatic synthesis of a reconfigurable system. This synthesisable subset of
SystemC is extended by additional elements for high-level modelling, like shared
variables, polymorphism or transaction level modelling. The C++ polymorphism
concept is used to assign different modules to one reconfigurable zone, as long
as they share the same static interface. This reconfigurable zone are modeled as
a special container called osss recon, which is the basis to take into account the
reconfiguration and the context switch times to provide a RTL model. However,
tasks are assigned to a reconfigurable zone within this container in a static way,
and it is not allowed to change or add one in run-time.

The capability to enable, disable, resume and kill process on systemC were
concepts introduced in SystemC-2.1 as dynamic threads, and it had been used by
authors in [10]. In contrast of static threads, dynamic threads may be spawned
during runtime and not only during the elaboration phase. In this work a recon-
figurable module is composed of two dynamic threads: one for the actual user
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process, modeling the functionality; and the other one for the creation and
destruction processes (control). This work also define the concept of dynamic
port, making possible the construction of a port after the elaboration phase.
However the dynamic port comprises a set of static channels that generate
instance of channel pool before the simulation, and manages the connection
and disconnection of channels in the channel pool. Concerning the two dynamic
threads that compose a reconfigurable module, the control thread is not part of
the reconfiguration process, since it is not the module which is in charge of the
reconfiguration process.

In [11] authors present a simulator, based on the separation of concerns
between the application and the architecture, and it can be used either in early
development stages, or during the implementation phase. As already mentioned
in previous works, they use the concept of reconfigurable zone characterized by a
set of resources. Through their methodology they have taken into account func-
tionality changing and resources sharing. During simulation, a manager is used to
map the reconfigurable modules into the appropriate zone according to available
resources. In order to model the dynamic behaviour of the tasks, a module is set
up with two dynamic threads. The first one is the User Algorithm and represents
the functionality of a dynamically reconfigurable module, spawning at runtime.
The second one is the Reconfiguration Control, that communicates with the
configuration interface and it is responsible for the creation and the destruction
of the User Algorithm. All the communications in this work (between modules
and from the reconfiguration manager to a module) were described using OSCI
TLM-2.0 standard.

Encapsulating a reconfigurable task, modeling its dynamic behaviour by Sys-
temCs dynamic threads, and carrying out the communication by using TLM is
by far the most flexible and complete method to work with partial dynamic
reconfiguration on SystemC.

Extending some issues shown in related works, we presented in [12] a frame-
work to manage partially dynamic reconfiguration in a completed transparent
way for both the user and the application. In this work a Reconfiguration Engine
has been designed to efficiently handle the reconfiguration process without pro-
cessor intervention, and reducing considerably the reconfiguration time. Fur-
thermore, we extended the use of TLM [13] not only to communicate between
modules, or between a module and the remaining system, but also to show a
method to widen flexibility concerning to the topology of the reconfigurable
modules. Although the capability to change or add tasks in run-time on Sys-
temC has not been successfully treated yet, in [14] is shown a method to work
with plugins in C++ that opens a way for reconfigurable modules in run-time
on SystemC.

Our approach relies on a combination between dynamic threads of SystemC
and plugins of C++ to change the functionality of modules during run-time,
and on transaction level modeling for all the communications. One of the most
important features of our proposal is that it is not necessary to change the
simulation kernel of SystemC, and therefore, it is in the line followed by the
standard.
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3 Simulation Framework

3.1 Heterogeneous Component Integration

One of the contributions of the paper is the definition of a common integration
environment, where different kinds of heretogeneous (hw and sw) comoponents
can be integrated at different abstraction levels. This is achived thanks to the
use of a TLM communication infrastructure, and therefore to the separation of
concerns between communcation and functionality. However, TLM is only used
as the communication physical layer because, as novel contribution in this work,
a middleware is added, incorporating a new logical layer, and appending a set
of semantic rules to TLM (See Fig: 1).

The TLM layer works as a communication network that routes messages from
one physical TLM destination to another. On the other side, each component
has a logical identifier, and follows some simple and predefined rules for the con-
struction and parsing of the communication messages, which define the fields to
include in the message as well as the way data must be serialized to be consistent
in both ends of the communication process. The purpose of the logical layer is
to stablish a biunivocal correspondence between the behavior representation of
the component as a set of functions and parameters, and how their invocations
and return values are translated into messages. However, components may be
modelled at any abstraction layer, as far as their final interface is compatible
with the logical messages defined.

The separation of both the physical and logical planes of the communication
is the key to provide transparency between components, and avoid unnecessary
coupling between functionality and low-level integration details. However it relies
on the use of a specific adapter, called CA (Communication Adapter), provided
as part of the framework, and which will act as a bridge between both worlds.

Fig. 1. Communication adapter

3.2 Communication Adapter Architecture

As a result, the simulation framework allows the interconnection of not only a set
of components described in different abstraction levels, but also any other entity
(such a external subsystem), as long as it is done through a specific CA. For
instance, it is possible to connect our system to an emulator, where an specific
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sw is running, and which makes use of a component simulated in our tool as a
hw accelerator.

As its name describes, the purpose of the Communication Adapter (figure 1)
is the adaptation of the component interface to the TLM communication infras-
tructure that links the rest of components in the system. On the TLM side, oper-
ation requests and data are encapsulated following the payload format described
in the TLM-2.0 standard. On the component side, communication is performed
by a double set of input/ouput FIFOs. The use of a FIFO interface may seem
restrictive with respect to the use of a richer component interface at a first glance.
However, the payload format used by TLM perfectly fits this approach with
almost no overhead, and additionally, it is possible to add an specific adapter to
map it into a more appropriate one.

The CA is a library component provided by the simulation framework. From
the physical communication point of view, it can be configured to act as a TLM
initiator and/or target. Each kind of interface has its counterpart input and
output FIFOs in the component side. But from a logical point of view, the CA is
the responsible for the implementation of the basic middleware services, which in
the simplest case implies that communication transparency between components
is guaranteed. This is achieved by the:

– separation between physical and logical addressing spaces. The
physical one relates to the references used by TLM, which are used to route
messages from initiators to targets and vice-versa. Logical references are used
by the components, regardless of their physical location. Logical addresses
are mapped into physical ones depending on the topology defined in the
model. The mapping can be hardcoded in the CA, or may be delegated into
a location service, such as the one described in section 3.6.

– message format. Messages are routed by the TLM infrastructure based on
the information in their headers, which corresponds to the physical address-
ing space. The TLM data field of the payload can be divided into two parts.
The first one can be considered the logical header of the message, and
includes the logical address from the source and target, as well as a mes-
sage identifier, that the CA can use to link return values with the requests.
Finally the last part of the message includes the real data of the message,
serialized following a set of fixed rules. That data can be directly forwarded
to the component interface FIFOs.

– message protocol. In this case a simple request/replay protocol is used.

3.3 Partial Dynamic Run-Time Reconfiguration

As already mentioned in the introduction, SystemC suffers from some limi-
tations when considering partial dynamic reconfiguration modelling.The main
conclusion to be drawn from these limitations is that there is no direct way to
add functionality to a component at runtime without modifying the simulation
kernel.

Alternatively, this paper proposes of a novel technique for modelling partial
dynamic reconfiguration using SystemC, which is based in the combination of
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dynamic libraries, plus the use of a special component adaptor: the Reconfig-
urable Unit (RU). Such units can be configured to embed completely different
behaviors, that may be replaced during the life cycle of the application. RUs
and regular components are integrated into the simulation model using the CA
described in section 3.2, since once configured, RUs act as any other component
in the system.

RU reconfiguration is performed by the Reconfiguration Controller (RC).
The task of the controller is to dynamically (at run-time) load the behaviors
associated to each RU, and configure the CA to be accessible from other compo-
nents in the system. The RU doesn’t take any reconfiguration decisions by itself,
but it provides a very simple abstraction layer for reconfiguration management.
Currently the framework doesn’t include any facility such as a reconfiguration
scheduler, so it must be modelled as part of the application. However, nothing
prevents from building it as a service on top of the RC.

Finally a directory service is required, in order to map logical references of
the components into their physical TLM identity. As part of the reconfiguration
process both the logical and physical identities of the component in the CA of
the RU are updated.

3.4 Reconfigurable Unit Architecture

RUs are not real components but an almost empty frame that provides the
FIFO interfaces described in section 3.2 (figure 2), as well as a reference variable
that can instantiate different component behaviors, not statically determined
(figure 2). The reconfiguration process then consists in the instantiation of a
certain behavior included in a dynamic library, which can be loaded at run-
time, just like a sw plugin. Once the library is downloaded, the reference is
updated, and the RU behaves as specified in the library.

As it happens with plugins, something to take into account is that the inter-
face of the component is fixed at design time, and therefore every component
that maps into a RU must comply with it. However, that’s not really a prob-
lem because in the proposed model, the entry point to the component are FIFO
channels. If a more specific interface is required (for third party IP integration,
for example), it can be easily adapted. The reconfigurable behavior thus will
include the adaptor as part of the model. Furthermore, the existance of a fixed
interface resembles the real physical behavior of reconfigurable logic in FPGAs.

3.5 Reconfiguration Controller

The Reconfiguration Controller includes a list of the available RUs in the system.
This list is defined at compile, when the concrete number of available RUs is
fixed. Therefore there is no limitation in the number of different behaviors used
in the RUs, but the number of different RUs remains constant.

After elaboration, at run-time, the RC waits for the reception of reconfigu-
ration requests. The RC works at a different plane than the RUs in the system,
and does not share the same TLM communication infrastructure. The requests
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Fig. 2. Communication adapter

are received though the input FIFO as a serialized message, that can include
one of the following type of operations:

– start: for the activation of the component, either because it has been pre-
viously stopped or it has just been configured

– stop: that disables both the execution and reception of messages
– reconfigure: the request includes the name of the behavior to download, as

well as the physical and logical identities of the new resulting component.

From the simulator point of view, the reconfiguration process involves three
operations, all of them managed from the RC:

1. First the binary code of the new behavior must be downloaded from a
dynamic library. Previously the source code of the model must be compiled,
and the compatibility of the interface has to be ensured. Once downloaded,
the RU reference to the real code is updated (through a sc process handle
reference).

2. The next step consists in the configuration of the logical addressing in the CA
of the RU, so the new component becomes available to the rest of components
in the system. At the same time such reference must be updated in the
directory service (locator), so it can be queried by other CAs during logical
to physical address translation.

3. Finally, a call to the sc spawn function will initiate the execution of the
process that acts as the entry point to the component behavior, which is
equivalent to the start operation.

The procedure described above can also include time modelling, and a recon-
figurable latency can be asociated in the form of a parametrizable function.

3.6 Location Service

This service is used to map physical and logical addresses, and can be easily
implemented using a table. The use of a table even allows for the dynamic
replacement of the references, a necessary feature to implement partial dynamic
reconfiguration.
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Components should only refer to the logical references of their targets so the
models are not dependant from the concrete topology of the implementation.
The translation between both of them should be a responsibility of the CA
which will request for it to the location service. Such requests can be cached in
the adapter to reduce the execution overhead.

4 Experimental Results

In order to check the validity of the approach two simple experiments have been
carried out. The first one consists in the reconfiguration of a simple signal gen-
erator component with two versions, one producing a sinusoidal output, and the
other generating a saw shaped signal. The top of the system simply instanti-
ates one RU plus the corresponding CA, and the RC, and data communication
reduces to a single message for starting/stopping the generation procedure. The
result of the execution is shown in figure 3.

Fig. 3. Simulation of a reconfiguration

The second experiment consists in the simulation of a set of several versions
of the Features from Accelerated Segment Test (FAST) Corner Detection algo-
rithm [15] [16], used to detect corners in an image. In this experiment different
versions of the algorithm are implemented in the same RU, and taking 9, 10,
11 or 12 pixels in the working out for each version. This experiment is used to
model a dynamically reconfigurable part of a system in which the execution of
this algorthm is accelerated in reconfigurable areas of a FPGA in which the hw
implementation of the algorithm can be reconfigured in run-time according to
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the version required [17]. In this experiment for each version, a golden refer-
ence model exists to check the correct performance of the algorithm. The top
application uses the dynamically reconfigurable environment to keep the same
system simulation environment to systematically evaluate all different versions.
The model includes a test module that consecutively loads a different configu-
ration into a single RU, injects the corresponding data through the TLM infras-
tructure, receives the results of the computation, and finally checks the correct
performance of the model.

Fig. 4. FAST test simulation

However, the framework described is not limited to the use of a single dynami-
cally reconfigurable component. Any number of them can be combined, including
the static part of the design, or even linked with a third party models, as far as
the communication takes place through the appropriate CA. This framework is
specially well suited for the simulation of highly adaptable systems, such as the
ones used in mixed mode genetic architectures, for example.

5 Conclusions

The main contribution presented in this paper has been a straightforward way to
model partial dynamic reconfiguration in SystemC without the need to modify
the simulation kernel of the language. Although the work mostly refers to recon-
figurable components, it can be extensible to the whole model of the system,
since the use of a communication middleware ensures communication flexibly
and transparency between heterogeneous components. Such middleware is based
in the use of TLM as the physical transport layer for messages, and therefore
inherits the benefits in the modelling capabilities as well as the flexibility already
provided by the standard.

Moreover, the proposed technique for reconfiguration implies almost no sim-
ulation overhead, since the number of components instantiated are kept to the
minimum, there is only one active processes in execution per RU, and there is
not any other in the background, disabled or waiting to be resumed. Finally,
the extension of the system through the inclusion of new behaviors that can be
instantiated into the RUs, implies no modification in the simulation model.
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Abstract. In this paper a novel coarse-grained architecture virtualiza-
tion for Field Programmable Gate Arrays (FPGA) is presented which
can be used as basis for run-time dynamic hardware multithreading. The
architecture uses on-chip networking to interconnect routers and compu-
tational elements providing a flexible and highly configurable structure.
Quadratic routers are reducing total router count while ensuring short
communication paths and minimal resource overhead.
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1 Introduction

Decreasing size of transistors and increasing packing density have led the tran-
sition from high-clocked single processors to multicore. However, pure multicore
solutions without customized computing components will not be able to provide
the required performance in many computational fields such as image process-
ing, oil and gas exploration, and programmatic financial trading, which requires
complex 3D convolutions on large data arrays and tight requirements on mem-
ory and IO [10]. Studies are predicting that increase in power as result of chip
density will drastically reduce the usage of manycores to a maximum of 75%
[7]. Heterogeneous architectures made upon general purpose processors and spe-
cialized computing components, intelligent methods to dynamically adapt chip
resources to run-time computational and power consumption requirements can
improve the performance of future multicores [10]. Reconfigurable logic such as
FPGAs can be used for this purpose, as part of heterogeneous multiprocessors,
either on the same die or as separate co-processor. However, for such platforms
to be successful, the FPGA must be able to dynamically accommodate multi-
ple threads running as hardware tasks. Dynamically placing and replacing those
threads on the FPGA to allow critical parts of applications to be accelerated at
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run-time is done today using partial reconfiguration, a process technically and
conceptually limited in currently FPGAs. Firstly, there is currently no support
for communication among tasks arbitrarily placed on FPGA at run-time. The
modular design flow used for partial reconfiguration in today’s FPGAs places
high restrictions on designs, requesting computational bins and direct communi-
cation tracks to be specified at compile-time. Once fixed, this structure cannot
be modified at run-time, which drastically reduces the flexibility. The process
is done manually for every design and is very sensitive to small changes. Sec-
ondly, FPGA configuration is very fine-grained, which increases reconfiguration
overhead, particularly when tasks consuming large amount of resources must
be frequently placed on the device. Finally, the programmability of FPGAs is
essentially reduced to hardware design, a difficult process that prevents its adop-
tion in the software community where the bulk of programmers are to be found.
Hardware virtualization can help overcome the aforementioned hurdles by plac-
ing a coarse-grained reconfigurable hardware overlay between hardware tasks
and raw FPGA. This reduces the configuration overhead, allows design decision
to be made on-line and reduce the programmability burdens through compil-
ers that can map instructions to coarse-grained processing elements. Overlay
architectures recently proposed for FPGAs are based on existing concepts of
coarse-grained reconfigurable architectures. They consist of microarchitectural
components like ALU, multiplexers and direct interconnection among neighbor-
ing or distant cores. Existing overlays are accessible as a single large monolithic
block that can accommodate only one hardware function at a time. Their com-
munication is based on direct interconnection paradigm, which must be fixed
at design time and never changed at run-time. As result, their communication
infrastructure does not promote hardware multithreading. Tasks cannot to be
randomly placed on the reconfigurable device at run-time and be accessible by
other tasks, either on the same device or on external devices.

In this work, we propose a novel virtualization architecture for FPGAs which
allows for unrestricted communication among hardware tasks running on the
device. The architecture combines direct interconnection for high-performance
at local level within a task’s boundary, while using reduced overhead network-
on-chip for global communication beyond component boundary. The architec-
ture is based on a quadratic router access mechanism that drastically reduce
the number of routers, thus leading to short communication paths and reduced
resource overhead. We address the inefficient resource usage with a novel class
of routers that can be dynamically recycled as computing resource in modules in
the boundary of which they are placed at run-time. The viability of our approach
is demonstrated with benchmarks in signal and image processing, which shows
a performance difference between applications running on raw FPGAs and the
same applications running on the virtualization layer.

The paper is organized as follow: Section 2 provides a motivation of the
problem solved in this paper with help of a case study. In section 3 we discuss
coarse-grained reconfigurable architectures and recent work in FPGA virtual-
ization. In section 4, we present our architecture and explain design choices we
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made to address problems of existing overlays. Section 5 shows our evaluation
approach and the meaning of the results, while section 6 concludes the paper
and provide some indication of our future work.

2 Motivation Example

The problem addressed in this work, namely hardware multitasking on coarse-
grained reconfigurable devices is illustrated in Figure 1. Consider a device with
a 2-D mesh and a global and flexible form of communication, in this case a
network on chip. The first set of threads on the device represent the execution of
a video communication application consisting of a video capture module, a video
compressor after the H.264 protocol and a communication using WLAN. This
implementation is constrained by the two already placed components CR1 and
CR2, which cause the communication between the compressor and the WLAN
modules to go through 5 hops. Upon completion of CR1 and CR2, a relocation
can be done, which reduces the distance between the compressor and the WLAN
to just 3 hops. The WLAN modules can further be replaced by a Bluetooth
module with a much smaller footprint, lower power and performance, which
reduces the distance between the two modules to just 2 hops, without altering
the distance between the compressor and the video capture module.
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Fig. 1. Video capture, compression and transmission (left) and performance improve-
ment through reconfiguration and relocation.

Resource organization for efficient temporal execution of those tasks at run-
time is very challenging. High performance and accessibility are the two main
objectives to be reached. High performance is defined by architectural consider-
ations and efficient run-time organization and management, while accessibility
allows hardware tasks running of the device to be reachable regardless of their
placement location and later relocation. While virtualization on FPGA provides
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an answer to the first challenge, existing implementation do not address acces-
sibility since they are tailored only for fixed usage. As consequence, no exist-
ing coarse-grained architecture and overlay can handle the scenario previously
described.

Our main contribution in this work is the design of a novel virtualization
infrastructure allowing a flexible and unrestricted communication among hard-
ware tasks arbitrarily placed on the virtual hardware at run-time.

3 Related Work

Published work in coarse-grained reconfigurable architectures and FPGA over-
lays such as [3,11,15] are essentially dataflow machines, ususally consisting of
small arithmetic and logic units, register files, all of which are immersed in an
switch-based interconnect structure. Data-flow machines are mostly used in sys-
tems as co-processors for acceleration of a single tasks, which can be replaced
by configuring the entire device. Communication is based on direct intercon-
nect among neighbor or distant processing elements. While data-flow machines
fulfill high-performance requirements, they do not address accessibility, which
is mostly enforced by the communication mechanism. Bus systems currently
in use in system-on-chips represent a potential communication alternative in
coarse-grained architectures. However, current bus-based architectures will not
be able to sustain the communication load among hundreds of processing ele-
ments a coarse-grained overlay would be able to accommodate in future FPGAs.
The overhead needed to manage hundred of connected cores on a single bus will
drastically reduce system performance and offset all parallelism gains. Network-
on-Chip (NoC) was designed as a means to overcome the communication bottle-
neck in high density chips in the future [1,6]. In NoC, messages are exchanged
among cores, memories and peripherals, all of which are connected in a network
infrastructure on the chip, instead of using dedicated wires. While the advantage
of NoCs have been quantitatively and qualitatively elucidated in some publica-
tions [2,13], they also present some drawbacks, mostly due to the adoption of
regular computer network paradigms in the chip domain. NoCs are usually pro-
vided as a 2-dimensional grid with routers placed at intersections between lines
and columns and connected to homogeneous PEs. This approach creates three
main problems: 1) communication within the boundary of complex components
split across several PEs is message-based instead of directed and dedicated, thus
leading to performance degradation; 2) Routers in the 2D Mesh are tailored for
the general case. As consequence, dedicated topologies must be mapped to the
2D mesh, which increases resource redundancy; 3) the number of routers on many
routes in the 2D are usually more than needed to route a packet to destination,
which increases the routing time. Routing techniques such as virtual-cut-through
are able to bypass some idle routers to improve the speed, but they don’t address
the redundancy issue. As solution to the three mentioned problems, Application
Specific NoCs (ASNoC) have been proposed in several publications [5,8,12]. In
a ASNoC large components spanning beyond a single PEs are implemented in
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dedicated area, where direct interconnections within the module boundary are
used to increase their speed. The topology of the network is usually determined
by the communication pattern of the system, which eliminates redundancies and
improves performance. However, the main drawback of ASNoCs is their lack of
flexibility. For each application an ASNoC-Chip must be built, which incurs high
design and production costs that most companies cannot afford. The resulting
chip is optimal for the targeted application, but cannot be used for others appli-
cations. The Zippy architecture [4] attempts to provide an answer to accessibility
and high-performance though a mixture of direct connection for neighbor PE and
bus for global interconnect. Beside low performance, the use of a bus restricts the
placement of components to certain location on the chip, thus limiting device’s
flexibility. In [14] preliminary results of a dynamic network-on-chip paradigms
was presented. However, high-router count and large resource overhead of routers
prevented the usage of this technology, particularly on FPGA devices.

In this work, we propose a novel architecture that combines coarse-grained
elements, a mixture of network-on-chip and direct interconnection. With router
reuse in components, our approach overcomes the problems of current coarse-
grained reconfigurable devices and FPGA overlays.

4 The Novel Architecture

We present our architecture in this section and discuss our design choices. The
overall architecture organization is first explained at high level, with emphasis on
local and global connectivity. Thereafter, processing elements and interconnect
are explained in more details.

4.1 General Device Organization

We propose the general organization of figure 2d, which goes far beyond the
capabilities of the most advance architectures proposed so far. For instance the
Zippy architecture [4](Figure 2a) uses direct interconnect locally and a bus for
global interconnection. The bus is used to access every single PE from an exter-
nal processor attached to the device. Interconnection between modules executing
on chip must go through an external memory or external processor, which dras-
tically slows down computations. Using a regular NoC (figure 2b) to provide
communication among modules on the chip would be very efficient and flexi-
ble. However, the performance of large modules split across many processing
element will suffer because of the message-based data exchange within a com-
ponent boundary. Our proposed architecture reduces the number of router by 4
by providing one router for a group of four PEs, similar to the Arteris FlexNoC
architecture (figure 2c). However, as oppose the FlexNoC, our proposed archi-
tecture also provides direct interconnection to neighbor PE, thus increasing the
streaming bandwidth among PEs used in the same module. This fulfills the high-
performance requirement. Each component consisting of several PEs will access
the network and be reachable through one of the routers in the set of routers
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it covers, which fulfills the accessibility requirement. The last innovation of our
architecture is that remaining routers will be used to provide additional com-
putational power to that component. To our best knowledge, no existing device
has make use of this paradigm. We call our architecture Quattuor because it
connects 4 PE on a single router.
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Fig. 2. The Zippy architecture [4] (2a) uses buses for global communication, while
regular NoC (2b) exhibits high routers redundancy. Arterix FlexNoC [9] (2c) has less
routers, but does not provide direct connection between neighbor modules. Our pro-
posed architecture (2d) extends the best of existing architectures with direct intercon-
nect, network-on-chip and router reuse.

4.2 Processing Elements

Like other coarse-grained reconfigurable architectures, the Quattuor processing
elements consist of several arithmetic and logic units for data processing, register
files for data storage, multiplexers and demultiplexers for controlling the flow of
data among the units. The processing elements (PE) proposed in this section
are kept relatively simple due to the early stage of development. More complex
functional units are planned for the future. The organization of a Quattuor-PE
is presented in Figure 3. The computation is done using ALUs, each of which
provides 8 arithmetic and logic operations: addition, subtraction, multiplication,
division, nop, and, or and xor.
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Fig. 3. Structure of a Quattuor-PE

The register files as well as the ALUs within a 4-block are connected to the
router and neighbor PEs, so they can receive exchange operands and results of
computation. The configuration of a PE is done by the configuration register
which is connected to all units in the PE. Configuring a unit consists of defining
its behavior at certain point until the next configuration or a repeating operation.
Each processing element has a unique address and receives its configuration
through the network using its closest router. Sending configuration data through
the network removes the need for dedicated configuration lines present in existing
coarse-grained architecture and overlays. Because we use one router for 4 PEs,
the configuration path is reduced by 4. Furthermore depending on the geographic
location on the chip, configuration data can be sent from the closest router to
the PE, which further reduce configuration time.

6495
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3251525556596063
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Fig. 4. Configuration Bits of a Quattuor-PE.

The format of configuration data is shown in Figure 4. It consists of a 96-
bit packet. The bits 95-64 define operands for the ALU if they are needed.
The following eight bits 63-56 control the operand multiplexers and define the
source of each operand. The bits 55-52 select the operation for the ALU. The
following bits 51-12 define the destinations for the result of the ALU operation.
The possibility to define more than one destination offers a great flexibility to
implement data-flow graphs in the network. The bits 11-8 define what should
be done with the result. Bit 7 can be set to allow a continuous operation of the
current PE configuration. The last bits are reserved for future use.
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The flexible operand selection allows the mapping of complex data-flow
graphs on the PEs. The default choice for the operand selection (0000) is that
the ALU takes operands directly from the PE configuration. But to allow more
complex data-flows the operand can also be taken from neighboring PEs. This
direct connection enables fast exchange of results and operands between multi-
ple ALUs and because of the Quattuor architecture complex operations can be
implemented with multiple PEs while avoiding router communication.

To keep flexibility in the network operands can be also sent using the router
interconnect. This functionality allows sending operation results to other parti-
tions in the network while no PE has to be blocked for the transfer.

The result output of a PE can be configured in various ways. The default
action is to define the ALU result as final result which will be reported back to
the processor. The type of result will be sent to the Quattuor network output
by using the router interconnect. Another possibility is to deliver the result to a
neighboring PE using the direct interconnect. This is the fastest transfer possible
in the network. For transferring results to a more distant location in the network
the router interconnect can be used.

4.3 Router Architecture

Besides the processing elements, routers are one of the most important compo-
nents on our dynamic network on chip concept. Our router is created with a
set of FIFOs and a controller. There is one input FIFO that collects the four
inputs of the router using a round-robin mechanism. All messages get collected
and delivered to the designated outputs.

To transfer the configurations for the PEs a small header is added to the 96
configuration bits. This header defines the target router which is connected to
the target PE. Considering the growing capabilities of upcoming FPGA series
the router address is given by 16 bits allowing to identify 256 routers in every
dimension which lead to 262144 PEs.

The routing is performed using dimension ordering routing, so called Y-X
routing.

4.4 Quattuor-PE Direct Interconnect

As stated earlier, then main differentiation of the Quattuor-Architecture is the
capability of using direct interconnect locally, within a task for fast data exchange
among the sub-modules, and global communication using messages beyond com-
ponents boundary. The first approach is useful when building computational
data-flow graphs that leverages parallelism within a task. Direct communication
between two neighbor PE takes just 1 clock cycle. In the second case, global
communication goes through the router and depends on the distance between
the two hardware tasks. We do not address this part in this work and simply
assume that a function in change of run-time resource management will keep
components which heavily communicate close to each other.
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Fig. 5. Internal structure of routers with PEs

The delay of ALU operation depends on the implementation of the single
operations. While bit manipulations like shift, and, or, xor etc. can be handled
in a single clock cycle, more complex operations like division may take longer.
As mentioned before the router implements a round-robin scheduling on the
router inputs. That leads to a variable input delay of one to four clock cycles
plus a delay depending on the FIFO implementation of the input buffers. All
communication between routers implements a hand-shake-algorithm to ensure
data integrity even if a router buffer is completely filled. Communication between
router and the connected PEs is done in a single clock cycle.

5 Evaluation

For evaluation, we implemented the Quattuor-Architecture on various FPGA in
diverse configurations. Our first objective was assess the resource consumption
on diverse FPGAs, which will then give an estimate of the size of the overlay
that can be accommodated on contemporary devices. Beside resource consump-
tion, we also wanted to measure the performance decrease resulting from the
implementation of applications on the overlay compare to their implementation
on the raw FPGA.

Table 1 summarizes the resource consumption for single Quattuor-Elements
as well as Quattuor-Arrays of size (in number of routers) of 3x3 (6x6 PEs) and
4x4 (8x8 PEs) in 3 different FPGA-Types: Cyclone IV (Altera EP4CE115F29C7),
Cyclone V (Altera 5CSXFC6D6F31C6), Zynq-7000 (Xilinx XC7Z020-3-CLG484).
The chosen FPGAs are considered the low-cost series from Altera and Xilinx. Our
tests show that even these device are capable of hosting 3x3 and 4x4 router arrays
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providing 36 respectively 64 PEs. Also an important characteristic of the design is
the operational frequency. Here we can see that on the Zynq platform the design
achieves a significantly higher frequency.

Table 1. Evaluation of the Quattuor-Architecture in term of area and speed on various
FPGAs

Area Cyclone-IV Cyclone-V Zynq-7000

3x3 Array 37% 37% 34%
4x4 Array 67% 67% 61%

Speed in MHz Cyclone-IV Cyclone-V Zynq-7000

3x3 Array 147 173 223
4x4 Array 142 165 223

Our second part of the evaluation is more oriented on the application side and
performed on a Cyclone IV FPGA running a NIOS2 processor together with a
Quattuor network. For the benchmark the system-on-chip performs several oper-
ations which will be compared to raw software and raw FPGA implementations.
The following section shows how a Quattuor configuration is derived from an
application on the example of 3x3 matrix multiplication.

a =

⎛
⎝a00 a01 a02
a10 a11 a12
a20 a21 a22

⎞
⎠ b =

⎛
⎝b00 b01 b02
b10 b11 b12
b20 b21 b22

⎞
⎠ (1)

c =

⎛
⎝a00b00 + a01b10 + a02b20 . . . a00b02 + a01b12 + a02b22
a10b00 + a11b10 + a12b20 . . . a10b02 + a11b12 + a12b22
a20b00 + a11b10 + a22b20 . . . a20b02 + a21b12 + a22b22

⎞
⎠ (2)

Each component of the final result matrix can be implemented using three
multiplications and two additions and be represented using the following data-
flow graph (for the first element of the result matrix):

a01 a02 b00 b10 b20

x x x

+

+ c00

a00

(a)

a00 x b00 + a01 x b10

a02 x b20 +
c00

Router Router

(b)

Fig. 6. Data-flow for matrix component c00 and mapping on PEs
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Now there are some possibilities for the implementation. The first intention
is that every component of the result matrix can be build by the same operations
only changing the operands. That means one implementation would be to map
this particular set of operations shown in the data-flow graph to the Quattuor
array like in Figure 6b.

To evaluate the performance of this implementation we created a small
system-on-chip on the Cyclone-IV FPGA consisting a NIOS2 soft-core CPU.
The complete system (CPU, Quattuor, memory) is running at 50 MHz and the
results are compared to others systems.

Table 2. Evaluation of the Quattuor-Performance for a 3x3 Matrix Multiplication

Application Quattuor/NIOS2 NIOS2 Intel 2.1GHz FPGA

3x3 Matrix 4.8ms (6us) 504us 2us 405us (720ns)
3x1 Matrix 1.8ms (2us) 120us 1us 149us (240ns)

In Table 2 the results for the performance evaluation are listed. We can
state that in this example using the Quattuor network creates a large overhead.
The measured execution time is about five milliseconds for the complete 3x3
matrix multiplication but calculating the results takes only 6 µs. The rest of
the execution time is taken by the configuration of the PEs which has to be
done for every component of the result matrix and the communication between
the Quattuor network, CPU and memory. This can also be seen in comparison
with a raw FPGA implementation. This was done by creating a small IP core
with bus interface implementing the data-flow as seen in Figure 6a. Even in this
implementation we can see that for operand writing to and result reading from
the IP core there is a large overhead.

6 Conclusion and Future Work

In this paper, we presented a concept and implementation of a novel coarse-
grained architecture virtualization for Field Programmable Gate Arrays. The
Quattuor architecture allows for run-time dynamic hardware multithreading by
using a combination of direct interconnection to allow for high-performance com-
munication within task boundaries, low-overhead network-on-chip for communi-
cation beyond component boundaries. Our evaluation shows a performance lost
toward raw software and FPGA implementations which is generated by the com-
munication overhead which is needed to configure the PEs via the bus connection
of the Quattuor IP core and the interconnect latency in the network. The future
work on the topic will focus on effective PE configuration and configuration
reusing to minimize the impact for real world applications. Also in our future
work we are going to investigate how to automatically map applications on the
network without requiring users to recode their programs. For instance binary
synthesis will be made possible with our approach, with the goal of extracting
parallel kernel at run-time and synthesizing them for FPGA acceleration.
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Abstract. This work proposes the introduction of multiple spatially
independent network interfaces in order to connect computational re-
sources to mesh-based Networks-on-Chip (NoCs). Furthermore, a flexible
system for traffic monitoring is introduced supporting runtime reconfig-
urability as well as software-based centralized data aggregation and eval-
uation. These approaches are combined to form a sophisticated
framework for runtime traffic management of NoC-based many-core sys-
tems exploiting the dual-path options of the underlying network.

Simulations show that this framework is capable of significantly decel-
erating thermal wear-out, while improving performance characteristics
(e. g. packet delay) at moderate additional costs (i. e. power dissipation).

Keywords: Networks-on-Chip ·Adaptive routing ·Many-core systems ·
Run-time traffic management

1 Introduction

Networks-on-Chip (NoCs) emerged as the next generation of communication
infrastructures for modern many-core systems applying packet-based communi-
cation inside a networked topology of routers. The most commonly used NoC
topology is the 2-dimensional NX×NY mesh (2D-mesh) reverting to XY-routing
and wormhole-switching. This supports a regular physical layout as well as scal-
ability and provides the required degree of parallelism [1]. Typically, each com-
putational resource is served by one dedicated router. In many cases routers are
enhanced by techniques like dual-path routing (e. g. XY/YX-routing), the uti-
lization of virtual-channels (VCs) or deepening of the logical router pipeline by
additional stages [2]. This paper introduces different modifications and enhance-
ments for the introduced 2D-meshes. Contributions are as follows:

– Application of a quadrant-based mesh (QMesh) connecting each compu-
tational resource to the routers of all surrounding quadrants. Average hop
distances are reduced and the integration of dual-path routing without using
VCs is enabled. The basic structure of the 2D-mesh is maintained.

c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 179–190, 2015.
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– The QMesh is equipped with Flexible Traffic Monitoring (FTM). The obser-
vation of reconfigurable rectangular clusters is supported utilizing adaptable
algorithms and policies for monitoring and data evaluation. For each cluster
traffic recording is provided including run-time end-to-end traffic analysis.

– Combination of the dual-path capabilities of the QMesh with FTM to enable
intra-cluster path updates at run-time.

The resulting NoC infrastructure represents a flexible, configurable solution
for adaptive routing at run-time. The overall framework is outlined in Figure 1.
As it can be seen, FTM and potential path reconfigurations are performed on
a cluster-basis, while monitoring is done individually for each NoC tile within
a cluster. Aggregation of monitoring data collected for all tiles of a cluster is
performed by a designated master-tile. Traffic evaluation and adaptations are
executed by SW solutions, while basic monitoring functions as well as the aggre-
gation of monitoring data are realized in HW. Furthermore, regular network
traffic is separated from monitoring and control packets by utilizing two fully
independent networks (i. e. DNoC and SNoC). This approach is expected to yield
improvements regarding incidence of network saturation, average packet delay,
fault-tolerance and thermally induced wear-out of NoC components. At the same
time, additional power dissipation and area overhead shall be kept moderate.

The remainder of this paper is organized as follows. Section 2 contains the
related work on multi-ported topologies, run-time traffic monitoring and path
adaptation mechanisms. Section 3 introduces the QMesh infrastructure, while
in Section 4 the concept of FTM is addressed. Subsequently, in Section 5 the
approach for run-time adaptation of routing paths is introduced. Section 6 pro-
vides experimental results regarding impact on performance and reliability. The
paper is concluded in Section 7.
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Fig. 1. Partition of the NoC-based infrastructure into clusters and tiles for traffic
monitoring, evaluation and adaptation of routing paths
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2 Related Work

In the following state-of-the-art approaches, the implementation of multi-ported
resources in NoCs is mainly driven by the separation of traffic classes in order
to improve communication performance. Furthermore, the introduction of addi-
tional resource connectivity differs between specialized and generalized policies.

In [3] a hybrid NoC (HNoC) combining a 2D-mesh with point-to-point (P2P)
buses is proposed. These P2P connections exclusively serve to cover nearest-
neighbor communication to adjacent resources. The approach in [4] deploys two
independent network interfaces (NIs) in order to connect resources to two 2D-
meshes handling dedicated traffic classes. Both approaches apply multi-ported
resources to integrate additional NoC infrastructure elements.

In [5–7] the focus is on enhancements of single-network meshes. In [5] a dual
NI is explored to increase the fault-tolerance of 2D-meshes. Each resource is
connected to two spatially independent routers of the same row of the mesh
to provide higher path independence. However, this approach cannot provide
full path independence for all source-destination pairings, since the connection
to routers of the same row leads to shared XY-path segments for a significant
amount of destinations.

In [6,7] the NR-Mesh is introduced connecting each resource to up to four
adjacent routers. Traffic injection follows a random policy for the selection of a
dedicated NI for each packet, while at the destination dynamic selection of the
ejection NI is applied. For the routing policy, deterministic XY-routing as well as
adaptive XY/YX-routing are proposed. However, the concept of injection port
selection as well as the routing policy seem to be only proof-of-concept studies.

Regarding the combination of run-time traffic monitoring and routing, distri-
buted adaptive strategies represent the most commonly applied approaches. Typ-
ically, distributed minimal routing algorithms with full or partial adaptivity are
applied adapting the path for each packet at the hop-to-hop level. Continuous
regional traffic monitoring of buffer or crossbar utilization is proposed in [8].
Gathered information concerning the local traffic situation is considered by min-
imal, partially adaptive solutions like odd-even or west-first/negative-first/north-
last adaptations deviated from the work in [9].

Local traffic monitoring with adaptive non-minimal routing is combined in [11].
Probabilistic and source-based selection between minimal XY- and YX-routing
is implemented in [12] offering nearly optimal throughput without additional
costs for path selection.

3 Quadran T-Based Mesh Topology

The basic structure of the QMesh topology is illustrated in Figures 2a and 2b.
Furthermore, different packet transfer scenarios and resulting dual-path options
with applied XY-routing are depicted. Inside a regular 2D-mesh packets are
generated at an arbitrary source (SRC) and are then injected into the NoC at the
router located at Q0. Subsequently, packets are forwarded along the X-direction
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Fig. 2. 5×5 QMesh: dual-path options for the available SRC/DST constellations

and then along the Y-direction until the router at Q0 at the destination (DST)
is reached. Therefore, simple XY-coordinates of the 2D-mesh are sufficient for
unique addressing. For the scenario in Figure 2a DSTs are designated U, R, D,
L, while in Figure 2b DSTs are labeled Q0 to Q3 relative to the SRC.

Table 1. Dual-path options in the QMesh including constraints and hop distances
compared to a regular 2D-mesh (from the perspective of a SRC)

DST
Path A Path B

Qin,src Qout,router Hop dist. Qin,src Qout,router Hop dist. Constraint

Up (U) Q0 Q3 nhop,2D-1 Q3 Q0 nhop,2D-1 xsrc>0
Right (R) Q0 Q1 nhop,2D-1 Q1 Q0 nhop,2D-1 ysrc>0
Down (D) Q1 Q2 nhop,2D-1 Q2 Q1 nhop,2D-1 xsrc>0
Left (L) Q3 Q2 nhop,2D-1 Q2 Q3 nhop,2D-1 ysrc>0

Q0 Q0 Q0 nhop,2D-2 Q1 Q3 nhop,2D ysrc>0
Q1 Q1 Q1 nhop,2D-2 Q0 Q2 nhop,2D none
Q2 Q2 Q2 nhop,2D-2 Q3 Q1 nhop,2D xbase,dst>0
Q3 Q3 Q3 nhop,2D-2 Q2 Q0 nhop,2D ysrc&xbase,dst>0

In contrast, the QMesh allows for the injection/ejection of packets via differ-
ent routers placed around the SRC/DST. For this reason, the routing information
comprises not only the XY-coordinates of the DST router, but also the input
interface Qin,src at the SRC and the correct output port Qout,router at the DST
router to address the correct DST tile. Thus, addressing must be extended by 4
bits for Qin,src and Qout,router (2 bits each). The required information is derived
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from a programmable path table (PT), which is integrated at each tile represent-
ing the basis for dynamic path updates. The resulting overhead of (NX×NY -
1)×4 bits per tile is acceptable (i. e. around 32 byte for an 8×8 QMesh) and
small compared to the kbyte-sized buffer (BUF) at the resources.

For SRC/DST pairs with identical X- or Y-coordinates (see Figure 2a) two
different path options with the same hop distance exist. If the DST is located
inside one of the quadrants (see Figure 2b) with different X- and Y-coordinates
(SRC’s perspective), the path options vary in their distances by two hops. The
PT lookup of Qin,src and Qout,router is performed when a message is written into
the SRC’s transmission buffer prior to packetization and is based on the DST’s
base address (xbase,dst, ybase,dst). The XY-coordinates of the base address are
identical to the coordinates of the destination router in a standard 2D-mesh (i. e.
router connected to NI at Q0). In order to address the correct Qout,router the
destination address is modified to match the correct endpoint router address.

In comparison to a regular 2D-mesh the resulting path lengths are reduced
by up to two hops. Additionally, nearest-neighbor traffic is removed from the
links and the average router traffic load is reduced. Furthermore, nearly all des-
tinations can be served via a second path. The combinations for all possible
SRC/DST constellations as well as constraints for alternative paths and resulting
reductions in hop distance are provided in Table 1. The QMesh provides deter-
ministic dual-path capabilities at increased communication locality representing
an optimal candidate for the realization of region-based adaptation strategies at
run-time.
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Fig. 3. A 4×5 cluster inside an 8×8 QMesh
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4 Regional Traffic Monitoring

The applied periodic run-time traffic monitoring operates on reconfigurable clus-
ters formed by NoC tiles within regions-of-interest. Furthermore, a centralized
data aggregation is provided in each cluster being performed by so called master-
tiles (MTs). The proposed approach for Flexible Traffic Monitoring (FTM) is
designed for cluster sizes of up to 64 tiles. Multiple rectangular-shaped FTM
clusters are permitted but overlapping is prohibited. Each cluster can be con-
figured with an individual timing period selected from a discrete set fitting the
requirements of its assigned workload fractions. The centralized processing and
evaluation of monitoring data is performed by a software module managing clus-
ter setup and reconfiguration as well. The initial decision for cluster formation
and subsequent sizing adaptations derive from higher system-level services (e. g.
application mapping), since they possess a more global view. Figure 3 illustrates
a 4×5 FTM cluster inside an 8×8 QMesh NoC. Due to the focus of this paper on
traffic management, the description of FTM is kept short focusing on the main
capabilities. Detailed discussions on FTM are provided in [13,14].

The FTM communication regarding monitoring and control packets is real-
ized via a fully independent network called SNoC, while data transfers of the
applications are realized via the DNoC (see Figure 1). Both networks provide
full QMesh connectivity for each tile. Parameters like buffer sizing, link width or
operating frequency can be customized independently to meet the requirements
of particular traffic classes. Thus, the SNoC can be designed with reduced buffer-
ing and link width. Furthermore, it is fully reusable for additional scenarios [14].

The FTM sensing mechanisms are based on simple threshold counters at each
tile implemented in hardware. In detail, these counters are sourced by existing
specific handshake logic signals of the DNoC tiles indicating data traversals along
the quadrant NIs (Q0 to Q3), the eight output ports of the base router at Q0

(i. e. U, R, D, L as well as Q0 to Q3), and for (N-1) E2E paths terminating
inside the cluster consisting of N tiles. After expiration of discretely adjustable
sensor periods defined as DNoC clock cycles (25 up to 212 cycles) all counters
of a tile are checked. In case a threshold is exceeded, the resulting overflow
is reported to the selected MT via the SNoC. The MT integrates additional
groups of hardware-based overflow counters capturing the contents of monitoring
packets of each slave-tile (ST) of its associated cluster. In order to improve
flexibility and fault-tolerance multiple potential MTs are available within the
QMesh allowing for migration of the monitoring software to another MT (see
Figure 3). The anticipated fraction of potential MTs within the QMesh is 25 %.

At the end of each monitoring cycle (i. e. after 100 sensor periods), DNoC load
values for the tile outputs (Tload), the eight outgoing links of the base routers
at Q0 (Lload) and for all SRC/DST paths inside the cluster (Pload) are provided
by the FTM for the complete cluster. The recorded load values represent the
utilization of the available bandwidth with maximum and average monitoring
errors of 2 % and 0.5 % [13].

To conclude, the introduced FTM represents a run-time configurable solution
enabling a globalized view on the current traffic situation of a specific spatial



Run-Time Traffic Management for Configurable Mesh-based NoCs 185

NoC region. For 4×4 and 8×8 clusters within an 8×8 QMesh the allowed moni-
toring cycles are 25.6·103 and 102.4·103 DNoC clock cycles (see Section 6). As it
is shown [15], such timing is sufficient to keep pace with the dynamic behavior
of typical workload. The combination of software-based integration of the eval-
uation logic and flexibility regarding spatial sizing and placement offers similar
traffic management capabilities as the hardware-only implementation in [2].

5 Software-Based Run-Time Adaption of Routing Paths

The QMesh provides path adaptations through reprogramming of PTs (see
Section 3), while FTM data serves to explore existing E2E path options for each
SRC/DST pair inside a cluster. In this section an approach for run-time path
adaptions is introduced combining the concepts of the QMesh and FTM. The
evaluation of potential path updates is performed periodically after expiration of
monitoring cycles (see Section 4) and is executed by the currently selected MT of
the cluster. The processing order of the cluster tiles for path update evaluation
is considered static, beginning at the lower left corner (LLC) and proceeding
to the upper right corner (URC) row-by-row (see Figure 4). For each SRC tile
along this route the monitoring software evaluates each path to cluster-internal
DSTs. The static fashion is applied in order to achieve a convergence in the traf-
fic optimization over several monitoring cycles. The path evaluation operates on
copies of the tile output and link utilization maps (T ∗

load and L∗
load). The update

evaluation is only performed for valid paths, which requires the availability of
at least one more path option and a monitored path utilization that is greater
than a defined threshold Pload > 0. Note that in the QMesh some paths from/to
tiles at the left and lower edge do not meet this condition (see Table 1).

0 1 2 3

4 5 6 7

8 9 10 11

12 13 14 15

Fig. 4. Processing order for path update evaluation

The flow for path evaluation and potential adaptations is divided into five
steps. First, the given T ∗

load and L∗
load maps along the currently selected path

SPold = (A or B) are prepared by removing the monitored utilization (given by
Pload) for this path. This is required for a fair comparison of both path options.

Second, the metric for comparison of the path options (SUMA and SUMB)
is calculated from the prepared values of T ∗

load and L∗
load. The metric values are
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calculated by parsing through the corresponding maps along the path coordi-
nates and summing up the utilization data.

Third, the values for SUMA and SUMB are compared and the new path
SPnew = (A or B) is selected depending on which path offers the minimal
utilization sum. If the chosen path differs from the old one, this is registered
by incrementing the number of occurred updates for path evaluations of the
current SRC.

Fourth, T ∗
load and L∗

load maps are updated along the selected XY-path SPnew

by adding the utilization (given by Pload) for the currently evaluated SRC/DST
pair. This ensures that successive path evaluations operate on the adapted traffic
situation. Furthermore, the PT entry of the corresponding SRC/DST pair is
updated to the new path.

Finally, if all path options of the examined SRC are evaluated for all DSTs
inside the cluster, the path setup of the SRC is checked for changes. In case
paths were adapted, the updated PT is transmitted to the SRC via the SNoC.
Afterward, the next SRC is evaluated.

6 Experimental Results

For experimental evaluation, the QMesh as well as a regular 2D-mesh are inte-
grated into a cycle-accurate SystemC-based simulator [16]. This simulator con-
siders traffic-load-driven thermal impacts for NoC routers and links and there-
fore allows for estimation of temperature-based wear-out effects. Furthermore,
FTM is integrated to facilitate path update computations. For this purpose, a
C++-based implementation of the FTM software module was profiled at the
instruction level using the Sniper simulator [18] at version 5.1. For the MT core
the built-in Intel Nehalem setup was deployed as processing architecture oper-
ating with a clock frequency of 2 GHz in a 45 nm CMOS technology.

Network configurations and traffic pattern setup for the SystemC-based sim-
ulations can be obtained from Table 2. All simulations are executed deploying a
8×8 QMesh with cluster sizes of 4×4 and 8×8 and reverting to synthetic traffic
patterns. Applied patterns comprise transpose, bit reverse, bit complement and
shuffle traffic. Additionally, nearest-neighbor (NN), hotspot (HOT) and Rentian
(RENT) traffic patterns are examined. For the former, fractions of 20 %, 40 %,
60 % and 80 % of the total bandwith are reserved for NN communication, while
for the second these fractions are reserved for 8 hot modules along the edges of
the QMesh. The RENT traffic pattern applies a power law distribution along
hop distances [17].

Generally, the PTs of the QMesh tiles are configured to select the shortest
path A by default (see Table 1). The QMesh (unmanaged and managed) is
compared to a regular 2D-mesh regarding relative improvements of the network
saturation Δsat, the power overhead Δpower and packet delay reduction Δdelay.
Furthermore, thermal related wear-out effects at minimum and maximum packet
injection rates (aMTTF at PIRlow and PIRhigh) are analyzed.
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Table 2. Basic simulation setup for the evaluation of the traffic management

Parameter DNoC SNoC

Link width/flit size 64 bits 16 bits

Router buffer size 9 flits 1 flit

Clock cycle 1 ns 1 ns

Packet size 20 % with 2 flits, 80 % with 9 flits (7.6 flits on average)

6.1 Reliability Analysis

The mean-time-to-failure (MTTF) describes the average period of time after
that a CMOS device fails under constant operating conditions. The acceleration
factor aMTTF in turn indicates if the variation of a parameter induces a decrease
or an increase of the MTTF. In this context, Equation 6.1 represents the rela-
tionship between the MTTF for a QMesh (tQMesh) and the MTTF for a regular
2D-mesh (t2DMesh) focusing on the temperature-related increase (aMTTF<1)
or decrease (aMTTF>1) of wear-out progress. Ea is the activation energy spe-
cific to a certain wear-out effect in electron volts (0.7 eV at 45 nm), k is the
Boltzmann’s constant (8.6·10−5 eV/K), and TQMesh and T2DMesh describe the
absolute mesh temperatures in Kelvin. In the following aMTTF is utilized to com-
pare the QMesh with the 2D-mesh regarding thermal wear-out improvements for
router and link components.

aMTTF =
tQMesh

t2DMesh
= e

Ea
k ·( 1

TQMesh
− 1

T2DMesh
)

(1)

The results for aMTTF are depicted in Figure 5. As it can be seen, the
QMesh (in conjunction with FTM and runtime path adaptation) yields signif-
icant improvements for various traffic patterns tested for cluster sizes of 4×4
and 8×8 inside a 8×8 NoC. This applies for both low and high packet injection
rates (PIR) and results in an increase of the MTTF by almost 0.6 (for 4×4
clusters) and 0.4 (for 8×8 clusters) on average. This can be mainly attributed
to improvements in communication locality and the reduction of router and link
activities.

6.2 Traffic Analysis

The following charts summarize the impact of the managed QMesh on run-time
costs as well as performance. Regarding the evaluation of power dissipation, for
the QMesh the corresponding results of the FTM units as well as the SNoC are
integrated to provide a comprehensive and realistic analysis.
The results in Figures 6a and 6b illustrate the improvement of network saturation
Δsat of the QMesh relative to the 2D-mesh. Figure 6a indicates that BP patterns
at both cluster sizes profit most with average improvements of 380 % and 394 %
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for 4×4 and 8×8 cluster sizes. In contrast, PD patterns in Figure 6b reveal a more
moderate growth of the NoC saturation limits. Only in case the communication
locality is high enough (i. e. NN), the QMesh provides significant gains resulting
in an average increase of 53 % compared to the 2D-mesh.
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Fig. 6. Saturation improvements for the analyzed traffic patterns

In Figures 7a and 7b the deviation of average total power dissipation Δpower

and average packet header delay Δdelay of the QMesh in relation to the 2D-mesh
is depicted. Similar to improvements regarding network saturation, Figure 7a
shows that the QMesh provides better results for BP patterns. Generally, packet
delay can be reduced due to application of runtime path adaptation, while power
consumption is increased by additional hardware. For 4×4 clusters, NoC power
increases by 48 % averaged over all simulated BP patterns, while packet delay
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can be reduced by around 63 %. Deployment of 8×8 clusters yields an average
increase of power by 60 % and an average reduction of packet delay by 47 %.

Figure 7b illustrates that the power overhead is constantly higher for PD
patterns resulting in an average increase of 74 %. In parallel, packet delay is
reduced by 55 % on average. Only for PD patterns with high communication
locality (NN at 60 % and 80 % and RENT) reductions of packet delay outweigh
the related power increase. However, values are restricted to traffic ranges where
the 2D-Mesh is able to operate at, while the QMesh provides capacities beyond.
Therefore, more beneficial results regarding the ratio of power increase to packet
delay reduction are anticipated, if the PIR per tile is increased.
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7 Conclusion

This paper introduces two independent approaches to many-core systems based
on Networks-on-Chip (NoCs). Firstly, this concerns the concept of multiple spa-
tially independent network interfaces deployed for connecting the computational
resources of such systems to mesh-based NoCs. This yields the option of select-
ing different end-to-end paths for data transfers depending on the current load
profile of the mesh. Additionally, reliability is benefited, since computational
resources remain accessible in case of faulty routers or network interfaces.

Secondly, this concerns a flexible system for traffic monitoring offering the
possibility of run-time reconfiguration of local monitoring clusters. Within these
clusters a software-based monitoring module is responsible for aggregation and
evaluation of recorded communication activities and traffic loads.

Moreover, these two approaches are combined to enable run-time traffic man-
agement by software-based adaptation of routing paths. Basically, this manage-
ment utilizes the traffic information gathered from the monitoring system to
decide which of the available paths is preferable regarding impact on load dis-
tribution.
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Results indicate that major run-time characteristics of many-core systems
can be improved by the proposed run-time traffic management. This especially
applies to network saturation and packet transfer delay. Furthermore, temperature-
related wear-out effects are decelerated significantly, while additional costs (i. e.
power dissipation due to additional hardware) are acceptable.
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Abstract. Networks-on-Chip (NoCs) are the backbone of communications in a 
Multi-Processor System-on-Chip (MPSoC) platform. MPSoCs are becoming an 
unavoidable trend especially with the growing complexity of embedded appli-
cations requiring massive parallel computation. Real-time applications make 
out a significant portion of the embedded field, which cannot be overlooked. 
However, the use of NoCs in real-time systems imposes complex constraints on 
the overall design. In this paper, challenges faced, when designing NoCs for 
real-time applications are discussed. Contributions in this area are surveyed on 
the level of QoS support, fault tolerance and adaptivity. The surveyed work 
provides a comprehensive overview of existing real-time NoC architectures and 
gives an insight towards future promising research points in this field. 

1 Introduction 

The past four decades have witnessed an impressive spring for modern electronic 
technologies and products overrunning our daily life, starting by consumer electronics 
reaching to automotive electronics, industrial machinery and robotics. This advance in 
micro-electronic products was driven by the recent developments in nanotechnology 
which allowed the integration of multiple processing elements (PEs) onto a single 
chip creating the multiprocessor systems-on-chip (MPSoCs). Today’s MPSoCs hold 
tens of sophisticated processing cores or possibly up to hundreds of simple cores such 
as the recent Knights Core with 50 cores from Intel [1]. Future MPSoCs are expected 
to embrace thousands of processing cores within the next few years [2]. Networks-on-
Chips (NoCs) [3] have been proposed as the emerging solution for the increasingly 
complicated communication requirements of MPSoCs and future Many-Cores. NoCs 
offer a scalable and flexible communication infrastructure with highly supported 
modularity and powerful performance [5].  

MPSoCs have proved their merit as the typical platform for embedded and cyber 
physical systems for their massive computational power and unique energy efficiency 
provided in a compact design. Real-time applications make out a significant portion 
of the embedded field, which cannot be overlooked. However, the use of NoCs in 



192 S. Hesham et al. 

real-time systems imposes complex constraints on the overall design. These con-
straints are implied by the fact that real-time communication performance relies on 
both the logical result as well as the completion time bound. A data packet received 
by a destination too late could be useless (soft real-time applications) or even cause a 
severe consequence (hard real-time applications). Accordingly, both the computation 
and the communication between the components must complete within certain dead-
lines for the system to behave correctly. 

In this paper, the implications of real-time applications on NoC design are dis-
cussed. Existing contributions covering Quality-of-Service (QoS) support, fault toler-
ance and adaptivity aspects within real-time NoCs are reviewed. The presented survey 
work provides a comprehensive overview of existing real-time NoC architectures and 
gives an insight about open research points in this field. Several NoC surveys were 
previously conducted providing a comprehensive introduction to the NoC field [6]; an 
advanced introduction to the area of NoC-based MPSoC design [7]; or focusing on 
specific challenges in the NoCs design [8]. However, to the best of the authors’ know-
ledge, this is the first survey specifically targeting real-time NoCs. The paper is orga-
nized as follows. In Section 2, challenges faced, when designing NoCs for real-time 
applications are discussed. Section 3 surveys the state-of-the art techniques for QoS 
support in NoC architectures. Existing reliability approaches for real-time NoCs are 
presented in Section 4. Adaptivity within real-time NoCs is further reviewed in Sec-
tion 5. Finally, Section 6 concludes the work and discusses future insights. 

2 Real-Time Challenges in NoC Design 

NoC-based MPSoCs constitute a scalable, reusable energy efficient platform for em-
bedded systems with supported high degree of parallelism and powerful performance. 
Extensive research is found in the literature for efficient NoC designs allowing appli-
cations requirements to be achieved by proper customization of NoC features. How-
ever, the use of NoC in real-time systems imposes complex constraints on the overall 
design. This comes from the fact that all performance metrics in a real-time NoC be-
come interlocked with an extra paramount constraint, namely predictability. Messages 
belonging to a real-time flow have a strict deadline denoting the maximum time by 
which they must reach their destination. Missed deadlines are as faulty as a lost pack-
et. In hard real-time systems, no deadline is allowed to be missed even under worst 
case communication scenarios, as it would cause a catastrophic consequence. On the 
other hand, soft real-time systems can tolerate a small number of missed deadlines at 
the expense of temporary weakened performance. Accordingly, transmission delays 
between the NoC routers must be predictable in order to be able to guarantee an end-
to-end latency which in the worst case does not exceed the imposed deadline. Howev-
er, predictability is a very challenging constraint in a NoC as a shared medium  
between several concurrent applications and basically in congestion situations. In that 
context, a NoC supporting real-time applications must provide guaranteed services in 
terms of bandwidth and end-to-end latency [10]. Section 3 surveys the different exist-
ing NoC architectures providing quality of service (QoS) support for real-time NoCs. 
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Though predictability is the most important constraint for real-time applications, it is 
not exclusive. As a branch of embedded systems, real-time applications are also re-
stricted by other requirements such as reliability and energy efficiency. The conti-
nuous shrinking in the silicon technology process puts reliability and fault tolerance 
among the most noticeable research problems in NoC designs [11]. However, tackling 
this outstanding problem in real-time NoCs has its unique challenges such as main-
taining the same timing behavior before and after failure isolation [12]. On the level 
of energy efficiency, several approaches were presented in the literature to minimize 
NoC power consumption. However, such conventional techniques affect the timing 
behavior of the NoC. Therefore, their application is not suitable for real-time NoCs, 
highlighting the need for new techniques to minimize energy consumption while 
committing to timing constraints [14]. Furthermore, efficient execution of real-time 
applications on NoC-based MPSoCs is governed by a powerful task scheduling and 
mapping technique on the available cores [15]. Additionally, real-time MPSoCs are 
subject to varying workloads and application-specific demands during runtime mak-
ing adaptive techniques highly justified in this area. System characteristics are dy-
namically changed to fulfill the requirements at runtime. In this survey, only reliabili-
ty and adaptivity of real-time NoCs are covered. 

3 NoC Architectures for QoS Support 

Quality of service denotes the ability of the network to provide the communication 
requirements and abide to the constraints imposed by the executed application. Sever-
al parameters define these requirements and constraints such as packet loss, latency, 
jitter and throughput. From a QoS perspective, NoC designs can be classified into two 
main categories: best effort services (BE) and guaranteed services (GS) [16]. The 
correctness and completion of transmission is the only ensured service in a BE NoC. 
On the other hand, a GS NoC offers guaranteed commitment to performance bounds 
allowing for predictability. Accordingly, GS NoCs are the main concern in real-time 
domain, where predictability is the basic endeavor implying throughput and/or latency 
QoS guarantees. According to Mello et al. [17], existing techniques for QoS support 
in NoC designs fall under one of the following approaches: (1) tailoring the network 
dimensions to fit the bandwidth requirements of all executed tasks in the system; (2) 
supporting connection –oriented communication; (3) implementing connection-less 
communication with priority scheduling; and (4) hybrid combinations of previous 
techniques. The first approach is adopted by Xpipes NoC [19]. Xpipes is sized at the 
design phase with adjustment of channels bandwidths according to the applications 
requirements. This approach is based on a pre-design phase and postulates a prior 
knowledge of the executed load on the system which does not comply with today’s 
complex applications. Furthermore, it does not guarantee a congestion-free design 
even with largely increased bandwidth [17]. The other three approaches have been 
extensively evolving in the literature. The different contributions in each approach are 
detailed in the following. 
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3.1 Connection-Oriented Approach 

The connection-oriented approach is based on the idea of resources reservation. The 
communication links from the source to the final destination of the data are reserved 
establishing a complete connection path for the packets before being injected into the 
network. This approach is implemented either by using the pure circuit switching 
technique or by applying the concept of virtual circuits. In a pure circuit switching 
NoC, communication is achieved over three basic steps: (1) path setup phase to check 
for free route and reserve the corresponding links; (2) actual data transmission; (3) 
cancellation phase to release the resources. For hard real-time applications, this ap-
proach has indisputable advantage in terms of reliable QoS support providing hard 
throughput guarantees and tight latency bounds. Since an established route is an own-
ership for the traffic source, routers complexity is reduced and data is transferred at 
full rate of the links with no contention. Latency becomes only a factor of the route 
length and the dependency between traffics is confined to the route setup phase which 
fails or succeeds based on the traffic situation. These advantages are challenged by 
three main drawbacks namely non-scalability, path setup delay and inefficient re-
source utilization due to wasted resources to cover worst case behavior. Therefore, 
contributions in connection-oriented NoCs are mainly concerned with efficient path 
setup schemes and improved resource utilization.  

SoCBUS, the first pure circuit switched NoC is presented in [20]. It uses mesochron-
ous clocking and proposes a new packet-based setup scheme termed packet connected 
circuit (PCC). Special request packets are sent for path establishment following a distri-
buted dynamic minimum path routing. A request reaching its destination locks all the 
temporary reserved links traveled throughout the path. A blocked request route at any 
node initiates a retry phase by retracing the partially established path and waiting for the 
occupied channels to become available. Such channel blocking situation is addressed by 
Wolkotte et al. [21] as well as by Pham et al. [22] to avoid high setup latencies. In [21], 
the spatial division multiplexing (SDM) concept is introduced in a synchronous circuit 
switching NoC. A lane division multiplexing technique is proposed allowing for physi-
cal separation between data streams. Links are divided into lanes and each lane can be 
used for separate physical connection. A connection may use one or more lanes based 
on the bandwidth requirements. The proposed router provides flexibility, however, the 
use of an external central coordination node (CCN) to configure the path setup and NoC 
routing limits the scalability of the design. In contrast, Pham et al. in [22] propose a new 
distributed dynamic path setup scheme based on backtracking probing to avoid blocked 
channels. Instead of waiting for busy channels to become available, the setup headers 
are allowed to flexibly backtrack and seek minimum paths alternatives. 

Nostrum [23] and AEthereal [24] are two pioneering NoC examples based on time 
division multiplexing (TDM) for better resource utilization while maintaining the 
hard performance guarantees. TDM is an alternative to pure circuit switching which 
allows links to be shared in a contention-free scheme by reserving resources for spe-
cific points in time. Data are injected into the network at dedicated time slots follow-
ing a periodic schedule. TDM schedules are either static or dynamically computed 
and they may be placed locally at each router for distributed routing or globally in the 
network interfaces (NIs) only for source routing [25], [26], [27]. Nostrum [23] sup-
ports guaranteed service by implementation of virtual circuits based on TDM. Virtual 
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circuits are set up semi-statically with fixed routes at design time however with varia-
ble bandwidth in runtime using the concept of looping containers. A special type of 
packets called container are loaded with information and are looped between the 
source and destination. As much bandwidth reservation is required for any virtual 
circuit that is set up, as much containers are looped. AEthereal TDM NoC has been 
evolving through [24], [28] and [27]. AEthereal [24] supports both BE and GS traffic 
with static distributed TDM slot tables. In AEthereal, the TDM approach is imple-
mented based on global synchronicity where all routers must always be in the same 
time slot. The next version AElite [28] is the light version of AEthereal which sup-
ports source routing for GS [25].Its main contribution is the introduction of the distri-
buted global notion of time through mesochronous and asynchronous routers. AElite 
is further developed to the dAElite [27], namely distributed-aelite, in order to provide 
multicast. dAElite supports only GS with a new configuration technique based on a 
dedicated broadcast network which increases the speed of setting up and release of 
connections and distributed routing. Finally, Argo [26] TDM NoC is presented using 
mesochronous NIs to keep common notion of time however with asynchronous rou-
ters. Explicit need for synchronization between routers is revoked by exploiting the 
fact that pipelined asynchronous circuits behave as FIFOs. The proposed self-timed 
router allows masking of the skew between the NIs. Table 1 summarizes the pre-
sented contributions in this subsection with respect to the adopted approach, the 
routing methodology, clocking scheme and supported traffic. On the other hand, Ta-
ble 2 presents the reported hardware results. The tabulated results promote the dAelite 
for the minimum hardware cost. However, the Argo asynchronous TDM NoC pro-
vides the highest bandwidth/link and highest operating frequency resulting in 30% of 
Gb/s/ link more than dAelite.  

Table 1. Summary of Contributions for Connection-Oriented Approach 

NoC Approach Routing Clocking Traffic  
[20] Circuit switching using PCC Distributed Mesochronous GS 
[21] SDM Distributed Synchronous GS 

[22] Circuit switching with backtracking Distributed 
Wave-pipelining 
source-synchronous 

GS 

[23] TDM, loop containers Unspecified Unspecified GS/BE 
[24] TDM Source/Distributed Synchronous GS/BE 
[28] TDM Source Mesochronous GS 
[27] TDM Distributed Synchronous GS 
[26] TDM Distributed Asynchronous GS 

Table 2. Circuit Switching Routers Hardware Implementation Results 

Router Ports Data width Tech. Area  Max freq. BW/link 
[21] 5 16-bit 0.13 µm 0.0506 mm2 1075 MHz 17.2 Gb/s 
[22] 5 16-bit 0.18 µm 0.0315 mm2 923 MHz 14.76 Gb/s 
[24] 6 32-bit 0.13 µm 0.175 mm2 500 MHz 16 Gb/s 
[28]1 5 32-bit 65 nm 3416 µm2 885 MHz 28.32 Gb/s 
[27] 5 32-bit 65 nm 3475 µm2 926 MHz 29.63 Gb/s 
[26] 5 34-bit 65 nm 7715 µm2 1.13 GHz 38.4 Gb/s 

                                                           
1 The results obtained from comparison with dAelite router in [22]. 
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3.2 Connection-Less Approach 

The connection-less approach is another alternative to provide QoS in NoCs based on 
packet switching with priorities. This approach is promoted by the typical use of NoC-
based MPSoCs in multifunctional systems where diverse applications run in parallel 
bidding for different service requirements real-time or non-real-time. Traffic flows are 
clustered according to their QoS requirements into different groups each assigned a 
priority value. In contention situations, higher priority flows are serviced first and have 
the right to interrupt the lower priority ones. In connection-less NoCs, routers work in 
an independent manner. Wormhole switching with virtual channels is typically used for 
its high throughput and low buffering requirements. Additionally, the prioritized traffic 
flows are highly applicable for a virtual channel flow control router, where each VC has 
a particular priority that corresponds to one of the traffic clusters.  

The connection-less approach has several benefits in terms of bandwidth and net-
work resources utilization as well as adaptation to the varying network traffic.  
However, these advantages run against several challenges in terms of complexity and 
latency problems in addition to weak QoS support due to sharing of resources which 
is always critical regarding predictability. Nonetheless, a quantitative comparison 
presented in [29] demonstrated that for variable bit-rate applications, connection-less 
approach proves better performance over connection-oriented approach in terms of 
guaranteed end-to-end delay for individual flows with better prediction of transmis-
sion latency. However, these guarantees are only attainable for higher priority traffics. 
Progression of lower priority traffics through the network highly depends on the load 
of the higher priority flows possibly leading to long time stalls. State-of-the art tech-
niques tackle the above mentioned problems by presenting efficient priority assign-
ment techniques, priority arbitration techniques, and architectural solutions.  

QNoC [30] is a packet switching NoC supporting four different classes of communi-
cation services. Each class has a fixed priority and additional service levels can be fur-
ther defined by adhering priority ranking. Packets with higher priority are serviced first 
and round robin arbitration is applied for contending packets within same service level.  

The QoS aware BiNoC is proposed in [31] supporting GS traffic with a reduced 
end-to-end latency. BiNoC is based on Wormhole switching with prioritized virtual 
channels. However, it offers dynamically self-reconfigurable bidirectional communi-
cation channels based on the real-time traffic need providing better bandwidth utiliza-
tion. Idle channels can temporarily change their direction of operation to resolve con-
gestions on the opposite direction. Furthermore, a new prioritized routing scheme is 
proposed supporting dynamic odd-even routing algorithm for GS real-time traffic. 

The work in [32], [33], [34]  and [35] address the problem of blocked lower priori-
ty data. In [32], two new mechanisms are proposed. First is an aging mechanism 
which tackles the starvation problem of blocked data; the priority of the blocked data 
is incremented after certain number of cycles. The second is a discarding mechanism 
which improves the bandwidth utilization by dropping packets of lower priority data 
if their deadlines are missed and if the number of dropped packets can be tolerated 
within the soft real-time application. On the other hand, a predictable reconfigurable  
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NoC (PRNoC) is proposed in [33] with a new round-based priority arbitration 
scheme. The term round refers to the set of packets arriving simultaneously when a 
new arbitration is initiated. The proposed arbitration guarantees QoS for higher priori-
ty packets while avoiding starvation for lower priority ones. In PRNoC, the network 
interface component supports PE reconfiguration. Furthermore, switches support both 
deterministic XY routing as well as the odd-even turn adaptive routing model. In 
contrast to conventional approaches, the NoC architecture proposed in [34] handles 
the situation in a reverse manner. Low QoS traffic is prioritized over guaranteed 
throughput traffic as long as enough resources are available for the guarantees. 
Cheshmi et al. [35] present a similar approach however for GALS NoCs. They pro-
pose a new priority scheduling algorithm for QoS guarantees in asynchronous routers. 
The algorithm is based on a quota setting methodology providing guaranteed end-to-
end delay in a non-preemptive method. Lower priority flows are allowed to use the 
channel even with the existence of high priority ones. However, their access is limited 
to a certain small portion of the channel based on an assigned quota table. The re-
quired performance guarantees can be achieved by adjusting the values in the quota 
table. 

3.3 Hybrid Techniques 

The previous two subsections highlighted the advantages as well as the drawbacks of 
both NoC approaches: connection-oriented and connectionless. Specifically, connec-
tion-oriented approach can provide hard performance guarantees for GS traffics while 
connection-less approach offers soft guarantees with better adaptation to the varying 
network traffic as well as better bandwidth and resource utilization. In fact, real-time 
applications, mainly targeting MPSoCs, invoke a mixture of traffic types with differ-
ent predictability and QoS requirements. In that context, hybrid NoC designs are 
promoted to provide the right mix of soft and hard real-time guarantees and to effi-
ciently handle both streaming and best effort traffics generated by real-time applica-
tions. The MANGO NoC [36] is one typical asynchronous hybrid architecture where 
the routers internally consist of a BE router and a GS router implemented separately. 
The BE router supports simple source-routing for connection-less data packets. On 
the other hand, the GS router utilizes virtual channels (VCs) routing to establish hard 
GS connections. Virtual circuits are implemented by reserving a sequence of inde-
pendently buffered VCs. Since the GS router provides non-blocking switching, link 
arbitration becomes the basis for guaranteed service. In [37], Lusala et al. propose a 
hybrid NoC architecture for real-time applications. The proposed NoC consists of two 
sub-networks: circuit- and packet switching. The circuit switching sub-network is 
based on a combination between the SDM and TDM techniques in an attempt to pro-
vide a guaranteed service with increased path diversity and improved resource utiliza-
tion. The performance results proved that implementing SDM with TDM technique 
boosts the positive response to source requests for time slots reservation as the impact 
of scheduling constraint is significantly alleviated. Table 3 presents the reported 
hardware results of the hybrid routers. The results highlight the ultimately high  
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operating frequency provided by the hybrid SDM-TDM router [37] when compared 
with the dAelite [27] and Argo [26] routers presented in Table 2, however at the ex-
pense of a more complex router.  

Table 3. Hybrid Routers Hardware Implementation Results 

Router Ports Data width Tech. Area  Max freq. 
[36] 5 32-bit 0.12 µm 0.188 mm2 515 MHz 
[37] 6 18-bit2 65 nm 86499.9 µm2 2 GHz 

4 Fault Tolerance 

The continuous shrinking in the silicon technology process puts reliability and fault 
tolerance among the most noticeable research problems in NoC designs [11]. Two 
possible types of faults are considered: transient and permanent faults which may be 
data or control faults due to component or connection failure. A detailed classification 
of the different possible faults scenarios is presented in [38]. Transient faults are han-
dled using flow control based methods where error correction/detection codes are 
implemented with possible retransmission mechanisms. On the other hand, in order to 
tolerate permanent errors, a reliable NoC should be able to detect the error, precisely 
locate the fault to finally isolate the failure and recover the lost data. Each of the pre-
viously mentioned phases is a stand-alone reliability research issue. In this section, 
existing efforts targeting fault tolerance within real-time NoCs are surveyed. Yue et 
al. [39] developed a metric to measure timing similarities between two different NoC 
topologies for real-time applications. Their work is based on the core-level redundan-
cy approach to improve the reliability of NoC-based many-core chips. A fine-tuned 
polynomial time algorithm based on Hungarian method is proposed to reconfigure a 
defect tolerant core. The algorithm makes use of the developed timing similarity me-
tric to select the optimum virtual core replacing the defected one while keeping the 
timing variations minimized between the original and the reconfigured virtual topolo-
gies. The work of Yue et al. is elaborated in [12] by Li et al. Two new algorithmic 
solutions were proposed to achieve the utmost similarities in the timing behavior us-
ing a GSNoC model. On the other hand, the work presented in [40] focus on fault 
detection coverage. A comprehensive system-level analysis is presented for the beha-
vior of a typical real-time2D mesh NoC in mixed-critical systems under the effect of 
faults. A failure mode and effect analysis (FMEA) is performed in addition to a classi-
fication of error effects regarding duration and ability to compromise task isolation 
with full coverage of potential single faults. On the same focus of fault detection, 
NoCAlert [41] presents a comprehensive on-line real-time hardware-assertions-based 
fault detection mechanism for NoCs. The proposed methodology is based on inva-
riance checking and covers only illegal faults. System is continuously checked for 
illegal outputs through several distributed checker micro-modules. An illegal output is 
an operational decision that violates the functional correctness rule(s) of a particular 

                                                           
2 Total width of the physical link with four 18-bit wide sub-channels design 
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NoC component. The micro-modules provide real-time on-line fault detection without 
interfering or interrupting NoC operation. Finally, Amin et al. [42] propose a system 
level flexible design method to tolerate faults on heterogeneous MPSoC platforms 
with mesh based NoC interconnects under real-time constrains. The proposed system 
addresses the fault tolerance and performance tradeoffs by including two types of 
processing nodes one is a high fault tolerance and the other is a high performance one. 
Table 4 provides a summary for the surveyed reliability approaches presented in this 
section. The surveyed efforts regarding reliability of real-time NoCs indicate that this 
research area is still wide for new contributions and open for improvement. Specifi-
cally considering heterogeneous many-core systems and adaptive routing would make 
worthwhile contributions in this area. 

Table 4. Summary of Contributions for Reliability in Real-Time NoCs 

Ref.  Reliability Coverage Approach Platform Routing  

[39] Fault isolation Virtual cores 
Homogeneous many-core 
with 2D mesh NoC XY 

[40] Fault detection FMEA 2D mesh NoC 
Deterministic 
source routing 

[41] Fault detection Invariance checking CMP with 2D mesh NoC Custom3 

[42] 
Fault tolerance vs. 
performance tradeoffs 

Flexible system 
level method

Heterogeneous MPSoC 
with 2D mesh NoC

XY 

5 Adaptive Techniques in Real-Time NoCs 

Since application-specific demands vary for a wide range of real-time applications 
during runtime, adaptive techniques are justified in this area. They change dynamically 
system characteristics to fulfill the requirements at runtime. In this section, the focus is 
on adaptive techniques improving dynamically demands such as the utilization of re-
sources in real-time NoCs. An adaptive on-chip communication, called AdNoC (Adap-
tive Network-on-Chip), is presented in [43]. The contribution of this paper is an adap-
tive path allocation algorithm which meets a level of QoS concerning to bandwidth. A 
connection is established by (re-)allocating dynamically buffer blocks on demand. This 
is enabled by decisions made locally at each router depending on the bandwidth in 
each direction to the adjacent routers. The advantage of such an adaptive algorithm is 
an efficient utilization of buffers. Pionteck et al. [44] describe a NoC with prioritizing 
semi-static data streams. Semi-static data streams consist of a number of consecutive 
packets which have the same path for a period of time. The NoC presented in this pa-
per detects locally semi-static data streams in each router to establish a point-to-point 
connection. Since routing is done only for the first packet, the point-to-point connec-
tion sets a fixed latency for packets forwarding through this data stream. The adaptivity 
of the NoC is the detection and determination of the data stream. A scalable NoC, 
called Rerouting, with a self-optimization is presented in [45]. Rerouting provides  

                                                           
3 The NoCAlert is applicable to any router microarchitecture by deriving its corresponding 

invariances. 
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real-time by establishment of GS connections. In order to ensure this, a message is sent 
to allocate a path from source to destination. This allocation is static for most NoCs. 
Nevertheless, further requests of GS connections can lead to inefficient usage of paths 
allocated in NoCs. Therefore, Rerouting changes automatically the path of established 
GS connections to improve the exploitation of the NoC. Göhringer et al. introduce the 
Star-Wheels NoC [46] designed as a hybrid topology between star and spidergon. This 
provides the advantages of both topologies. In addition to packet-switched transmis-
sions, Star-Wheels NoC provides circuit-switched connections. Hence, a connection 
guaranteeing a determined transmission time is enabled. Furthermore, Star-Wheels 
NoC adapts the size of the topology at runtime. More precisely, switches can be added 
or removed dynamically based on partial dynamic reconfiguration. Thus, the power 
consumption of the system is adjustable. In [14], a further approach for real-time NoCs 
with energy constraints is described. In order to fulfill this demand, a methodology to 
minimize the energy consumption without violating the predefined time constraints is 
presented. An adaptive algorithm determines the allowed slack of a packet. Based on 
this information, the algorithm decreases the energy consumption by applying voltage 
and frequency scaling. To sum up, Table 5 gives an overview of these NoCs. The 
adaptive technique based on the respective approach, the platform and the routing algo-
rithm are listed. 

Table 5. Summary of Contributions for Adaptive Techniques in Real-Time NoCs 

Ref.  Adaptive Technique Approach Platform Routing  

[43] Adaptive path allocation Buffer allocation algorithm 2D mesh NoC Weighted XY 

[44] 
Assigning of semi-static 

data streams 
Monitoring router  2D mesh NoC XY 

[45] Rerouting Selection strategy 2D mesh NoC Adaptive  

[46] Size of topology 
Dynamic partial  

reconfiguration 

Star-Wheels 

NoC 
Deterministic  

[14] Energy efficiency Slack exploitation 2D Mesh NoC Dimension order  

6 Conclusion  

This paper discussed the challenges faced on the different design level of NoCs for 
real-time applications. A comprehensive survey was presented for existing real-time 
NoC architectures covering QoS support, fault tolerance and adaptivity. On the level 
of QoS support, TDM is widely used for connection-oriented techniques mainly with 
global synchronicity for hard real-time guarantees. Asynchronous TDM NoCs is a 
recent proposal that attracts interest for further exploration with an ultimate band-
width per link approaching the 40 Gb/s. Connection-less techniques were also pre-
sented on the level of architectures, schedulability and priority arbitration schemes. 
Furthermore, hybrid techniques are highlighted as a significant solution to provide the 
critical mix between hard and soft real-time applications. The surveyed efforts regard-
ing reliability of real-time NoCs indicate that this research area is still wide for new 
contributions and open for improvement. For future research, integrating run-time 



 Survey on Real-Time Network-on-Chip Architectures 201 

adaptivity and system reconfiguration with fault tolerance techniques for real-time 
NoCs would make significant contributions in this area. Furthermore, techniques to 
provide high link bandwidth in the range of hundreds of Gb/s in real-time NoCs may 
be investigated to cope with the increasing performance of real-time applications.  
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Abstract. In this paper we present an efficient SR-Latch based PUF design, 
with two times improvement in area over the state of the art, thus making it 
very attractive for low-area designs. This PUF is able to reliably generate a 128-
bit cryptographic key. The proposed design is compact and the effect of inter-
CLB routing is eliminated. The PUF response is generated by quantifying the 
number of oscillations during the metastability state for preselected latches. The 
derived design has been verified on 25 Xilinx Spartan-6 FPGAs (XC6SLX16). 
The uniqueness measure is 49.24%. In addition the design has been tested at ± 
5% of core voltage and also over the rated temperature range [0-85°C]. The re-
liability at +5% of nominal voltage is 99.18%, while at -5% of nominal voltage 
it is 97.54%. We also propose a novel area-efficient error correcting scheme 
that assures that a key generated in the field, at the extreme values of voltage 
and temperature supported by the commercial-grade Spartan-6 FPGAs, is the 
same as the key generated during enrollment at nominal operating conditions. 

Keywords: Physical Unclonable Functions · SR-Latch · Metastability · FPGAs 

1 Introduction 

Recent research has led to an increased interest in security measures, especially in 
solutions that are physically unique and unclonable. In this regard, different structures 
of Physical Unclonable Functions (PUFs) have been developed and investigated to 
efficiently meet the requirements of these solutions. PUFs are physical primitives that 
produce unclonable and device-specific measurements of silicon Integrated Circuits 
(ICs). These measurements are then processed to generate either responses in chal-
lenge-response schemes or secure keys for cryptographic functions. Manufacturing 
process variations give physical uniqueness, but many physical unclonable functions 
(PUFs) are noisy and exhibit low circuit efficiency. Therefore, while designing new 
PUF structures, we need to focus on the efficiency and reliability besides the unclo-
nability and uniqueness measures.  

PUF structure is incorporated in the silicon devices for targeting two major appli-
cations. First one is the identification of silicon devices and another one is secure key 
generation for cryptographic functions. In this paper we are targeting the secure key 
generation application using SR-latch PUF. 



206 B. Habib et al. 

 

In Section 2, we describe the previous work for a better understanding of our study 
on PUF. Section 3 explains the design methodology. In Section 4, we explain the bit-
string generation. Results and analysis are covered in Section 5. The conclusion and 
future study are described in Section 6. 

2 Related Work 

Since 2002, silicon based PUFs have been extensively investigated. There are two 
categories of silicon based PUF circuits: Delay based PUFs and Memory based PUFs. 
Delay based PUFs include Arbiter PUF [1, 2, 3], Ring-Oscillator (RO) PUF [4, 9], 
and S-ArbRO PUF [15]. In [14], a PUF based on programmable delay lines is pre-
sented. 

Another category of silicon PUF is based on memory. It includes SRAM PUF [5], 
Butterfly PUF [7], and Latch PUF [6]. In [10], the concept of transient effect ring 
oscillator (TERO) is presented. A true random number generator (TRNG) is devel-
oped by counting the oscillations of elements during metastability. The least signifi-
cant bit of that count is selected as a random bit. It is important to mention that the 
design proposed in [10] is implemented on Spartan-3 devices which are a 90nm tech-
nology while our design is tested on Spartan-6 which is a 45nm technology. The 
source of entropy is dependent on many factors, like the technology used, design im-
plemented and testing methodology. The TERO approach is further developed in [13], 
where an element with PUF capability is presented. In [17], PUF design is developed 
which is based on (TERO) cells. The randomness is harvested by measuring the me-
tastable oscillator counts. Final bits are generated by averaging the oscillation counts 
and then reading the most significant two (or four) bits of an eight bit counter for each 
latch. In order to assure the reproducibility of these bits, each latch count is measured 
218 times.  

In [16], SR-latch based PUF is developed; it has been implemented on Spartan-3 
and Spartan-6 devices. In Spartan-6 based design, 128 SR-latches have been imple-
mented. Each latch is configured by using two neighboring CLBs in each column. 
Inside each CLB a Look up Table (LUT) and a Flip Flop (FF) are used. PUF response 
is determined by the final state of the latch. All the latches are excited by a 2.5MHz 
clock signal. For each latch two bits are contributed towards the PUF response. If the 
final state of the latch is logic ‘0’ in 1000 repetitions of the experiment, the corres-
ponding response bits are ‘00’. If the final state is logic ‘1’ in 1000 repetitions of the 
experiment, the corresponding response bits are ‘11’. If the final state changes at least 
once during 1000 repetitions of the experiment, this state is declared random, and 
encoded as '10'. A detection circuit determines all three cases and generates the re-
sponse bits in each case. In our proposed design, we tried to improve the circuit effi-
ciency of this design. In addition, our source of entropy is based on the exact number 
of oscillations at the output of an SR-latch during the metastable state, rather than a 
final state of each latch, as in [16]. Because of the encoding method, in [16] the goal 
is to increase the number of random latches, while in our work, we decrease the num-
ber of random latches. We include only the most stable latches, i.e., latches generating 
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consistently the same number of oscillations in the metastable state, in the bit genera-
tion step during enrollment. On top of that, the method of [16] does not differentiate 
between the behavior of latches that generate no oscillations at the output from the 
behavior of latches that generate an even number of oscillations. This distinction is 
clearly made in our scheme. Furthermore, the method of [16] is prone to the influence 
of neighboring logic. We diminished this influence by prohibiting the tool from as-
signing any resources of the latch CLB to any external logic. 

3 Design Methodology 

In our design, an SR-latch is made from two LUTs configured as a NAND gate each. 
Additionally, two flip-flops are used in this latch to reduce the clock skew. Initially, a 
latch is forced into a metastable state by applying a rising-edge at a ‘ctrl’ signal, as 
shown in Fig. 1. Transitory oscillations in the loop start if the following two condi-
tions are fulfilled [10]: A) the circuit must have a positive feedback and B) The RC 
time constant (defined by the parasitic resistance and capacitance) must be shorter 
than the total delay of all logic elements involved in the loop. In our design the delay 
of a loop is equal to the propagation delay of a single LUT. In Spartan 6 FPGAs, this 
delay is equal to 0.21ns [20]. Adding more elements to the loop increases the propa-
gation delay. The longer loops will be more strongly affected by the routing delays of 
FPGA fabric; therefore we kept the loop as small as possible. 

During the metastable state, the SR-latch oscillates. An eight-bit counter is used to 
count these oscillations. Once the metastable state is over, the latch stops oscillating, 
and the counter value is stored into the block RAM (BRAM). Before applying the 
‘ctrl’ signal, the two flip-flops (FF) are reset. It is done to ensure that latches always 
start oscillations with the same initial state. This reset functionality is not incorporated 
in either [13] or [17]. Additionally, both [13] and [17] are based on a loop made of 
AND gates and inverters. Our loop is based only on NAND gates. Since in an FPGA 
implementation, an additional gate requires an extra LUT, therefore we chose NAND 
gate to keep the loop as short as possible. This small modification results in the reduc-
tion of the propagation delay. It needs to be mentioned that by keeping the loop small 
has two major advantages. First, we can place four SR-latches inside a single CLB; 
secondly, propagation delays are minimally affected by routing delays. This way, the 
randomness due to process variations is the dominant factor, while in a longer loop 
the routing delays become the dominant factor in the propagation delay [8].  

Once the process of the characterization is over for all the latches, the data from the 
BRAM is read-out to the PC via Enhanced Parallel Port (EPP) protocol as shown in 
Fig. 2. In our design, a 9-bit multiplexer address line selects a particular latch. This 
latch is then excited by applying a low to high transition at the ‘ctrl’ signal, as shown 
in Fig. 2. The eight-bit counter, available at the output of the multiplexer, counts the 
number of oscillations during the metastable state. These values are then stored in the 
neighboring BRAM. The bit generation and analysis are done during post-processing. 
It must be mentioned that only one latch is characterized at any given time. This is 
done to prevent any correlation between the neighboring latches and also to save the 
FPGA logic resources. 
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Fig. 1. A single SR-Latch design 

Therefore, only one counter is used to measure the latch-counts during the metast-
able state. In addition, all the control signals are provided by the FSM. 512 latches are 
implemented, which requires 128 CLBs. The prototype design requires BRAM and 
EPP, because we want to analyze all the latch counts. However, in the final product, 
EPP can be replaced by a different interface and the size of the required BRAM will 
be reduced. The placement of latches is constrained by the slice location attribute. All 
the latches are placed in a rectangular matrix of CLBs. The dimensions of this matrix 
are 16x8 as shown in Fig. 3.  

We implemented our design on Spartan-6 (XC6SLX16) device. Four latches are 
implemented inside a single CLB in our design. These four latches (L1, L2, L3 and 
L4) are shown in Fig. 4, each with a different color scheme. This design is developed 
to eliminate the inter-CLB routing. We believe that due to the capacitance of long 
wires, the variation due to routing delays become significant, as explained in [8].  

As evident from the above figure, each latch consists of two LUTs and two FF. All 
the LUTs inside the CLB are utilized in the implementation of latches, thus, achieving 
a hardware efficiency of 100% in terms of LUTs. By comparison, the design proposed 
in Fig. 12 in [16], has 12.5% LUT utilization because, only two LUTs are utilized 
from the two adjacent CLBs. In addition, the circuit efficiency for FF is 50%, while it 
is only 6.25% in [16].  

4 Bit Generation 

Each latch is sampled 100 times and the corresponding latch count values are stored 
in the BRAM. Once all the latches are characterized, we select highly stable latches 
and ignore the remaining ones. In our method, a latch is defined to be stable if the 
latch count value remains the same for all 100 samples. The value 100 is chosen due 
to the fact that it is easier to interpret it as a percentage of the total. This number is in 
fact a trade-off between reliability, execution time and the storage resources in 
BRAM. During enrollment, we store for each latch, a latch number, a corresponding 
bit showing whether this latch is stable, and the latch count value (i.e., we store: 
{Latch #, stable, count}). 
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           Fig. 2. SR-latch PUF design.                  Fig. 3. Layout on FPGA 
 

 

Fig. 4. Our proposed design: Implementation of 4 SR-latches per CLB 

 

Fig. 5. Proposed design: Percentage of stable latches per board at 1.2V and 25ºC. This result 
corresponds to the design from Figure 4. 

For bit generation during enrollment, only the stable latch count values are consi-
dered. In this method the count values for L+1 latches are used. These values are used 
to generate the L bit PUF response. We number stable latches in a snake-like fashion: 
L1, L2, L3, ... LL+1, and then we do the comparisons of neighboring latches [L1, L2], 
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[L2, L3], [L3, L4], ...,[LL,LL+1]. The snake-like comparison is adopted to mitigate the 
effect of systematic variations [9]. A binary response bit ‘1’ is generated if the count 
value of latch Li is greater than the count value of latch Li+1; otherwise it is ‘0’. In the 
field, the count value of stable latches is recalculated by sampling each latch 100 
times. We get 100 count values between 0 and 255, e.g., {127, 127, 128, 127, 127, 
127... 128, 127}. For further calculations, we use the number that appears the largest 
number of times, e.g., 127 in the example above.  

In Fig. 5, the percentage of stable latches per device is shown. On the average, 
87% of latches (0.87*512 = 445) in all devices repeat the latch count at least 50 times 
out of 100 samples during enrollment (i.e., have stability mode “> 50”). This percen-
tage drops to 51.4% when the latch counts are identical 100 times out of 100 samples 
(i.e., have stability mode “100”). Now the question arises, how many latches we 
should include in the bit generation process. It depends on the reliability of PUF re-
sponse. In this work, we tested our boards at +5% of nominal voltage and -5 % of 
nominal voltage. It needs to be mentioned that on our Nexys-3 FPGA boards, the 
nominal voltage is equal to 1.2V. We believe that the high number of stable latches is 
achieved due to the fact that external logic has minimal affect on the latch operation. 
This is accomplished by using all the LUTs of Latch-CLBs for implementing SR 
latches. 

It should be mentioned, that our method for a PUF ID generation is completely dif-
ferent than the method used in [17]. In [17], the most significant bits of a count value 
for a single TERO loop are used. In our design, all bits of two count values, obtained 
using two neighboring stable SR latches, are compared with each other to generate a 
single bit of a PUF ID. As a result, our design allows obtaining the same (or higher) 
reliability using much fewer repetitions of the count measurement (218 in [17] vs. 
100x100 < 214 in our design). Because of that, our PUF has a shorter response time 
than the PUF described in [17]. 

To prove that a latch is not biased in our design, we analyzed the count value of all 
the latches and found that 50.12% of them are odd while the remaining ones are even. 
It proves that the symmetry of latch is not affecting the count value. In addition, it 
also proves that the difference in the length of two nets connecting the LUTs with 
each other is insignificant. We need to mention here that our final bit response from 
each pair of latches is dependent on the latch count values and not on the final state of 
any particular latch. Therefore, the bit response from a pair of latches will always be 
the same as long as the differences of the two count values do not change the sign. 

5 Results 

We compare our results with [16]. This comparison is summarized in Tables 1 and 2. 
The uniqueness is calculated using the following equation: 
 Uniqueness 2N N 1 HD R , RLNN 100%                                            1  
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Table 1. Details of dataset 

This work Yamamoto et al. [16] 
No. of Chips (N) 25 20

PUF per Chip 1 2

Samples (T) 100 100

ID size (L) bits 256 256

SR-Latches (M) 512 128

FPGA (Device 
used) 

XC6SLX16-
3CSG324 

XC6SLX16-2CSG324 

 
Similarly, reliability is calculated according to the following equations:  

 

 HDINTRAi= 1T HD R , R ,LT
 × 100%                                                          (2) 

 Reliabilityi 100% HDINTRAi (3) 
 

Average Reliability 1P ReliabilityiP
 (4) 

Table 2. Comparison with Yamamoto et al [16] 

 
This 
work 

[16] Ideal 

 

Ri = Response of chip i 

Uniqueness 49.24% 49% 50% Rj = Response of chip j

Reliability @ 1.14v 97.54% 94.70% 100% HD= Hamming distance 

Reliability @ 1.20v 99.5% 99.14% 100% T = Total number of samples /ID 

Reliability @ 1.26v 99.18% 95.20% 100% t = Index of a sample (1 ≤ t ≤ T) 

 

Reliability shown in Table 2 is the average reliability of five random boards from a 
set of 25 boards. Average Reliability of P chips can be calculated using equation (4). 
Equations 1, 2 and 3 are based on the definitions of PUF quantitative metrics pro-
posed in [18]. It needs to mention that Uniqueness shown in Table 2 is calculated for 
25 FPGA devices. 

5.1 Uniqueness 

In Fig. 6, the normalized inter-chip Hamming distance, (HD (Ri, Rj)/L)*100% is 
shown. The mean is 49.24%, while the standard deviation is 3.36%. This data is gen-
erated from 25 FPGA boards at 25°C and 1.2V supplied as the core voltage. 
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Fig. 6. Normalized inter-chip Hamming distance (Mean=49.24%) 

The total number of combinations (i.e., the total number of board pairs {i,j}) 
is = 300. The y-axis (denoted frequency) shows the total number of times a given 
normalized inter-chip Hamming distance was obtained. 

5.2 Reliability 

In Table 3, the information on bit flips for five boards is shown. It is clear from this 
table that the worst case is 13 bit flips. The Maximum intra-chip Hamming distance is 
defined as (HD (Ri, R'i, t)), when tested under all conditions. 

 

Table 3. Voltage vs. Intra-chip Hamming Distance 

Board 
No. 

No. of 
stable 
latches 
at 1.2V 

Bit 
flips at 
1.26V 

Bit 
flips at 
1.14V 

Maximum 
HD(Ri,R'i,t) 

Worse 
case 
HD 

B2 260 1 4 4

13 
B4 280 1 13 13
B6 264 1 6 6
B1 275 5 1 5
B2 262 3 9 9

Table 4. Temperature vs. Intra-chip Hamming Distance 

Board 
No. Bit length 

Bit 
flips 
at 0°C 

Bit flips 
at 85°C 

Maximum 
HD(Ri, R'i,t) 

Worse 
case HD 

B1 256 4 11 11

16 

B2 256 7 12 12
B3 256 2 12 12
B4 256 0 7 7
B5 256 3 13 13
B6 256 2 7 7
B7 256 3 10 10
B8 256 7 16 16
B9 256 8 8 8
B1

0
256 5 8 8
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We tested the boards at 0°C and 85°C. Table 4 shows the results for 10 boards. 
From Table 4, it is evident that for reliability the effect of 85°C is always worse than 
the effect of 0°C. Overall the worse case Hamming distance is 16. We also tested the 
five FPGA boards at 1.14V and four different temperatures, as shown in Fig. 7. 

5.3 Reliability vs. Error Correction 

For error correction, we propose a novel method, inspired by the designs described in 
[19]. This method is based on the use of BCH code. It consists of two procedures: 
Generation and Reproduction. Generation is carried out at the room temperature and 
nominal voltage, while Reproduction is carried out in the field. 

During the generation process, Secure Sketch (SS) is applied to PUF output w, as 
shown in Fig. 8. The second input to SS is the key K, generated using a True Random 
Number Generator, RNG1. The output of SS, denoted by s, is stored as helper data in 
the database. During the reproduction process, the helper data is used to regenerate 
the key K from a noisy PUF response w’. BCH decoder is used to regenerate the 131 
bit key as shown in the figure. We propose to use BCH with the following parame-
ters: (n=255, k=131, t=18) code. The meaning of these parameters is as follows: 
n=255 is the output block size, k=131 is the input block size (in our case, the size of 
the key to be encoded), and t=18 is the number of errors that can be corrected by this 
code. We chose these parameters because the code with these parameters can easily 
correct the worse case errors shown in Tables 3 and 4, and Fig. 7. Please note that in 
our scheme, the key K is not a function of the PUF response during the Generation 
process, but becomes a function of the PUF response during the Reproduction process 
in the field. This feature differentiates our scheme from two methods presented in 
[19]. 

 

   
 

Fig. 7. Bit flips at 1.14V [25°C-85°C].            Fig. 8. Error correction scheme 

5.4 Entropy Analysis 

Actual entropy of a PUF is a function of complex physical processes. Therefore, it is 
close to impossible to calculate the actual entropy of a PUF response. Normally, only 
the estimated upper bounds on the underlying entropy can be calculated. These 
bounds can be calculated using at least the following two methods. 
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1. Based on the analysis of single bits 
2. Based on the analysis of pairs of bits 

Both these methods have been explained in [12]. The first method assumes that an 
adversary knows a bias for each position of a PUF response. In this method every bit 
position in a PUF response vector will have its own bias. This upper bound, called the 
bit-dependent bias entropy bound, can be calculated by using,  
 

 (5) 

 

In equation (5), h(pi) is the binary entropy function, it has been calculated for n = 
256 bit positions. We calculated bit-dependent bias entropy bound based on PUF res-
ponses of 25 FPGAs. This entropy bound appeared to be equal to 0.959 or 95.9%. This 
result implies that the 256-bit response contains a maximum of 245 bits of entropy. 

The second method is based on the analysis of a pair of PUF response bits. This 
method assumes that an adversary knows pairwise joint distributions for pairs of con-
secutive bits i and i+1.This bound is tighter than the bound given by (5). It is called 
pairwise joint distribution entropy bound. It can be calculated using equations (6)  
and (7). ∑ ∑ ,                                     (6) 

Where,  
 

I ( , ∑ ∑ 1, 2 . ,
                  (7) 

 

In equation (6), h(pi) is the binary entropy function, while I(Yi,Yi+1) is the mutual 
information between two random variables Yi and Yi+1. The mutual information be-
tween two random variables is a measure for the amount of information which is 
shared by both variables. We estimate the pairwise joint distributions of all possible 
pairs of the considered response bits, by counting the occurrences of each of the four 
possible pairs (‘00’, ‘01’, ‘10’, and‘11’) in the 256 bit response of all 25 devices. We 
found that for n = 256; the pairwise joint distribution entropy bound is equal to 0.866 
or 86.6%. Therefore, a 256-bit response contains approximately 221 bits of pairwise 
entropy. Finally, we want to add that the entropy of the key is equal to 
PUF_entropy*131 in our top-level key generation scheme with error-correction code, 
shown in Fig. 8. 

5.5 Cost 

It has been stated in [16] that the unused LUTs in each CLB can be used by the tool 
for other purposes. Therefore it is claimed that the circuit efficiency is still higher. 
However, we believe that neighboring logic, routed through the CLB, adversely af-
fects the PUF response bits. To prove this claim we implemented ring-oscillators 
inside the latch-CLB for the design proposed in Fig. 12 in [16]. The result is listed in 
Table 5. We believe this change can become significant at different voltage.  
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Table 5. Effect of external signals on SR-latch 

 
Without Ring 
oscillators [16] 

With Ring oscillators  

Reliability @ 1.2v 99% 92%

 
Therefore it is highly recommended to prohibit the external signals from being 

routed through the latch-CLBs. In our design, the external signals cannot be routed 
through any CLBs designated to be used for SR-latches. We also prohibit the tool 
from using any resources inside the latch-CLBs for external logic. Therefore, the 
effect of external signal on the latch performance is eliminated. 

As shown in Fig. 1, the latch requires only two LUT input pins. Thus we connect 
the remaining four input pins of each LUT to logic ‘0’, and lock them. It must be 
mentioned that we implement our PUF only on even rows of CLBs. This is done to 
leave one set of rows for additional logic to be implemented by the tool. This logic 
includes multiplexer, decoder, registers, and counters. We would like to emphasize 
that the latch in our design is compact and does not share a switch-box with any other 
external signal (each CLB is associated with a single switch-box). Based on this dis-
cussion, the design proposed in [16] for Spartan-6 FPGAs is two times more expen-
sive than the one we are proposing in this work. Table 6 lists the FPGA resources 
used by both designs.  

Table 6. Comparison with [16] 

This work [16]

Total latches configured 512 128
Total CLBs used for PUF    

(latches only) 
128 256 

Response bit length 256 256
Latch/#CLB 4 0.5
Response bits/#CLB 2 1
Response bits entropy 221 167.9
Response bits entro-

†
1.72 0.65

Multiplexer size (CLBs) 16 4
Extra logic (CLBs) * 18 N/A

   † Latches only.
*
Registers, counters, control logic. 

5.6 Characterization Time 

We record 100 samples of data from each latch. The delay between any two samples 
is 10,000 clock cycles. The on-board clock frequency is 100MHz. As a result, the 
frequency of the ctrl signal is set to 10 kHz. The total characterization time for each 
FPGA is equal to (512 x 100 x 10,000)/ (100 MHz) = 5.12 sec. 

6 Conclusion and Future Work 

We presented a highly reliable SR-latch PUF in this work. The latch is designed to 
keep the effect of routing at minimum and extract the randomness at the same time. 
The design is two times more efficient from the circuit efficiency point of view. The 
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PUF responses exhibit high resistance to temperature and voltage variations. The 
uniqueness is close to the ideal value. We tested the design on a set of 25 FPGA de-
vices and the results were very promising. We plan to incorporate the bit-generation 
step into the circuit, thus eliminating the requirement for post-processing. In addition, 
we plan to implement the on-chip error correction scheme.  
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Abstract. The growing number of candidates competing in the crypto-
graphic contests, such as SHA-3, makes the hardware performance eval-
uation extremely time consuming, tedious, and imprecise, especially in
the early stages of the competitions. The main difficulties include the
long time necessary to develop and verify HDL (hardware description
language) codes of all candidates, and the need of developing (or at least
tweaking) codes for multiple variants and architectures of each algorithm.
High-level synthesis (HLS), based on the newly developed Xilinx Vivado
HLS tool, offers a potential solution to the aforementioned problems. In
order to verify a potential validity of this approach, we have applied our
proposed methodology to the comparison of five Round 3 SHA-3 can-
didates. Our study has demonstrated that despite a noticeable perfor-
mance penalty, caused by the use of high-level synthesis tools vs. manual
design, the ranking of the evaluated candidates, in terms of four major
performance metrics, frequency, throughput, area, and throughput to
area ratio, has remained unchanged for Altera Stratix IV FPGAs.

Keywords: FPGA · High-level synthesis · Secure hash algorithm ·
SHA-3 · Cryptography · Benchmarking · Evaluation · Hardware · Case
study

1 Introduction & Motivation

The first open competition for a new cryptographic standard was announced
by the National Institute of Standards and Technology (NIST) in 1997 [1]. The
Advanced Encryption Standard (AES) [2], currently one of the most well-known
and widely-used symmetric-key block ciphers, is the result of this competition.
Since then, there has been a proliferation of open competitions with different
cryptographic transformations targeted in each of them. One of the most impor-
tant of them was the contest for the new cryptographic hash function standard,
SHA-3. This contest attracted over 50 candidates, and required about four years
for their evaluation.

The cryptographic competitions have become the norm for the development
of new cryptographic standards for several reasons. First, the open nature of
a competition and its submitted algorithms provides assurance for future users
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 217–228, 2015.
DOI: 10.1007/978-3-319-16214-0 18
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that any potential backdoor (i.e., an ability to decrypt a message without the
knowledge of the key used for its encryption) is unlikely to exist. Secondly, the
winner of such competition is guaranteed to have a strong security with good
performance in software and hardware. Additionally, as cryptography is a broad
field, studied by a limited number of scientists, a public competition enables
focusing the attention of the entire cryptographic community on a specific area
of cryptography, such as design of hash functions. As a result of an active involve-
ment of the entire community, including leading experts in the specific area, the
winning algorithm is likely to get endorsed and accepted as a new standard much
faster than any algorithm developed by national intelligence organizations, such
as the U.S. National Security Agency (NSA).

FPGA Tools

Manual
Design

Informal Specification

HDL Code
Functional
Verification

Test Vectors

Timing
Verification

Results
Place & Route

Post

Manual Optimization

Netlist

Fig. 1. Traditional Hardware Development and Benchmarking Flow

While security has been commonly recognized as the most important evalua-
tion criterion, it is also a measure that is most difficult to evaluate and quantify,
especially during a relatively short period of time reserved for the majority of
contests. The typical outcome is that, after eliminating a fraction of candidates
based on security flaws, a significant number of remaining candidates must be
ranked based on their performance in hardware and software. In the past com-
petitions, the differences among the competing algorithms in terms of their per-
formance in hardware seemed to be particularly large, and often served as a
tiebreaker when other criteria failed to identify a clear winner.

A traditional hardware benchmarking flow, shown in Fig. 1, typically starts
with the translation of an informal specification to a hardware description lan-
guage (HDL) code, e.g., the code written in VHDL or Verilog. Then, functional
verification is performed based on test vectors generated using a reference soft-
ware implementation. The post-place & route results are generated either using
default options of FPGA tools, or tool options are optimized manually. Finally,
the obtained netlist undergoes a timing verification for the last check up. This
process has been further improved with the development of the Automated Tool
for Hardware EvaluatioN (ATHENa) [3], allowing an automated optimization of
FPGA tool options. This tool is application agnostic and works across supported
FPGA vendors of Xilinx and Altera.
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Nevertheless, hardware development for the purpose of benchmarking
remains difficult due to various factors. These factors include a large number
of candidates, large amount of time required to develop and verify HDL sources,
multiple variants of algorithms, multiple hardware architectures targeting differ-
ent needs, and dependence on skills of the designers.

A potential solution to the majority of aforementioned problems is High-Level
Synthesis (HLS). HLS allows designers to use a high-level programming language,
such as C, C++, or Java, to generate synthesizable HDL. Until recently, this app-
roach has been impractical due to the inadequate quality and high cost of HLS
tools [4]. This situation has changed when Xilinx acquired AutoESL Design Tech-
nologies Inc. in 2011, and incorporated its HLS tool, AutoPilot, into its latest
toolchain, Vivado, in 2012 [5]. The availability of the industrial-quality, low-cost
tool has allowed the HLS-based design approach to become more realistic.

Previous studies have demonstrated that HLS can reduce the development
time, while maintaining good performance as compared to software [6–8]. It has
also been shown that a design using HLS-based approach can compete against
a hand-written Register Transfer Level (RTL) code [9–13], at least in selected
domains.

Apart from the use of HLS to benchmark candidate algorithms during cryp-
tographic contests, the use of HLS could also provide an earlier feedback for
designers of cryptographic algorithms. Traditionally, a design of a cryptographic
algorithm involves only security analysis and software benchmarking. This sit-
uation has created several unpleasant surprises when the resulting algorithms
performed poorly in hardware, which was the case for Mars in the AES contest,
as well as BMW, ECHO and SIMD in the SHA-3 Contest.

As a result, this study aims to analyze and test the following hypothesis:
Ranking of candidate algorithms in cryptographic contests in terms of their

performance in modern FPGAs will remain the same independently whether the
HDL implementations are developed manually or generated automatically using
High-Level Synthesis tools.

2 Methodology

The development and benchmarking process used for the HLS-based design app-
roach is shown in Figure 2. In this process, a designer modifies a reference soft-
ware implementation, which is typically provided by the algorithm’s designers
in C. These modifications typically involve the addition of HLS tool directives,
provided as pragmas, and small tweaks in the reference implementations that
make them more suitable for HLS. Once these modifications are completed, the
code is verified in software for the correct functionality. Afterward, the HLS-
ready C code is processed by the HLS tool to generate an RTL HDL code. This
code is further processed using the design methodology described in Section 1. In
case, the obtained results are worse than expected, e.g., in terms of the number
of clock cycles required to process a single input block, the HLS-ready C code
must be further tweaked, and possibly extended with additional pragmas.
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Fig. 2. HLS-Based Development and Benchmarking Flow

In order to verify our hypotheses, the five finalists of the SHA-3 competition
were selected as our test case. The most efficient (in terms of the throughput to area
ratio) high-speed architectures were selected for each algorithm [14–16]. These
architectures included: two times horizontally folded architecture ofBLAKE(\2h),
four times unrolled architecture of Skein (x4), and the basic iterative architectures
for Groestl, JH and Keccak (x1).

To provide a fair and reliable reference for comparison, the designs developed
manually, using the RTL-based approach, based on the studies published in
[14,17], have been benchmarked using the same FPGA families. These designs
were selected for the following reasons:

– Source codes of the reference designs in RTL VHDL are easily accessible
to the public [18]. This availability allows everybody to easily replicate the
obtained results.

– Detailed diagrams of each design are available in public domain [18].
– Uniform and realistic interface. The aforementioned studies utilized a

standard FIFO-based interface, which can be easily adapted to support any
bus-based interface for a system-on-chip, e.g., the AXI-4 Stream interface.

– Standalone. The reference designs are completely self-sufficient. They
require the minimum number of external control signals.

The reference C codes for the HLS-based approach are based on the submis-
sion packages available from the SHA-3 contest website [19]. Each reference C
implementation is then manually modified to create an optimum HLS-ready C
code, and verified in software. This C code is then passed as an input to Vivado
HLS, and the corresponding VHDL code is automatically generated. This VHDL
code is then simulated for functional correctness, and the number of clock cycles
required to process a block of data is determined. If the results are incorrect, or
the number of clock cycles too high, the HLS-ready code needs to be modified,
and the entire process repeated. If the HDL code performs as expected, this
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code is benchmarked using ATHENa, and the final netlist verified using timing
simulation.

In order to minimize any discrepancies between the rankings obtained using
HLS and RTL-based approaches, we apply the same tools and optimization tech-
niques to both manually written and automatically generated HDL codes. The
synthesis of HDL codes is accomplished using Vivado HLS v2014.1, with VHDL
as a target language. Logic synthesis and implementation (mapping, placing, and
routing) are performed by ISE Design Suite v14.7 and Quartus II v13.0sp1, for
Xilinx and Altera FPGAs, respectively. The gathering and uniform optimization
of results were facilitated by ATHENa [3]. For the ease of comparison between
the rankings, no dedicated FPGA resources, such as Block RAMs or DSP units
are used. Our results are generated using two modern FPGA families: Stratix
IV from Altera and Virtex 6 from Xilinx. Finally, it must be noted that HDL
code generated from Vivado HLS is generally vendor independent. So far, we
have found that as long as we do avoid the use of dual-port memory, the tool is
able to generate a design that is compatible with Altera tools as well.

3 Design

3.1 Top-Level Interconnect

The interface and the communication protocol used in this study are based on
the designs proposed in [17]. As we are operating at full speed, the input and out-
put units must operate at the same time when a cryptographic core is hashing.
The current HLS tool is not yet capable of generating a design that can per-
form these tasks automatically. As a result, these modules need to be connected
manually at the top-level. The top-level diagram of all crypto cores is shown in
Fig. 3. Each crypto core is comprised of three primary modules, input processor,
hash core and output processor. Each module is generated using HLS tools inde-
pendently, using a separate HLS-ready C code, in order to allow them to operate
concurrently. Communications between modules in critical area are registered to
improve timing. Endianness of incoming and outgoing data for the hash core are
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swapped for correct operation. This is because the ARRAY RESHAPE pragma
organizes each word in little-endian format while big-endian is used from the
hardware perspective.

3.2 Design Techniques

Design techniques play an important role in inferring our desired hardware archi-
tecture. These techniques are summarized below:

– Match the code to the architecture. In order to ensure that the synthesis
tool can infer the desired hardware architecture from the reference C code, it
is important to organize and modify the reference C code to match the target
architecture as much as possible. An example is shown in Listing 1.1 and
1.2. In these example, the diagonal step is replaced by a second run through
the column step, after the necessary permutation of the internal state words,
as our target architecture (folded horizontally by a factor of two) contains
only a half-round of BLAKE.

Listing 1.1. Original code before mod-
ification.

// (a) Before modification
/* do 14 rounds */
for(round =0; round <NB_ROUNDS32;

++round)
{

/* column step */
G32( 0, 4, 8,12, 0);
G32( 1, 5, 9,13, 1);
G32( 2, 6,10,14, 2);
G32( 3, 7,11,15, 3);

/* diagonal step */
G32( 0, 5,10,15, 4);
G32( 1, 6,11,12, 5);
G32( 2, 7, 8,13, 6);
G32( 3, 4, 9,14, 7);

}

Listing 1.2. HLS-compatible code
after modification.

// (b) After modification
/* do 14 rounds */
for(round =0; round <NB_ROUNDS32 *2;

++round)
{

/* column step */
G32( 0, 4, 8,12, 0);
G32( 1, 5, 9,13, 1);
G32( 2, 6,10,14, 2);
G32( 3, 7,11,15, 3);

// Permutation
if (round % 2 == 0)

for(i=0; i<4; i++)
for(j=0; j<4; j++)

tmp[i*4+j] = v[((j+i)%4)+
i*4];

else
for(i=0; i<4; i++)

for(j=0; j<4; j++)
tmp[i*4+j] = v[((j+4-i)

%4)+i*4];

– No timing constraints. The HLS tool can optimize the HDL code to
meet any specific timing constraints. Unfortunately, the desired hardware
architecture is not guaranteed. In fact, if a design is overly constrained, it is
more likely to generate a sub-optimal hardware architecture. For the purpose
of benchmarking, this can be very counterproductive. As a result, it is often
better to remove any timing constraints, in order to avoid an automatic
optimization of the architecture by the HLS tool.
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Listing 1.3. Original code before mod-
ification.

// (a) Before modification
for(round =0; round <NB_ROUNDS; ++

round)
{

if (round == NB_ROUNDS -1)
single_round(state , 1);

else
single_round(state , 0);

}

Listing 1.4. Code after modification
for reduction of resource usage.

// (b) After modification
for(round =0; round <NB_ROUNDS; ++

round)
{

if (round == NB_ROUNDS -1)
x = 1;

else
x = 0;

single_round(state , x);
}

– Keep design small by reusing functions. Each function call in the HLS-
ready code generally translates to a new block of hardware. This feature can
increase the design size significantly. While this effect is straightforward to
understand, it can be counterintuitive to utilize in software. An example
of such situation is shown in Listing 1.3 and 1.4. In this example, a sin-
gle round() function accepts either 1 or 0 as its second input. In software,
the two approaches would have an almost identical performance and mem-
ory usage. However, in the hardware generated by HLS, the design inferred
by (a) requires twice as many resources as the design inferred by (b). This
is because the single round() function is called twice in (a), while it is being
called only once in (b).

PRAGMAs used by the aforementioned techniques are described in [13]. All our
HLS-ready source codes are available at [18].

4 Results and Discussion

4.1 Ranking of Results

The results of all our implementations for the RTL and HLS-based design flows
are summarized in Fig. 4 and Fig. 5. Each algorithm is represented using a
different shape marker, with lines across the markers helping to compare the
throughput to area ratios. The higher the gradient of the line, the more efficient
the corresponding algorithm is. All diagrams demonstrate a very good correlation
between the HLS and RTL results in case of Altera Stratix IV FPGAs, and a
moderate correlation in case of Xilinx Virtex 6 FPGAs. The details of all results
and the corresponding ratios are listed in Table 1.

In Table 2, all Round 3 SHA-3 candidates are ranked according to four
major performance measures: frequency, throughput, area, and throughput to
area ratio. A reference ranking based on the RTL approach is followed by the
new ranking based on the HLS approach. Underneath each of the first four can-
didates is the distance in percents to the next candidate, denoted as Δ(i+1),
i.e., a relative difference between the candidate at position i in ranking and the
algorithm at position i+1. The algorithms that have their positions changed in
the HLS-based approach are marked in bold, with upward and downward arrows
signifying the direction of change.
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Table 1. Results for the HLS and RTL-based approaches. Notation: Freq.: clock fre-
quency, A: area in ALUTs for Altera Stratix IV and CLB slices for Xilinx Virtex 6,
TP: Throughput in Mbits/s, TP/A: throughput over area ratio, RTL/HLS: ratio of
the RTL result to the corresponding HLS result.

Altera Stratix IV

HLS RTL RTL/HLS
Freq. TP A TP/A Freq. TP A TP/A Freq. TP A TP/A

BLAKE 119.6 2040 4557 0.45 132.3 2337 3543 0.66 1.11 1.15 0.78 1.47

Groestl 218.8 4871 7290 0.67 236.9 5776 7404 0.78 1.08 1.19 1.02 1.17

JH 336.8 3919 3256 1.20 399.7 4759 3210 1.48 1.19 1.21 0.99 1.23

Keccak 271.4 11356 4156 2.73 317.7 14401 3541 4.07 1.17 1.27 0.85 1.49

Skein 97.9 2387 5752 0.41 96.2 2592 3936 0.66 0.98 1.09 0.68 1.59

Xilinx Virtex 6

HLS RTL RTL/HLS
Freq. TP A TP/A Freq. TP A TP/A Freq. TP A TP/A

BLAKE 150.6 2570 1289 1.99 126.1 2226 1257 1.77 0.84 0.87 0.98 0.89

Groestl 242.7 5403 2016 2.68 296.1 7220 1870 3.86 1.22 1.34 0.93 1.44

JH 291.8 3395 1141 2.98 454.6 5412 849 6.37 1.56 1.59 0.74 2.14

Keccak 211.2 8838 1494 5.92 261.2 11839 1086 10.90 1.24 1.34 0.73 1.84

Skein 107.3 2616 1426 1.83 125.2 3373 1005 3.36 1.17 1.29 0.70 1.83

Table 2. Algorithm rankings based on four major performance metrics. Δ(i + 1)
represents the relative difference in the measured metric between the algorithm at the
current ranking position i and the algorithm at the subsequent position i + 1.

Approach Frequency rankings Area rankings

1 2 3 4 5 1 2 3 4 5

Altera Stratix IV

RTL JH Keccak Groestl BLAKE Skein JH Keccak BLAKE Skein Groestl

Δ(i+1) 26% 34% 79% 38% -9% -0% -10% -47%

HLS JH Keccak Groestl BLAKE Skein JH Keccak BLAKE Skein Groestl

Δ(i+1) 24% 24% 83% 22% -22% -9% -21% -21%

Xilinx Virtex 6

RTL JH Groestl Keccak BLAKE Skein JH Skein Keccak BLAKE Groestl

Δ(i+1) 54% 13% 107% 1% -16% -7% -14% -33%

HLS JH Groestl Keccak BLAKE Skein JH BLAKE↑ Skein↓ Keccak↓ Groestl

Δ(i+1) 20% 15% 40% 40% -11% -10% -5% -26%

Approach Throughput rankings Throughput/Area rankings

Altera Stratix IV

RTL Keccak Groestl JH Skein BLAKE Keccak JH Groestl BLAKE Skein

Δ(i+1) 149% 21% 84% 11% 175% 90% 18% 0%

HLS Keccak Groestl JH Skein BLAKE Keccak JH Groestl BLAKE Skein

Δ(i+1) 133% 24% 64% 17% 127% 80% 49% 8%

Xilinx Virtex 6

RTL Keccak Groestl JH Skein BLAKE Keccak JH Groestl Skein BLAKE

Δ(i+1) 64% 33% 60% 52% 71% 65% 15% 90%

HLS Keccak Groestl JH Skein BLAKE Keccak JH Groestl BLAKE↑ Skein↓
Δ(i+1) 64% 59% 30% 2% 99% 11% 34% 9%

This table clearly demonstrates that for Stratix IV, all rankings remain per-
fectly the same. For Virtex 6, the rankings remain the same in case of frequency
and throughput. In case of area, BLAKE moves from the position number 4
to the position number 2. In case of the throughput to area ratio, Skein and
BLAKE swap places at positions 4 and 5.



Hardware Benchmarking of Cryptographic Algorithms 225

The first of these changes can be explained by looking at the RTL/HLS ratios
for area in Table 1. For Keccak and Skein, the HLS implementation trails the
RTL implementation by about 30%. At the same time, for BLAKE, the area is
almost identical in case of both design flows. Interestingly, in case of Altera, the
ratios of RTL to HLS results are much better balanced for the aforementioned
three candidates (Skein: 0.68, BLAKE: 0.78, Keccak: 0.85).

In case of ranking in terms of throughput to area ratio, the swap of places
between Skein and BLAKE can be explained by the fact that unexpectedly, the
HLS implementation of BLAKE outperforms the RTL implementation in terms
of throughput, and is almost identical in terms of area. At the same time, the
HLS implementation of Skein trails the corresponding RTL implementation by
about 30% for both throughput and area. Interestingly, nothing similar happens
for the same VHDL source codes in case of Altera Stratix IV. Thus, the only
reasonable explanation seems to be a different operation of Xilinx and Altera
tools for logic synthesis, mapping, placing, and routing, which favors some com-
binations of algorithms and VHDL coding styles (RTL vs. HLS-generated), and
is disadvantageous for the others.

(a) HLS (b) RTL

Fig. 4. Manual RTL vs. HLS-based Results for Altera Stratix IV

Table 3. RTL/HLS performance ratios across investigated algorithms

FPGA Family Freq. Throughput Area TP/A

Altera Stratix IV 0.98-1.19 1.09-1.27 0.68-1.02 1.17-1.59

Xilinx Virtex 6 0.84-1.56 0.87-1.59 0.70-0.98 0.89-2.14

In Table 3 we summarize the spread of ratios, RTL/HLS, across investigated
algorithms, for all performance metrics and the two investigated FPGA families.
In case of frequency, for Altera FPGAs, the ratio varies between 0.98 to 1.19,
the spread of only about 20%, which is not likely to affect the ranking of the
candidates. The same spread of ratios for Xilinx Virtex 6 exceeds 70%, which is
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(a) HLS (b) RTL

Fig. 5. Manual RTL vs. HLS-based Results for Xilinx Virtex 6

much more significant. For area, both spreads are similar, in the range of 30%
for both Stratix IV and Virtex 6. Still, a particular combination of algorithms is
causing the rankings of algorithms to remain the same in case of Stratix IV, and
change substantially in terms of Virtex 6. In case of throughput to area ratio,
the difference in the spread of ratios is much more significant (about 40% for
Startix IV and more than 100% in case of Virtex 6).

4.2 Lessons Learned

The correct inference of architecture requires careful consideration for almost
each line of the HLS-ready C code. A simple mistake can lead to vastly different
outcomes. As a result, the programmer needs to repeatedly check the estimated
results, using the design cycle provided by the HLS tool, to ascertain whether
the output circuit has no additional logic. Additionally, clock frequency can be
also affected as a result of this issue as well.

Latency, on the other hand, is largely dependent on the control unit generated
by the HLS tool. Developing this unit in the HLS-based approach is relatively
straightforward compared to the manual RTL approach, as the control unit is
generated automatically, based on the code in C. In the manual hardware design,
the creation of the control logic is often the primary bottleneck in terms of the
design time. The ability of HLS tools to automatically generate and verify the
schedule of the circuits can save a huge amount of time.

Nonetheless, the generated control unit tends to be sub-optimal. This is
because the generated unit is not capable of supporting an overlap between
the completion of the last round of encryption/decryption and reading the next
input block. Moreover, one additional clock cycle is required to initiate process-
ing of the subsequent data block. As a result, the throughput of the HLS-based
design tends to be lower than the throughput of the manual one, even if they
both operate at the same frequency. The throughput formulas for the RTL and
HLS-based approach are given by equations 1 and 2, respectively.
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ThroughputRTL = Block size/(#Rounds ∗ Tclk) (1)

ThroughputHLS = Block size/((#Rounds + 2) ∗ Tclk) (2)

5 Conclusions

High-level synthesis offers a potential to allow hardware benchmarking in early
stages of cryptographic contests. It can also be an effective method for gauging
the hardware performance of early variants of a cryptographic algorithm dur-
ing the design process by groups of cryptographers with limited experience in
hardware design.

Our case study based on the five final SHA-3 candidates has demonstrated the
correct ranking for Altera Stratix IV FPGAs in terms of all major performance
measures: frequency, throughput, area, and the throughput to area ratio. For
Xilinx Virtex 6 FPGAs, the rankings matched perfectly only in case of two out
of four performance measures.

Thus, at this point, we recommend only the use of Altera FPGAs for HLS-
based candidate benchmarking. Interestingly, the recommended development
flow combines the use of HLS tools from Xilinx (Vivado HLS), lower-level FPGA
tools from Altera (Quartus II), and open-source script-based tools for option
optimization (ATHENa).

In order for the HLS-based design approach to be an effective replacement
for the manual design approach, there are a few obstacles that need to be still
overcome. These obstacles include for example the limited correlation between
the manual RTL designs and the HLS-based designs for Xilinx FPGAs, and the
generation of sub-optimal control units by Vivado HLS tools. Additionally, the
preparation of the HLS-ready C code needs to be simplified, for example by
an automatic preprocessing of the generic C codes developed without high-level
synthesis in mind.

Acknowledgments. This work is supported by the US National Science Foundation
(NSF) under grant number #1314540.

References

1. National Institute of Standards and Technology. Report on the Development of
the Advanced Encryption Standard (AES), October 2000. http://csrc.nist.gov/
archive/aes/round2/r2report.pdf

2. National Institute of Standards and Technology, FIPS PUB 197: Advanced
Encryption Standard (AES), November 2001. http://csrc.nist.gov/publications/
fips/fips197/fips-197.pdf

3. Gaj, K., Kaps, J., Amirineni, V., Rogawski, M., Homsirikamol, E., Brewster, B.:
ATHENa - automated tool for hardware evaluatioN: toward fair and comprehen-
sive benchmarking of cryptographic hardware using FPGAs. In: 2010 International
Conference on Field Programmable Logic and Applications (FPL), pp. 414–421,
August 2010

http://csrc.nist.gov/archive/aes/round2/r2report.pdf
http://csrc.nist.gov/archive/aes/round2/r2report.pdf
http://csrc.nist.gov/publications/fips/fips197/fips-197.pdf
http://csrc.nist.gov/publications/fips/fips197/fips-197.pdf


228 E. Homsirikamol and K. Gaj

4. Martin, G., Smith, G.: High-Level Synthesis: Past, Present, and Future. IEEE
Design & Test of Computers 26(4), 18–25 (2009)

5. Maxfield, C.: First public access release to Xilinx Vivado design suite, July 2012.
http://www.eetimes.com/document.asp?docid=1317376

6. Rupnow, K., Liang, Y., Li, Y., Chen, D.: A study of high-level synthesis: Promises
and challenges. In: 2011 IEEE 9th International Conference on ASIC (ASICON),
pp. 1102–1105, October 2011

7. Liang, Y., Rupnow, K., Li, Y., Min, D., Do, M.N., Chen, D.: High-level Synthesis:
Productivity, Performance, and Software Constraints. Journal of Electrical and
Computer Engineering 2012, Article ID 649057, 14 (2012)

8. Davis, J., Buell, D., Devarkal, S., Quan, G.: High-level synthesis for large bit-width
multipliers on FPGAs: a case study. In: Third IEEE/ACM/IFIP International
Conference on Hardware, Software Codesign and System Synthesis: CODES+ISSS
2005, pp. 213–218, September 2005

9. El-Araby, E., Taher, M., Abouellail, M., El-Ghazawi, T., Newby, G.: Comparative
analysis of high level programming for reconfigurable computers: methodology and
empirical study. In: 2007 3rd Southern Conference on Programmable Logic, SPL
2007, pp. 99–106, February 2007

10. Gruian, F., Westmijze, M.: VHDL vs. Bluespec System Verilog: A case study on
a java embedded architecture. In: Proceedings of the 2008 ACM Symposium on
Applied Computing, SAC 2008, pp. 1492–1497 (2008)

11. Berkeley Design Technology, Inc., High-Level Synthesis Tools for Xilinx FPGAs
(2010), http://www.bdti.com/MyBDTI/pubs/Xilinxhlstcp.pdf

12. Cong, J., Liu, B., Neuendorffer, S., Noguera, J., Vissers, K., Zhang, Z.: High-Level
Synthesis for FPGAs: From Prototyping to Deployment. IEEE Transactions on
Computer-Aided Design of Integrated Circuits and Systems 30(4), 473–491 (2011)

13. Homsirikamol, E., Gaj, K.: Can high-level synthesis compete against a hand-
written code in the cryptographic domain? A case study. In: 2014 International
Conference on Reconfigurable Computing and FPGAs (ReConFig), December 2014

14. Gaj, K., Homsirikamol, E., Rogawski, M., Shahid, R., Sharif, M.U.: Comprehen-
sive Evaluation of High-Speed and Medium-Speed Implementations of Five SHA-
3 Finalists Using Xilinx and Altera FPGAs, Cryptology ePrint Archive, Report
2012/368 (2012)

15. Guo, X., Huang, S., Nazhandali, L., Schaumont, P.: Fair and comprehensive per-
formance evaluation of 14 second round SHA-3 ASIC implementations. In: The
Second SHA-3 Candidate Conference, August 2010

16. Gürkaynak, F., Gaj, K., Muheim, B., Homsirikamol, E., Keller, C., Rogawski, M.,
Kaeslin, H., Kap, J.-P.: Lessons learned from designing a 65nm ASIC for evaluating
third round SHA-3 candidates. In: The Third SHA-3 Candidate Conference, March
22-23 (2012)

17. Gaj, K., Homsirikamol, E., Rogawski, M.: Fair and comprehensive method-
ology for comparing hardware performance of fourteen round two SHA-
3 candidates using FPGAs. In: Mangard, S., Standaert, F.-X. (eds.)
CHES 2010. LNCS, vol. 6225, pp. 264–278. Springer, Heidelberg (2010).
http://dx.doi.org/10.1007/978-3-642-15031-9 18

18. CCERG. GMU Source Codes. https://cryptography.gmu.edu/athena/index.php?
id=sourcecodes

19. National Institute of Standards and Technology. Third (Final) Round
Candidates, March 2014. http://csrc.nist.gov/groups/ST/hash/sha-3/Round3/
submissionsrnd3.html

http://www.eetimes.com/document.asp?docid=1317376
http://www.bdti.com/MyBDTI/pubs/Xilinxhlstcp.pdf
http://dx.doi.org/10.1007/978-3-642-15031-9_18
https://cryptography.gmu.edu/athena/index.php?id=sourcecodes
https://cryptography.gmu.edu/athena/index.php?id=sourcecodes
http://csrc.nist.gov/groups/ST/hash/sha-3/Round3/submissionsrnd3.html
http://csrc.nist.gov/groups/ST/hash/sha-3/Round3/submissionsrnd3.html


Dual CLEFIA/AES Cipher Core on FPGA

João Carlos Resende and Ricardo Chaves(B)
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Abstract. In this paper a compact high throughput dual-cipher hard-
ware structure is proposed, supporting the novel CLEFIA algorithm and
the encryption standard AES. Currently, the more efficient and dedicated
structures only allow to process the CLEFIA or the AES encryption
algorithms. On the other hand, the existing multi-algorithm processors
impose significantly higher area costs and are not able to achieve the
throughputs of dedicated solutions. The presented work shows that by
adequately scheduling and merging the processing structures, and with
the proper use of the existing components in current FPGA technolo-
gies, it is possible to achieve a compact and efficient structure capa-
ble of computing the novel CLEFIA cipher while also supporting the
well implanted AES cipher. Overall, the proposed structure allows for a
throughput up to 1Gbps in feedback modes with low area cost, achieving
identical efficiency metrics as the existing single cipher state of the art.

1 Introduction

With the rapid evolution of digital communications, and its expansion into every-
day electronics, ensuring the safety and privacy of systems and their data has
become a mandatory requirement. To achieve this, efficient implementations of
existing and novel cryptographic algorithms are needed.

One such algorithm is the CLEFIA encryption algorithm, a novel symmet-
rical block cipher proposed and developed by SONY Corporation [15]. In 2012,
CLEFIA was declared a International Standard in ISO/IEC 29192-2, and more
recently a Candidate Recommended Cipher by the Japanese Cryptographic Res-
earch and Evaluation Committees (CRYPTREC) in the 2013 revision. However,
given the implantation and robustness of the Advanced Encryption Standard
(AES) [12], it is unlikely that this novel cipher can overthrown it. Nevertheless,
CLEFIA particular focus on Digital Rights Management (DRM), increased use
in Japan and by Sony, and the algorithm added robustness against differential
and linear attacks [18], makes it a relevant alternative for future systems.

Both CLEFIA and AES are symmetrical block ciphers and share similar
ciphering techniques, such as diffusion matrices and byte substitution (SBoxes).
The major differences reside on the fact that CLEFIA is based on a Feistel Net-
work, while the AES algorithm is based on a Substitution-Permutation Struc-
ture.
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 229–240, 2015.
DOI: 10.1007/978-3-319-16214-0 19
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Fig. 1. CLEFIA Datapath

The main goal of this work is to show that, with efficient resource re-utilization,
a dedicated CLEFIA/AES cryptographic engine can be achieved, capable of high
throughputs with relatively low area footprints. To achieve this, state of the art
compact structures for dedicated AES [2,3,5,14] and CLEFIA [10,13] algorithms
are considered.

In order to provide a proof of concept, Field Programmable Gate Arrays
(FPGA) is herein used as targeted technology, given their increasing deployment
in embedded systems, adaptability, and ease of prototyping. Due to the added
cost and complexity of partial reconfiguration techniques [9], and its low usage
in current embedded system, this feature is herein not considered.

This paper is organized as follows: an introduction to the CLEFIA and AES
algorithms is presented in Section 2. Section ?? discusses the most relevant
state of the art. The proposed solution and its particular implementation details
are presented in Section 4, while the obtained results and the analysis with
the existing related work are presented in Section 5. Section 6 concludes this
paper with some final remarks.

2 Considered Ciphers

2.1 CLEFIA Algorithm

The CLEFIA algorithm is a 128-bit block cipher, based on a 4-branched Feistel
network, accepting key lengths of 128, 192 and 256 bits, processed over 18, 22,
or 26 rounds. The 128 bits (16 bytes) of plain text are arranged into an array
of four 32-bit words, processed over N round sets of instructions, as depicted in
Figure 1.

The first step of the encryption process is to XOR the second and fourth
words of the plain text with the first and second 32 bits of the original key,
performing a key whitening procedure. After this operation the rounds are exe-
cuted.
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Fig. 2. CLEFIA F-function

In each round, the four input words are processed, where copies of the first
and third input words go through a 32-bit output non-linear function, F0 and
F1 respectively. After each one, the result is XORed with the second and fourth
words. The resulting four words are then swapped by left-round shifting them.

After all rounds are computed, the final output values are obtained by XOR-
ing, one last time, the second and fourth final words with the last two Whitening
Keys, instead of a last word swap.

Each function, F0 and F1, receives a different 32-bit Round Key in a total of
(N × 2) 32-bit keys (where N is the number of rounds). Both functions use two
8x8 bits SBoxes for byte replacement, S0 and S1, and one matrix multiplication,
M0 or M1, as depicted in Figure 2.

In order to perform the decryption process, one simply needs to invert the
processing direction: the input becomes the ciphered text and the different keys
are supplied in the inverted order (including the Whitening Keys).

2.2 AES Algorithm

The AES algorithm is also a 128-bit block cipher based on the Rijndael algo-
rithm, accepting key lengths of 128, 192, and 256 bits, processed over 10, 12 or
14 rounds, repetitively. Each 128-bit (16 bytes) block of plain text is organized
column wise, in a 4x4 byte matrix (named State), processed over N rounds, as
depicted in Figure 3.

AddRoundKey(State, ekey)
for round= 1, round<Nr, round++ do
SubBytes(State)
ShiftRows(State)
MixColumns(State)
AddRoundKey(State, ekey[round])

end for
SubBytes(State)
ShiftRows(State)
AddRoundKey(State, ekey[Nr])

AddRoundKey(State, dkey)
for round= 1, round<Nr, round++ do
InvSubBytes(State)
InvShiftRows(State)
InvMixColumns(State)
AddRoundKey(State, dkey[round])

end for
InvSubBytes(State)
InvShiftRows(State)
AddRoundKey(State, dkey[Nr])

Fig. 3. AES Encryption/Decryption operations
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After the initial key addition, in which the plain text is XORed with the
first 128 bits of the key, the State goes through the several operations. These
round operations are: SubBytes, where each byte is replaced by another one,
which can be implemented by a Look Up Table (SBox); ShiftRows, where
the second to fourth row of the State are left-round shifted one to three bytes,
respectively; MixColumns, where each column of the State is multiplied over
GF(28) by the values depicted in Figure 4; and AddRoundKey, where the
entire State is XORed with the corresponding 128-bit Round Key. The decryp-
tion process of the AES cipher is performed identically to the encryption, but
with the inverse operations. Note that the last round is slightly different since
no (Inv)MixColumns operation is performed.

⎡
⎢⎢⎣
r0i
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r2i
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⎥⎥⎦ =

⎡
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Fig. 4. AES MixColumns and InvMixColumns matrixes

3 Related State of the Art

When considering block ciphers implementations on dedicated architectures, the
improvements in the state of the art are mainly based on round folding, with
unrolled or rolled structures; on the type of components used for the typical
substitution operation, with dedicated logic or lookup tables; and with operation
rescheduling [13,14].

One of the most direct ways to obtain a trade off between area and through-
put is with round folding/expansion. In unrolled structures the round compu-
tation is expanded and pipelined. With this, multiple rounds of the algorithm
can be executed independently and in parallel. These approaches are known
for imposing higher area demands but, on the other hand, allowing for higher
thoughputs and working frequencies in particular cases (such as in ECB mode).
When ciphering in feedback modes (such as CBC) with dependencies between
blocks, the throughput improvements cannot be achieved. When folding the
round computation, each round is performed in one or more clock cycles, result-
ing in more compact structures. Consequently, lower throughputs are typically
achieved [7].

Another major implementation differentiation in the state of the art is in
the substitution operation. These vary from a fine grained implementation of
the byte substitution (Logic based), to more coarse grained ones using equiva-
lent lookup tables (Memory based). Logic based structures implement the byte
substitution operations and matrix multiplications by hard-wiring their actual
mathematical definition through logic components. They are cipher-specific and
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can be the most area efficient but usually the slowest to complete. Typically in
FPGAs, the most efficient implementations to perform the byte substitution are
lookup table based [14]. These use multiple FPGA LUTs, or even BRAMs, to
implement an equivalent lookup table for byte substitution, and in some cases
part of additional operations such as the matrix multiplication of AES, creating
a so called TBox. Memory based approaches can lead to faster circuits at the
cost of memory blocks.

3.1 AES Previous Work

Chodowiec et al. [3] propose a FPGA based AES compact implementation per-
forming 1/4 of a round computation (32 bits) per cycle. The authors also choose
to use two embedded dual-port 512x8b BRAMs, of a Xilinx Spartan II, for a
memory based SBox (and InvSBox). The authors also improve their design by
implementing the AES Shift Rows operation through the use of the dedicated,
multi-addressable, 16-bit deep shift registers, implemented using the SRL16 LUT
mode of the Xilinx devices. With this, the intermediate results are stored in shift
registers that can always address any 4 bytes of the State, avoiding unnecessary
logic for shifting operations. The remaining computation is implemented using
a logic based approach.

The use of shift registers for the Shift Rows operation is also considered by
Rouvroy et al. [14]. These authors further reduce the area resources by using the
dual-port BRAMs to implement the AES algorithm based on TBoxes.

Chaves et al.[2] propose an AES implementation performing one round com-
putation per clock cycle, also based on TBoxes. They choose to implement the
Shift Rows operation by hard-wired and multiplexed path and perform the key
expansion in software, resulting in a simpler structure. Additionally, the authors
also improve the last round computation by noticing that, by XORing all the
TBox matrix coefficients, one can obtain the original substitution value. This is
valid for both encryption and decryption (Fig 4), as demonstrated by:

01 · ai = 03 · ai ⊕ 01 · ai ⊕ 01 · ai ⊕ 02 · ai; (1)

01 · ai = 0B · ai ⊕ 0D · ai ⊕ 09 · ai ⊕ 0E · ai; (2)

3.2 CLEFIA Previous Work

CLEFIA is based on a Feistel network, requiring identical byte substitution and
matrix multiplication. Kryjak et al. [10] proposes four methods for the CLE-
FIA’s SBoxes computation, all using FPGA LUTs. The structure allows for key
scheduling and uses a pipelined unrolled round architecture.

Proença et al. [13] strive for a more compact implementation, with a folded
full-round and folded half-round implementations, both based on TBoxes within
BRAMs. Similarly to [2], it uses an extra BRAM to store the expanded keys.
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3.3 Multi-Cryptographic Co-Processors

Aside from the single algorithm dedicated cipher structures, multi-cryptographic
co-processors have also been proposed. However, these resembled general pro-
cessors, making them more suitable for general encryption systems, with lower
encryption throughputs. COBRA [6], MorphoSys [16] and CryptoManiac [19] are
examples. Herein, we focus on a compact high performance dedicated structure.

4 Proposed Architecture and Implementation

As stated above, the main goal of this work it to achieve a compact high through-
put CLEFIA FPGA implementation also capable of efficiently computing the
AES algorithm. To achieve this, we start by combining the best compact struc-
tures in the state, for AES and CLEFIA, into a single structure.

The proposed structure considers the use of a folded structure, computing
each round in multiple iterations with a datapath of 32 bits using a TBox app-
roach, as depicted in Figure 5. The 32-bit folded structure is suggested by the
state of the art to be the best compromise towards a compact structure still
capable of achieving near Gbps throughputs.

Since the initial step for both algorithms is to XOR the plain text with the
first input keys, a 32-bit XOR operation is considered before the Shift Register,
as depicted by 1© at the top left of Figure 5.

For the AES Shift Rows operation, a byte addressable 32-bit wide 16-bit deep
shift register is considered 2©, given the resulting compactness of this solution
on Xilinx FPGAs when using the SRL16 LUT mode, as demonstrated in the
state of the art. This Shift Register is used to temporarily store and address the
State.

To allow for a more efficient datapath, a forwarding multiplexer is used to
select the data fed to the TBoxes. This block is also used to add Round Keys,
as in the case of the CLEFIA computation.

The main computation is performed in the TBox 4©, used to store the lookup
tables that process the byte substitution and the coefficient multiplications. The
remaining part of the matrices multiplication, the necessary GF(28) additions,
are performed by a XOR tree stage 5©.

The last computation of an AES round is the XORing of the Round Key,
which is performed either in block 1©, or partially in 3©. Finally, a XOR tree
stage 6© is used to add all coefficient multiplications of the AES MixColumns, as
described in (1) and (2) and add the last Round Key. The CLEFIA computation
also uses this stage to add the last Whitening Keys.

TBoxes into BRAMs

AES and CLEFIA require SBox operations followed by a matrix multiplication,
which can be partially compressed into a TBox if a memory based implementa-
tion is adopted.
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In the AES algorithm the same SBox substitution is performed for all input
Bytes. Following this, each Byte output is multiplied in GF(28) by the coeffi-
cients {3,1,1,2} for encryption and {B,D,9,E} for decryption. The result, four
sets of 32 bits, are then shifted and added by a 32-bit XOR tree resulting in a
32-bit result.

The CLEFIA algorithm does not require a different computation for encryp-
tion and decryption, since it is based on a Feistel network. However, as described
in Section 2, four different TBoxes are required in each round. This is due to the
two different SBoxes (S0 and S1) and two different MDS matrices (M0 and M1).

Fig. 5. Proposed CLEFIA/AES Datapath

Implementation Details

In order to obtain adequate results, the proposed structure has been design and
implemented considering the available resources in the target technology.

As illustrated in Figure 5, the needed computation has been divided into
blocks of 6 and 4 inputs, in order to match the existing LUT6 logic blocks in the
device. Block 1© is responsible for adding the AES Round Keys or the CLEFIA
swapped words, while 3© is mainly responsible for adding CLEFIA Round Keys
and swapped words. The two stages could be sequential but the amount of
resources would be the same, while the critical path would be longer. Note that
in the foreseen critical path (block 5© to block 3©) 4 input LUTs are considered.
This is due to the fact that experimental results suggest better delay results
when the existing LUTs are used in a 4 input LUT4 configuration.

For the Shift Register (block 2©), the SRL16 LUT configuration is used. This
configuration allows LUTs to operate as a 1-bit wide, 16-bit deep, addressable
shift register with synchronous writing and asynchronous reading. The Shift
Register is implemented by combining 4 groups of 8 LUTs (using only 8 deep
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positions). With proper scheduling the Shift Register is able to perform the
CLEFIA Feistel word swap.

Having the more recent Virtex families from Xilinx as the target technology,
36Kb BRAMs are considered for the TBox implementation and key storage.
Considering a structure with a 32-bit data path, two dual-port BRAMs are
required. In each input port of each BRAM, the first 8 bits of address are used by
the respective byte input. The 9th address bit of the BRAM is use to differentiate
between encryption/decryption mode when computing AES or between a F0/F1
TBox when computing the CLEFIA algorithm. A final 10th bit is used to select
which algorithm is being considered, addressing different memory locations with
different TBox mappings. Given the 32-bit output word of each BRAM a total
of 32Kb per BRAM is required.

A particular care needs to be taken regarding the mapping of the BRAMs
outputs. As described in Figure 2 and Figure 4, each algorithm shifts the col-
umn coefficients in a particular way. Nevertheless, this shifting can coincide if
the columns are properly paired. By using this characteristic when defining the
connection and content of the BRAMs, the shifting path can still be hard-wired
without the use of selection logic.

Data Scheduling

With a 32-bit datapath a new State column, or word, is processed in each cycle.
In the AES case, a round can only be started after all words of the previous
round are computed. This is due to the fact that each new 32-bit word is derived
from one byte from all the four 32-bit words produced in the previous round.
Given the two cycle latency of the BRAM implemented TBox, one empty cycle
is imposed between the processing of the last word of round i and the first word
of round i + 1. This imposes a 5 cycle processing for each AES round. Given
the Feistel structure in the CLEFIA processing, the above data dependency is
not imposed, allowing for a new round to be processed every 2 cycles. In the
CLEFIA computation 6 additional cycles are required to perform the final key
addition and final block output.

5 Result Analysis

In this section, experimental results for the proposed structure and the related
state of the art are presented and compared on several Xilinx FPGA technologies.
The obtained results were obtained using the Xilinx ISE Design Suite (v14.5)
with the design described using VHDL. The values presented for the proposed
design were obtained after Place&Route processing with software default param-
eters, namely Synthesis Normal Speed Optimization Effort, and High Optimiza-
tion Effort in Mapping and Place&Route, with no extra effort. The obtained
results for the proposed structure and those presented in the state of the art are
depicted in Table 1. A few particularities have to be considered when analysing
these results.
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Regarding the achieved throughput, the presented values define the average
rhythm at which the circuit processes the input blocks. In unrolled structures
higher throughputs can be achieved, but only if multiple blocks are processed
simultaneously. When considering a single data stream in a feedback mode, such
as CBC, these structures cannot be efficiently used due to the data dependency
between blocks. In Table 1 the throughput values are depicted as presented by
their authors, while between brackets are the throughput values considering a
single data stream in feedback mode.

Efficiency wise, we consider the use of the Throughput per Slice metric. This
metric can be contested as a biased measurement, since it does not take into
account other FPGA modules such as BRAMs or DSPs. However, given the
difficulty in extracting equivalency values, this is herein used as the efficiency
comparison metric. Between brackets are the efficiency metrics considering the
throughput in feedback mode.

Regarding the key expansion, two main approaches are used, either com-
puting them locally with dedicated logic, or computing them off chip and then
storing them in local memory. Although being possible to share some resources
with the datapath to perform the key expansion computation, dedicated logic is
still required [17]. The off chip computation of the key expansion and loading to
an auxiliary BRAM typically yields in more compact and efficient designs [17].

As depicted in Table 1, the proposed structure allows for a ciphering through-
put of 1Gbps for the CLEFIA algorithm and near 850Mbps for the AES algo-
rithm. These results are achieved at a cost of 123 Slices and 3 BRAMs on a Virtex
5 device, including the control unit and the extra BRAM for the expanded keys
storage. On a Virtex 6 device, similar results are achieved.

The AES encryption mode results in a lower throughput, in regard to the
CLEFIA computation, given the empty 5th cycle per round, as discussed in the
previous section. The throughput values are presented regarding the use of a
single data stream in a feedback mode, considered as the most used and secure
encryption mode. This implies that computation of data block i can only be
started after the computation of the data block i − 1 is concluded.

If independent data blocks were considered, the proposed structure could be
used to cipher two data blocks simultaneously, by changing the control unit, and
fully using the 16 positions available in the SRL16 Shift Register. This would
eliminate the 5th empty cycle in the AES computation, which would result in a
throughput of about 1Gbps.

Considering the CLEFIA state of the art, the dedicated unrolled structure
[10] allows for a throughput of 21Gbps in non-feedback modes. In feedback modes
a maximum throughput of 1.2Gbps can be achieved. With a area cost of 2479
Slices, an efficiency of 0.48 is achieved for feedback modes. The structure pro-
posed in [13] allows for a throughput of 1.7Gbps at a cost of 170 Slices. The same
authors also proposed a more compact structure, allowing for a throughput of
1.3Gbps at a cost of 86 Slices, resulting in efficiency of 15.13. With a maximum
CLEFIA throughput of 1Gbps, the structure herein proposed has an efficiency
of 8.72, higher than most of the CLEFIA state of the art, but still 42% lower
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Table 1. Performance comparison between CLEFIA designs [10,13] and AES designs
[1,2,4,5,8,11]
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Kryjak[10] E+D Y xc5vlx30 2479 0 167
21.376 8.62
(1.188) (0.48)

Proença[13] E+D N xc5vlx30
170 4+1 240 1.707 (=) 10.04 (=)
86 2+1 366 1.301 (=) 15.13 (=)

Ours

CLEFIA

E+D N
xc5vlx30-3 123

2+1
352

1.073 (=) 8.72 (=)
AES 0.850 (=) 6.91 (=)

CLEFIA
xc6vlx240t-3 115 332

1.012 (=) 8.80 (=)
AES 0.802 (=) 6.97 (=)

Chaves[2] E+D N xc5vlx30-3 407 8+2 189,5 2.427 (=) 5.96 (=)

Drimer[4] E N xc5vsx50t-3
107 2+1 550

1.76 16.45
(0.88) (8.22)

212 2+1 550
1.76 8.30
(0.88) (4.15)

El Maraghy[5] E Y xc5vlx50 303 8+2 425 1.327 (=) 4.38 (=)

Liu[11] E Y
xc5vlx85 3579

0
360

46.093 12.88
(2.305) (0.64)

xc6vlx240t 3121 347,5
64.128 20.55
(3.206) (1.03)

Bulens[1]

E
Y xc5v

400 0
350

4.07 10.18
(1.07) (2.67)

D 550 0
4.07 7.40
(1.07) (1.94)

HELION[8]
E+D Y xc5v.-3 94 0 n.a.

>0.077 >0.82
Tiny (n.a.) (n.a.)

HELION[8]
E Y xc5v.-3 155 0 n.a.

>0.84 >5.42
Standard (n.a.) (n.a.)

a Encryption and/or Decryption. b Values within (brackets) are for feedback modes.

that the highly optimized structure proposed in [13]. These lower results are due
to the additional logic used to support the AES cipher. This additional logic also
has a negative impact in the maximum achievable frequency.

In regard to the related AES state of the art, the unrolled architecture pro-
posed in [11] allows for a throughput above 60Gbps in ECB mode. However, when
considering feedback modes the maximum throughput is of 3.2Gbps with a area
cost of 3121 Slices resulting in a Throughput per Slice efficiency of 1.03. The 128-
bit folded datapath structure, single cycle per round, presented in [2] achieves
a throughput of 2.4Gbps with an efficiency of 5.96 at a cost of a higher BRAM
usage. A more compact structure is proposed in [4] allowing for a throughput
up to 1.76Gbps requiring 107 Slices. However, if feedback modes are used, the
maximum throughput lowers to 880Mbps. An important characteristic of this
proposal is the use of 4 DSP blocks to implement the XOR operations, instead
of regular Slices. With this option an efficiency of 8.22 Throughput per Slice is
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achieved. Note that DSPs are Xilinx FPGA dedicated components and are also
not considered in the efficiency metric herein applied. Without the use of DSPs,
212 Slices are needed instead, resulting in a efficiency of 4.15 when consider-
ing feedback modes. Given this, it can be concluded that, when not considering
DSPs blocks, the structure herein proposed allows for the highest AES efficiency
while still allowing for the CLEFIA computation.

Overall, the proposed structure allows for a throughput between 1Gbps and
850Mbps in feedback modes for CLEFIA and AES algorithms, respectively, at
a cost of 123 Slices and 3 BRAMs. The resulting efficiency metric is better than
most of the state of the art, supporting only the CLEFIA or the AES algorithms.

6 Conclusion

In this paper, a dual-cipher compact architecture is proposed for the novel
CLEFIA cipher, also supporting the AES cipher. While using identical com-
putation mechanisms, these algorithms have relatively different computational
approaches. AES is based on a Substitution-Permutation Network while CLE-
FIA uses the traditional Feistel Network structure. This work shows that by
adequately scheduling and merging the processing structure, and with the use
of a LUT based addressable Shift Register, a compact and efficient design can
be devised on Xilinx FPGAs allowing both ciphers to coexist simultaneously.
The result analysis suggests that, by properly exploring and reusing the exist-
ing FPGA logic, the proposed structure allows for a CLEFIA/AES dual-cipher
design at a low area cost of 123 Slices on a Virtex 5 device, achieving high
throughputs of about 1Gbps with a Throughput per Slice efficiency up to 8.72.
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Abstract. This paper proposes a hardware architecture based on the
object detection system of Viola and Jones using Haar-like features. The
proposed design is able to discover faces in real-time with high accuracy.
Speed-up is achieved by exploiting the parallelism in the design, where
multiple classifier cores can be added. To maintain a flexible design, clas-
sifier cores can be assigned to different images. Moreover using different
training data, every core is able to detect a different object type. As
development platform, the Zynq-7000 SoC from Xilinx is used, which
features an ARM Cortex-A9 dual-core CPU and a programmable logic
(FPGA). The current implementation focuses on the face detection and
achieves a real-time detection at the rate of 16.53 FPS on image res-
olution of 640× 480 pixels, which represents a speed-up of 6.46 times
compared to the equivalent OpenCV software solution.

Keywords: Face detection · Computer vision · Zynq · FPGA

1 Introduction

Several applications in different domains require a reliable fast detection system,
where the location and scale of faces in the image are extracted. Face detection
is widely used as a first stage for applications, such as face recognition, video
surveillance, eyes detection to measure the driver drowsiness in modern cars or
in advertisement industry to collect information like gender and age range for
targeted advertisements. Face detection is a fundamental technique that enables
a natural human-computer interaction (HCI). There were several approaches
based on different feature sets and methods that have dealt with face detec-
tion. Many of them were too complex and time consuming, since the difficulty
associated with the face detection can be attributed to various factors, such as
variation in scale, location, pose, lighting condition, etc.

On 2001 Viola and Jones [13] have proposed a new face detection framework
based on Haar features that is able to process images rapidly. Since its publi-
cation, it has received considerable attention, because it can achieve very high
detection rate. An open-source implementation of the detector made by Rainer
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Lienhart [9] exists already in the OpenCV library [1], which includes ready train-
ing data. Viola and Jones approach is primarily developed for face detection, but
the algorithm is able to detect any object by using different training data.

This paper focuses on the face detection task based on Viola and Jones
algorithm. A new software-hardware co-design approach is investigated, which
enhances the performance of the original approach and achieves real time face
detection performance. A hardware accelerator is developed to perform most
of the computationally intensive tasks and implements all necessary compo-
nents participating in the face detection. To maintain a flexible design, this
paper presents the architecture of an Evaluator core, which can be duplicated to
improve the performance. Adding more cores will increase the frame-rate on the
cost of more resources and possibly power consumption. The Evaluator core con-
tains a Read Only Memory (ROM), which can be adapted to detect any object
by using the respective training data. Moreover, the design can be accessed as
a network service throuth the network so multiple sources and multiple face
detection systems can be integrated togather to increase the overall throughput
of the system and flexibility of the design.

The remainder of this paper is organized as follows. Section 2 covers the
relevant background information needed in order to perform the work presented
in this paper. Section 3 lists the related work that focuses on software as well as
hardware solutions for the face detection task. The actual high-level design and
implementation are presented in Section 4, which includes a discussion about
crucial design decisions and some used techniques in order to accelerate the
process. Section 5 presents the evaluation results of the system and performs
a comparison with equivalent software and hardware implementations. Finally,
Section 6 includes the conclusions of the paper.

2 Background

On 2010, Nikolay Degtyarev et al. [4] have presented some research comparing
many different face detection algorithms based on the false face rejection rate,
false acceptance rate and speed. It turned out that the extended realization of the
Viola and Jones object detection algorithm [9] is the best open source available
algorithm based on the performance and the detection rates. It is considered the
first real-time object detection framework providing very good detection rates.
A complete software realization of the algorithm already exists in the OpenCV
library [1]. Basically the face detection algorithm tries to locate specific Haar
features of human faces and consists of two phases, training and detection. This
paper will only cover the implementation of the detection phase on the FPGA,
since the training data can be generated off-line on a typical PC. The training
data used for the detection are created by Rainer Lienhart and are located in
the OpenCV library [1].

2.1 Cascade Architecture

Viola and Jones algorithm consists of many cascaded stages, which are con-
structed during the training phase. A stage represents a strong classifier, which
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gets a sub-window as input and gives an output value indicating if the current
window is a face candidate. Viola and Jones have proved in their work that
only one stage containing 200 Haar features is able to detect faces successfully,
but it will consumes a lot of time to process the complete image. Thus, stages
are arranged in a cascaded form, where the first stages are less complex than
the ones at the end of the cascade. In the case that any stage returns a negative
result, the current sub-window will be immediately rejected otherwise next stage
will be activated. If the sub-window passes all stages then it will be considered
as a face candidate. This process is illustrated in Figure 1. Because the num-
ber of non-face candidates in an image is much more than face candidates, the
first few stages are constructed to reject most of negative examples before more
complex stages are activated. The performance is increased by rejecting negative
sub-windows as early as possible. For this reason the first few stages are designed
to contain only a few number of features.

Fig. 1. Schematic depiction of the detection cascade

A single stage (also called a strong classifier), is responsible for classifying a
sub-window as a face or a non face candidate. In this paper, the stage consists of
many decision trees. Each tree evaluates the image and return an output value
(h). These ”h” values are summed up and compared to the stage threshold (θ)
as shown in Equation 1.

(1)

In Equation 1, H is the strong classifier function, an output value 1 means
that the current sub-window may contain a face and should be further analysed.
The output value 0 means that the current sub-window is a negative image and
has to be immediately rejected.

3 Related Work

There exist several techniques to detect faces in still images. Some attempts
are based on detecting faces by skin color [10,12]. Such methods have the
disadvantage, that they do not work with all types of skin color and are very
vulnerable to different lighting conditions.

On 2007, S. Liao et al. have presented a face detection system based on
Viola and Jones algorithm [8]. Instead of using Haar features, they have used
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Local Binary Patterns values (LBP), which are showing less accuracy compared
to Haar features. Since LBP features are integer, the detection and training
phase are much faster than with Haar features. Another attempt made by X.
Zhi et al. [17] presents a unified model for face detection and pose estimation.
An experimental result over faces larger than 150 px shows a good detection
rate but no information are mentioned about the performance, as well as, the
detection rate for faces smaller than 150 px.

The work presented in this paper is based on the work made by R. Lienhart
et al. [9], which presents an extended Haar feature set for the face detection sys-
tem of Viola and Jones. The work of R. Lienhart et al. shows better detection
rates than the algorithms presented in [8,10,12]. The trained classifiers are able
to detect faces larger than 24 px. The software solution detects frontal faces in
images (320x240) at 5 FPS on a Pentium-4 2 Ghz using a rescaling factor of 1.2.
Since Viola and Jones approach is the most used and extended algorithm. A lot of
work has been done in attempts to accelerate it. Depending on the host platform,
software solutions that use optimized OpenCV implementations can reach 3 FPS
on images consisting of 640x480 pixels. In order to accelerate the calculation of
the Haar features, many researches have been dealt with hardware approaches.

In the work of D. Hefenbrock [5] a GPU approach is proposed, which is pro-
grammedusingCUDA[11] andtestedonNVIDIAsTeslaprocessors.ThefinalGPU
implementation reached 15.2 FPS and is running on a desktop server containing 4
Tesla GPUs. The reported performance is considered as sufficient and can be used
in real-time applications. However using 4 GPU processors will consume certainly
much power and typical quad-Tesla desktop supercomputers are expensive.

Another work by Hung-Chih Lai et al. [7] describes a face detection imple-
mentation on FPGA, where the classification process is done in only one clock
cycle and the integral image is stored in registers. Such approaches can reach an
enormous high speed detection but the system is only using 52 Haar features for
the classification. Each one has a direct connection to the integral image. Using
such a small number of features may affect the accuracy of the detection. Unfor-
tunately, no information are mentioned about the accuracy of the system. Their
hardware design may become infeasible when the number of features increases,
because the number of classifiers will increase, which have a direct connection
to the size of the integral image registers.

Cho et al. [2,3] have proposed an FPGA design, where images are stored
in BRAMs and the integral image is stored in registers. Their design supports
multiple classifiers, which enables processing many Haar features in parallel.
The reported performance reached 16.08 FPS using 8 classifiers, which is the
best reported frame rate with good accuracy. Nevertheless, the work presented
in [3] is showing a decreased frame rate when the number of faces in the image
is growing. Their design consumes relatively much FPGA resources and can not
be adopted for lower end FPGAs.

A lot of promising work has been presented in the literature for face detec-
tion. The majority of them meets the real-time constraints. However, this paper
will presents a complete new hardware solution, where the processing time is
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reduced and a flexible design is provided, which minimizes the reserved hardware
resources and enables low end FPGAs to be used to extend their functionality.

4 Design and Implementation

This section discusses some design decisions and presents the FPGA implemen-
tation of the described face detection system. The first sub-section introduces
the complete detection system. The remaining sub-sections will deal in details
with the design of all required modules.

Fig. 2. Complete System Overview

4.1 System Overview

In the proposed system, images are captured on the PC and transferred via Eth-
ernet to the system using the UDP protocol. An application running on the PC
developed using C++ is responsible for sending images and presenting the results.
The ARM-CPU on the Zynq Chip handles receiving the pixel data and ensures
storing them in an external memory (DDRAM). The RAM acts as shared mem-
ory between all components. The Processing System (PS7) [14] includes four high
performance AXI slave ports, which allow accessing the shared memory from four
different modules. The Evaluator classifies a 20x20 pixel image as a face or non face
candidate. It implements the task of the cascade architecture presented in Section
2. In Figure 2, three instances of the ”Evaluator” are included to improve the per-
formance of the face detection system. Each one will be assigned to a part of the
image and thus the processing time will be reduced. On the other hand, a mod-
ule is required to accelerate the image down-scaling, which is called Downscaler
and it includes an AXI master port to read/write image pixels directly from/to
the memory. The current version of the module resizes the image using the nearest
neighbor interpolation algorithm with a scale factor of 1.2. The Downscaler and
the 3 instances of the Evaluator are connected to the ARM CPU via AXI Bus. The
CPU takes the mission to command and synchronize the modules. It also assigns
image regions to the Evaluator instances for classification. More Evaluator cores
can be connected to increase the performance.
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4.2 The Evaluator Core

The Evaluator is the main module of the proposed architecture. It is responsi-
ble for classifying a 20x20 sub-window and it implements the cascaded strong
classifiers described in Section 2. Figure 3 shows an overview of the Evaluator
structure. The Preprocessing Engine module reads the pixels from memory and
computes the integral image. Then, the Evaluator core starts reading the training
data from the ROM module and it selects the required pixels for the classifica-
tion from the integral image buffer. The tree receives the node threshold values,
three node inputs and the rectangle data required for the computation of the
Haar features. Then, the tree selects a value from the inputs, which represents
the output vote indicating if the current window contains a face or not.

Fig. 3. Evaluator Overview

The ROM module consists of Block RAMs and contains the training data
needed for the face detection. Overall, the training data includes 20 stages, 1047
trees, 2094 nodes (Haar features) and 4535 rectangles. These data are converted
to a compressed binary format and are accessed by the evaluator core at each
stage of the processing.

Preprocessing Engine. To perform the classification, 4535 rectangles have to
be read from the ROM. Each rectangle needs four memory accesses to be com-
puted. Hence, it is essential to copy a part of the original image to an internal
cache to reduce the memory accesses and increase the performance. The Prepro-
cessing Engine module uses the AXI Master Burst component from Xilinx to com-
municate with the memory and to copy 24x22 window to the internal cache. To
minimize the effect of different lighting conditions when detecting faces, the
implemented Evaluator uses training data, that have been generated using vari-
ance normalized images. It is therefore necessary during the detection to nor-
malize images before processing them. The normalization is simply performed
by multiplying the node thresholds with a normalization factor (NF), which is
computed for each sub-window.

Integral Image Buffer. The integral image facilitates the Haar feature calcu-
lation. The face detection system processes one tree every cycle (four rectangles
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Fig. 4. Block Diagram of the Integral Image Buffer

in total) to ensure real-time performance. This component consists mainly of
dual-port block RAMs, each one permits maximal two simultaneous accesses.
As shown in Figure 4, it contains two buffers, each one consists of 8 BRAMs.
Using the Buffer Select signal one buffer can be chosen for read accesses and the
other one for write operations, which enables data to be read and written in the
same time doubling the final frame rate.

Decision Tree. The tree contains two nodes, as shown in Figure 5, which
predict an output value starting from two Haar features. Each node receives
the Haar feature data from the integral image buffer and then it computes the
feature value and compares it to the threshold received from the ROM module.
Depending on the result a vote is selected.

Figure 5 shows the internal architecture of the proposed node design. It
receives as inputs 3 rectangle definitions (a, b, c and d), weight of the second
rectangle, a threshold value and a polarity (p).

Fig. 5. Tree Architecture

4.3 Summary

The system presented in the previous sections receives the image data from the
video source using the network interface. The software running on the ARM core
is responsible for receiving the image through the network interface, storing it in
the memory, and transmitting sub-windows to the evaluator core(s) for evaluation.
It also controls the scaling module to scale sub-windows before processing them by
the evaluator. Finally, the software transferes the evaluation results (locations of
faces) back to the image source. This configuration allows the system to receive
images from different sources and also multiple versions of the system can be used
in parallel to process images from the same source. Higher resolutions as well as
higher frame rates can be achieved using this approach.



250 H.B. Fekih et al.

5 Evaluation and Results

Several experiments are presented in this section to evaluate the performance and
accuracy of the proposed architecture. In our evaluations we use two development
boards equipped with two different chips of Xilinx Zynq-7000 All Programmable
SoCs. The two boards are the ZedBoard [16] and Xilinx ZC706 Evaluation Kit [14].
Individual components were modelled in VHDL and validated using RTL simula-
tion and by integration with the ARM Based SoC using Xilinx EDK 14.7 [15].

5.1 Resource Utilization

Xilinx EDK [15] platform is used to synthesis the proposed architecture. Based
on the synthesis result, the FPGA can operate at a maximum clock speed of
144.32 MHz for the Z706 board and 100MHz for the ZedBoard. Table 1 shows the
resources utilized by the face detection system on the ZC706 and ZedBoard when
it includes 1, 2 or 3 Evaluator cores (running in parallel). The most consumed
resources by the design are the BRAMs, which contain the training data and the
integral image. The required resources increase linearly with the number of the
used Evaluator cores. Depending on the available FPGA resources, the number
of cores can be chosen. From these results, it is clear that the proposed design
is portable and can be implemented on different FGPA architecture.

Table 1. Device Utilization Characteristics for the Face Detection System

Board Name ZedBoard ZC706
Target Device xc7z020-1-clg484 xc7z045-ffg900

Number of Evaluator Cores 1 2 3 3
Number of Slice Registers 4113 3% 7011 6% 9908 9% 9908 9%

Number of Slice LUTs 4596 8% 7852 14% 11004 20% 11047 5%
Number of used BRAMs 28 20% 56 40% 84 60% 84 15%
Number of DSP48E1s 11 4% 22 8% 33 15% 33 3%

Fig. 6. Performance Measurement of the Face Detector Dystems using Different Image
Sizes
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Table 2. Performance Comparison of the Proposed Detector and the Original Imple-
mentation

(a) The ZedBoard

Number of Faces 1 8 21
Software 3.03 FPS 2.75 FPS 2.56 FPS
Detector (1.00x) (1.00x) (1.00x)

Hardware 1 core 6.19 FPS 6.17 FPS 6.14 FPS
(2.04x) (2.24x) (2.40x)

2 core 10.54 FPS 10.51 FPS 10.46 FPS
(3.47x) (3.82x) (4.09x)

3 core 13.48 FPS 13.47 FPS 13.43 FPS
(4.45x) (4.90x) (5.25x)

(b) The ZC706 Evaluation Board

Number of Faces 1 8 21
Software 3.03 FPS 2.75 FPS 2.56 FPS
Detector (1.00x) (1.00x) (1.00x)

Hardware 1 core 7.69 FPS 7.68 FPS 7.64 FPS
(2.54x) (2.79x) (2.98x)

2 core 13.08 FPS 13.05 FPS 13.00 FPS
(4.32x) (4.75x) (5.08x)

3 core 16.58 FPS 16.57 FPS 16.53 FPS
(5.47x) (6.03x) (6.46x)

5.2 Performance Comparison

The proposed face detector is based on the OpenCV implementation of the
algorithm[9] and uses the same training file. In this section we introduce a com-
parison between the proposed implementation and the software implementation
using OpenCV. The performance of the OpenCV implementation is determined
by measuring the computation time required for analysing images on a PC hav-
ing an Intel Core i5-4200U CPU (2.30 GHz), 8 GB DDR3L RAM (1600 MHz),
Microsoft Windows 8.1. To make the comparison possible both implementations
of the hardware and software use exactly the same parameters. To study the influ-
ence of the image size over the performance, an experiment was conducted, which
consists of measuring the frame rate of the face detector using different image sizes.
The result is depicted in Figure 6. It shows a decreasing frame rate when the size
of the image is increased. Higher resoultions are supported as well, with the cost
of more processing time.

Since the classifier spends more time on face sub-windows, images containing
a lot of faces will require more time to process and hence will reduce the frame
rate. Thus, the second measurement covers a performance comparison by pro-
cessing 640x480 images containing different number of faces and using variant
number of Evaluator cores. The results are shown in Tables 2a and 2b for the
ZedBoard and ZC706 evaluation board respectivly.

On the ZedBoard the 1 core face detection system is capable of processing
images at an average speed of 6.19 FPS. The 2 cores face detection system is
capable of processing images at an average speed of 10.54 FPS, which represents
a performance improvement of 1.70 times over the 1 core version. The 3 core
face detection system has the best speed results and it is able to process the
image at an average speed of 13.48 FPS. The ZC706 evaluation board shows
better performance, since it has a better speed grade and the programmable
logic is operating at higher frequency. The highest frame rate of an average of
16.5 FPS is achieved using 3 Evaluator cores. This represents an improvement of
6.46 times compared to the software version and 1.23 times relative to the 3 core
detector on the ZedBoard. Using 2 cores on the ZC706 board provides almost
the same performance of the ZedBoard when using 3 Evaluator cores. The higher
number of faces in the image has an insignificant effect on the performance of
the hardware solution compared to the software because of the double buffers
used in the evaluator core to hide the latency.
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5.3 Accuracy Comparison

In this section, the detection rate and the false positive rate of the hardware
and software solutions are measured. A set of images (484 images containing
641 faces) from the database presented in [6] are used to perform the required
measurements.

Table 3. Accuracy comparison

Detected Faces Detection Rate False Alarms False Positive Rate
Hardware 590 92% 1055 0.034%
OpenCv 619 97% 1551 0.050%

The result shown in Table 3 indicates that the software implementation has
a better detection rate compared to the hardware version. There exists two
possible reasons for the accuracy degradation. The first is that the hardware
detector uses only 7 bits from the 8 bit pixel of the original image to compute
the integral image. Using less bits reduces the amount of memory needed to
store the integral image, but it reduces the accuracy of the system as well.
The second reason encompasses the different downscaling algorithms applied in
both implementations. While the linear interpolation is applied for downscaling
images in the software, the hardware uses the nearest neighbour interpolation,
which may result in a substantial information loss when resizing.

5.4 Comparison with Similar Works

The proposed face detection system is compared to two similar face detection
systems presented in [2,5] and are discussed in Section 3. The comparison is
made based on the results presented in both publications. Table 4 illustrates
the reached frame rate of the proposed face detector compared to the work pre-
sented in [2,5]. All algorithms use the same scale factor 1.2. On image resolution
640x480, the GPU implementation [5] operates at 15.2 FPS utilizing 4 GPUs.
The FPGA implementation [2] reached 16.08 FPS using 8 classifiers (where a
classifier is equivalent to a node in this paper). The detection rate and the false
positive rate of the referenced works are not mentioned, but in the best case,
they are comparable to the rates of the OpenCV implementation.

Table 4. A Comparison of Different Accelerated Versions of Viola and Jone’s Algorithm

Approach Number of
Features

Resolution Frame Rate

Proposed 320x240 66.45
System 2094 640x480 16.53
FPGA [2] 320x240 61.02

2135 640x480 16.08
GPU [5] x 640x480 15.2
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5.5 Image Results

Asample output of the proposed hardware face detection system is shown inFigure
7a. The white squares present the detected face on the image. The result shows that
in most cases, faces are successfully detected. Some of the undetected faces has
a small rotation angle. This can be explained by the actual training data, which
are generated using frontal faces. Some white rectangles point to non-face sub-
windows. A simple filter can be implemented to remove such wrong rectangles. An
existing face in an image is usually classified in many overlapped rectangles. This
property can be exploited to search for overlapped rectangles and rejects single
rectangles, which does not overlap with others as illustrated in Figure 7.

(a) Output of the Face Detector on a
Test Images

(b) Without Filter

(c) With Filter

Fig. 7. Sample System Output

6 Conclusions

In this paper a software-hardware co-design approach is presented, that enables
the detection of frontal faces in real time. This work is based on the object
detection framework of Viola and Jones, which makes use of a cascade of clas-
sifiers to reduce the computation time and identifies particular Haar features to
detect faces. The proposed architecture is flexible, as it allows the use of multiple
instances of the face detector. This makes developers free to choose the speed
range and reserved resources for this task. For small applications, that requires
a face detection speed of 6 FPS or less, only one core will be sufficient, so that
the design can fit into low capacity FPGAs. The current implementation runs
on the Zynq SoC and receives images over IP network which allows exposing
the face detection task as a remote service, that can be consumed from any
device connected to the network. Using three Evaluator cores, the ZedBoard
system achieves a maximal average frame rate of 13.4 FPS when analysing an
image containing 640x480 pixels. This stands for an improvement of 5.25 times
compared to the software solution and represents an acceptable results for most
real-time systems. On the ZC706 evaluation board, a higher frame rate of 16.58
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FPS is achieved. The proposed hardware solution achieved %92 accuracy which
is low compared to the software solution (%97) due to the low precision used in
the arithmetic operations and different scaling algorithm. The proposed solution
achieved higher frame rate compared to other solutions found in the literature.
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Abstract. For a wide variety of applications such as multimedia applications, 
the number of tasks running simultaneously on Multiprocessor Systems-on-
Chip (MPSoCs) changes dynamically at runtime. An intelligent resource man-
agement is required to efficiently map these tasks onto the processing elements. 
In this paper, a new flexible software framework for allocating tasks dynamical-
ly onto a heterogeneous MPSoC is presented. This MPSoC contains an ARM 
processor and multiple MicroBlazes. The framework maps the tasks on the Mi-
croBlazes based on various strategies which are selectable to meet the applica-
tion-specific demands. The performance of the framework is evaluated by an 
automotive application. In this context, an electronic control unit uses the pro-
posed framework to avoid collisions with other vehicles. Thereby, realistic data 
given by a car simulator is distributed to the processing elements of the 
MPSoC. Here, the distance of vehicles influences the scheduling.  The evalua-
tion shows that this approach exploits the MPSoC scalability and simplifies the 
programming and efficient use of such systems. 

Keywords: Dynamic task allocation · MPSoC · Automotive application · 
Car2Car communication · FPGA 

1 Introduction 

Due to the rising demands for a large number of various applications, the trend to-
wards integration of Multiprocessor Systems-on-Chip (MPSoCs) in embedded sys-
tems increases [1]. To achieve high energy efficiency for the target application, these 
MPSoCs typically consist of a set of heterogeneous processing elements (PEs). In 
recent times, Networks-on-Chip (NoCs) arise as the most promising communication 
infrastructure for MPSoCs with a high number of PEs [2]. Several applications, each 
consisting of several different tasks, can be executed simultaneously on the MPSoC. 
However, the programmability becomes more complex and task mapping on the PEs 
influences significantly the system characteristics, in terms of performance and pow-
er. In order to exploit the benefits of such systems, an intelligent resource manager 
allocating tasks to system resources is needed. Algorithms for task allocation can be 
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divided into dynamic and static mappings. The latter implies a fixed assignment to all 
tasks at design time. Since the number of tasks vary at runtime for a lot of applica-
tions, a static mapping can be inefficient. Using dynamic task mapping allows adding, 
moving and removing of application tasks at runtime. Thus, a better exploitation of 
ressources is guaranteed. However, this allocation of tasks is application specific. As 
a result, different strategies are necessary for a flexible software framework. 

The main contribution of this paper is a new software framework for dynamic task al-
location. This flexible software framework is applicable for several applications to simpl-
ify the programmability of such systems. The framework is evaluated by an automotive 
application in which tasks occur dynamically and in a non–deterministic manner.  

The automotive context is given by a control unit to avoid collisions between ve-
hicles. Considering that a vehicle receives information about surrounding vehicles in 
terms of position, velocity and direction, a safety-critical system can stop its car in 
case of an impending accident. Therefore, this safety-critical system must decide 
which vehicle has the greatest potential to cause an accident. As a result a priority 
scheme is necessary. The respective task of one vehicle can be processed indepen-
dently from other vehicles. Hence, a multicore system is predestined for this applica-
tion. In this case, the processing of data must be allocated onto PEs. In this paper, 
three different priority schemes (“first come first serve”, distance-based and a specific 
sector-based heuristic) and two mapping algorithms (load-depended and uniform 
distribution) are presented. The framework manages the allocation of tasks and there-
fore simplifies the programming. While the framework is not limited to the number of 
PEs, it exploits the MPSoC scalability and  the efficient use of such systems. 

For this purpose, a heterogeneous MPSoC consisting of an ARM processor and 
several MicroBlazes (µBs) is utilized as a platform for the software framework. The 
PEs communicate via a Network-on-Chip (NoC). A car simulator generating realistic 
data for the evaluation is employed. The performance of several strategies given by 
the framework is verified by the automotive application.  

The rest of the paper is organized as follows: Section II presents related work in 
this area. The system architecture used in this paper is described in Section III. Sec-
tion IV explains the software framework for dynamic task allocation. The evaluation 
and results of the framework is given by Section V. Finally, Section VI summarizes 
the paper and gives an outlook for future research.  

2 Related Work 

In [3] an overview of mapping algorithms and heuristics on multi- and many-core 
systems is given. The work categorizes the mapping phase in design-time and runtime 
methodologies and summarizes related work regarding centralized and distributed 
management techniques. In this paper, the framework has a central manager to allo-
cate tasks at runtime. A comparison between static and dynamic allocation is given in 
[4]. A static allocation has a better quality of mapping regarding to a global view of 
the application. But, it implies deterministic behavior of the tasks. A dynamic alloca-
tion is capable to allocate new tasks. In case of the automotive context, the tasks  
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arrive in a non-deterministic manner. Therefore, a dynamic task allocation is used in 
this work.  

Especially the work of Moreira et al. [5] needs to be pointed out, as the authors use 
a runtime-based mapping methodology for a homogeneous architecture with a centra-
lized control manager and virtual cores. They optimize against resource utilization 
which is an important aspect. Nevertheless, virtual cores are neither implemented nor 
necessary for the content of this paper. The estimated execution time of an application 
is an additional optimization goal in MPSoC.  

Hong et al. [6] present a homogeneous architecture using an allocation methodolo-
gy to reduce the execution time, where the workload of the network influences the 
mapping decisions. As a result, the allocation algorithm is optimized for a specific 
application. In comparison, several strategies for dynamic allocation are presented in 
this paper. Feasible criteria for the dynamic allocation of tasks are also introduced in 
[7], [8] and [9]. To reduce communication costs, dependent tasks are placed on the 
PEs as closely as possible in terms of the topology. That does not automatically mean 
the spatial distance, but a positioning regarding optimal data throughput and latency. 
On the opposite, loosely coupled tasks that do not produce significant communication 
overhead are located widely separated. As a side effect, unused resources are availa-
ble closely to related PEs that run at capacity [10].  

In this paper it is assumed that execution time is negatively influenced by network 
segments running at full capacity. The presented dynamic allocation mechanism is 
capable of distributing tasks to unused cores with the goal to achieve a load balancing 
in the MPSoC.  

3 System Architecture 

Realistic datasets are necessary for reasonable evaluation. Hence, the driving simula-
tor from the company FOERST [11] is used to provide respective data and to react on 
the commands generated by the presented system. The simulator consists of three 
monitors mounted in front of a cockpit. All necessary and required peripherals, like 
the driver’s seat, steering wheel and foot pedals are available, as shown in Fig. 1b. 
The driving simulator is fully remote controllable via an Ethernet interface. In addi-
tion, an MPSoC is used for the implementation of the dynamic task allocation. This 
MPSoC is realized on a Xilinx Zynq device [12] which provides an ARM processor 
besides an FPGA. In this approach, the FPGA contains 10 µBs, as shown in Fig. 1a. 
The processing elements (PEs) are connected by RAR-NoC [13] to provide a flexible 
on-chip communication. The routers of RAR-NoC are constructed in a 3x4 mesh 
topology. Moreover, the ARM processor communicates via two general purpose ports 
(GP) to the network. This result in a higher throughput between the FPGA and the 
ARM processor compared to one Port. To minimize the buffer size of the routers, 
wormhole routing is used. Additionally, the MPSoC supports reconfigurable PEs as 
well as reconfigurable routers supplied by RAR-NoC. 
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After initialization of all modules, the main program continuously requests the po-
sitions of all surrounding cars in the virtual driving environment. This is done in the 
CarConnector class by acquiring, processing and committing the appropriate data. 
Request commands in form of strings are sent to the driving simulator via an Ethernet 
socket. To determine the position, speed and direction, two strings per vehicle are 
necessary. As the driving simulator does not provide an interface to identify active 
vehicles, it is required to request all 256 possible cars in the virtual environment. 
Hence, 512 requests are sent to the driving simulator per iteration. The data of the 
driver’s car can be determined using two different methods: On the one hand, so 
called driver-functions can be used to directly request appropriate data, on the other 
side, the set of the 256 vehicles also includes the own car. It is of high importance to 
know the identification number of the vehicle to exclude it from the collision detec-
tion. Otherwise, a mismatch of a few milliseconds would result in two different  
positions for the driver’s car. A widespread documentation regarding the Ethernet-
Interface can be found in [11]. The received answer is buffered at first and then 
parsed for each vehicle to extract the relevant information. To achieve a higher per-
formance of the µB processors, the return values are converted from floating point to 
integer. 

4.2 Task Allocation 

Distribution of allocated tasks can either be done evenly to all or load-dependent to a 
subset of the network attendees. For the latter, new tasks are distributed to already 
engaged cores. Other cores are activated when a defined threshold  is 
reached. Conversely a cyclic delay function checks, if cores undercut a minimal load 

. If that happens, remaining tasks are distributed to the other cores, providing 
that enough resources are available. Hence it is possible to switch off individual cores. 
It is obvious that a shorter calculation time is expected by using all cores. Processing 
the requests in a “first come – first serve” manner is a trivial solution for allocating 
capacities of a restricted resource. On the one hand, the process requests minimal 
resources, but on the other hand critical data is potentially processed after secondary 
information, as no priorities are considered. The second algorithm for the dynamic 
task allocation implements a priority allocation, based on the arbitrary distance be-
tween two objects. The underlying assumption of this heuristic implies, that the relev-
ance of surrounding objects is reciprocal to the respective distance. Especially for 
collision prediction, it is obvious that closer cars are of higher relevance than vehicles 
in the far. In Fig. 3a,  is the Euclidean distance between the driver’s car  and 
surrounding vehicles . It can be calculated from the return values of the driving 
simulator. Due to the time delay of data acquisition, a linear method with constant 
proportion is used for the priority allocation. Therefore, all vehicles within the defined 
radius  have the highest priority. The highest priority has the value 0 while 
the lowest priority is marked with 10. To enable a subsequent correction of the priori-
ty, the maximum value  can be lower than the highest system priority. The 
highest range  is required for normalization. It has to be determined consider-
ing the radius of reception of the surrounding cars:   
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          (1) 

                                   (2) 

The third method, the sector heuristic as shown in Fig. 3b, was developed for the 
specific use case presented in this paper. Compared to the task allocation, it is capable 
to deal with several factors for the priority allocation but with a greater effort. In con-
trast to the distance-based method, the positions of surrounding vehicles influence the 
assigned priority significantly. Priorities are assigned as follows: 

• The highest priority is assigned to the vehicles  within the critical radius  
(orange inner circle), similar to the distance-based heuristic. 

• The next lower priority is assigned to cars that are inside the blue trapezoid which 
is partially overlapped by . 

The grey sectors represent the remaining area of the emulated car to car communi-
cation. The lowest priority is also assigned to vehicles in the left light grey sector, as 
they are slightly relevant for the prediction of collisions. Information of vehicles in 
the right dark grey sector is neither time critical and only relevant to caution against 
fog and traffic jam. A low priority is therefore assigned to them. 

a)        b)   

Fig. 3. Scheme of distance-based (a) and sector-based (b) priority heuristic 

 

Fig. 4. Sketch for the calculation of the trapezoid edges 
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The Euclidean distance is used to determine, if the observed car is located within 
the critical area. The data is forwarded to a µB processor with highest priority, if this 
is the case. Otherwise, if the car is located in the blue trapezoid, as shown in Fig. 4, 
the vertices to are calculated based on  and  and the angle : sincos  (3) sin 90°cos 90°  (4) 

Determination of the vehicles location is done by an adaptive PNPOLY algorithm 
[15]. The vertices of the polygon are sequentially listed in an array. A high priority is 
always assigned if the vehicle is located within the polygon. A low priority is as-
signed if the car is neither located within the critical radius nor within the trapezoid. 
In this case, the vehicles are located behind the driver’s car. 

4.3 Transmission via Network-on-Chip 

Directly after the dynamic task allocation, data of the individual task container or 
control information is transmitted over the network. For this reason, a software inter-
face, given by the class MBConnector(), provides a messaging protocol for ARM and 
µB processors. However, transmission errors cannot be ruled out. Failures of the 
processing elements or the routers induced by rough environment conditions (e.g. 
high temperature) can occur. Therefore, a reliability layer is included in the interface. 
To ease general usage, this layer is transparent. A single error is detected by means of 
parity bits and corrected. If more than one error occurs, the errors are identified by the 
µBs and the ARM processor gets informed. Data is transferred in the form of packets, 
which are classified into two types: data-packets and control-packets. Data-packets 
transmit the content of the task container. For the automotive application, the inter-
face supports 7 different data-packets. These packets listed below can also be used or 
extended for other applications. 

• Standard Packet: Packet contains the task container of surrounding vehicles. It is 
sent from ARM processor to µB. 

• Extended Packet1: Besides the data of a standard packet, the extended packet con-
tains additional information. 

• Complete Packet: Packet is used to reallocate a task. 
• Reference Standard Packet: Packet contains the task container of the reference 

vehicle. It distributes data within the Network. 
• Reference Extended Packet1: Besides the data of a reference standard packet, the 

reference extended packet contains additional information.  
• Reference Standard Broadcast Packet: Packet containing a note to broadcast and 

the task container of the reference vehicle is sent from the ARM processor to a µB. 
• Reference Extended Broadcast Packet1: Besides the data of a reference standard 

broadcast packet, the reference extended broadcast packet contains additional in-
formation. 

                                                           
1 Not used in the context of this paper. 
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Data-packets are divided into packets containing either task containers of reference 
vehicles or surrounding vehicles. Besides the content of the task container, further 
data can be sent by an extended packet. When a task is moved to another processor, 
the complete information about the task is transmitted by a complete packet. Moreo-
ver, the ARM processor supports broadcasting of a packet, which includes the task 
container of the reference vehicle and, if necessary, further data. As mentioned, the 
second type of packet is called control-packet. This packet subdivides data for trans-
mission of status information, requests and control information. The size of this pack-
et amounts the minimum number of flits for a message. It consists of a header flit 
which includes an identifier and a tail flit. The identifier specifies the packet type. The 
packet can be extended for further applications.  

4.4 Data Processing by Microblazes 

The processing of the task is performed by µBs. To facilitate this, each µB contains the 
same software framework. Due to the limited memory resources of the µBs, the 
lightweight operating system Xilkernel [16] is utilized. It provides functions such as the 
use of threads. Two separate threads are launched within the program. The computation 
of the tasks is executed by calc_thread(). Furthermore, receive_thread() takes care 
about the receiving of messages. In order to enable a rapid computation of the tasks, all 
calculations are executed with fixed-point numbers, as is this faster and provides a suffi-
cient accuracy for the target application. Receive_thread() receives incoming packets 
and determines the type of the packet. In case of control-packets, the thread analyzes the 
packet to determine the action requested. An action may (re-) initialize the µB, reallo-
cate or delete a task. In case of data-packets, it is stored with a new index in the data 
memory. Thus, a unique assignment is facilitated by the index. The maximum number 
of tasks running on a single µB is configurable. The presented implementation manages 
30 tasks. This number is determined based on several program runs and sufficient to 
process the realistic data of the car simulator. Incoming data of an index already existing 
is postponed to the history of this data. The current implementation can store one addi-
tional data packet. However, this is also configurable. This means that in case of the 
automotive application two data sets of the same vehicle can be stored. Furthermore, 
data of the reference vehicle is broadcasted over the NoC. For this purpose, a predefined 
µB receives the data and subsequently, broadcast them to remaining µBs. A function is 
implemented which examines if unprocessed data is available and returns the data with 
the highest priority in every iteration. If priorities are equal, the data is returned depend-
ing on the order of incoming data. In order to distinguish between processed and unpro-
cessed data, a label is available inside the task container. The processing of data is ap-
plication-specific. Taking the proposed automotive application, collisions of vehicles 
are prevented. Hence, the risk of an accident must be determined by a strategy. To 
detect an impending accident, two cases are distinguished. On the one hand, vehicles are 
driving quasi-parallel independent from the direction of travel. On the other hand, the 
trajectories of vehicles approximated by a line intersect at an angle which is greater than 
5 degrees. Based on these considerations, a µB which predicts an impending collision 
sends a warning to the ARM processor. This message leads the ARM processor to slow 
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down the vehicle.  Fig. 5a depicts the reference vehicle fR and a surrounding vehicle f  
with quasi-parallel trajectories. The distance between these lines is calculated by Eq. 5. 
The approximation of the lines results from the difference (dist , , dist , ) of the current 
coordinates (x k , z k ) and the coordinates (x k 1 , z k 1 ) given by the pre-
vious iteration.                                                    , , ,, ,         (5) 

A distance between these trajectories, which is smaller than a threshold value, in-
itiates to check whether the vehicles are approaching each other. If both cars drive in 
the same direction, the following condition must be fulfilled to start the slowing-down 
process of the vehicle. 0                                              (6) 

,                                      (7) 

The velocity v  describes the relative velocity between the cars. dist  is a pre-
defined security distance. The condition (8) is used for cars, which drive in opposite 
directions, to send a brake command.  

,                                     (8) 

An example for two trajectories of cars intersecting at an angle which is greater 
than 5 degree is shown in Fig. 5b. In this case, the intersection point is calculated by 
means of Eq. 9 at first. s 100 , ,, · , , · ,            (9) 

100 , ,, · , , · ,           (10) 

The stretch factor s represents the number of iterations until the reference vehicle 
reaches the intersection point. By analogy, the stretch factor t depicts the number of 
iterations of the surrounding car.  and  describe the respective time interval. In 
order to predict an initiating collision, the equation (11) gives a sufficient condition. 1                                           (11) 

 

a) b)  

Fig. 5. Distance calculation (quasi-parallel vehicles (a) and non-parallel vehicles (b)) 
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4.5 Data Processing by the ARM Processor 

Messages sent by the µBs to the ARM processor are divided in information for the 
task allocation and the car simulator interface. Each type of message is transmitted via 
a separate port to the ARM processor. Possible messages for the task allocation are 
information, warnings, errors and requests, such as adapting the priority or realloca-
tion of a task. An information message can be used to realize a UART output of the 
µBs. In this automotive application, the car simulator processes only requests regard-
ing a slowing-down process of the vehicle. However, the interface can also be ex-
tended or adapted for other applications. 

5 Evaluation and Results 

The performance of the algorithms for dynamic task allocation is estimated through 
empiric time measurements. As the performance measurement is always a snapshot of 
the surroundings, it is impossible to reproduce exactly the same conditions. The signi-
ficance of data is therefore given by the central limit theorem of stochastic 
processes.The response time of the system is a feasible definition in the context of 
automotive applications. It is obvious that approximately 90% of execution time is 
needed for the data acquisition in Fig. 6. Considering the time delay between trans-
mission of the brake command and response of the car simulator, a ratio of 20:1 is the 
result. For meaningful results of the task allocation algorithms, the time needed for 
data acquisition is excluded in the following. Thus, the performance is defined as the 
difference between the beginning of the task allocation and the receipt of the brake 
command (step 2 to 4). 

 

 

Fig. 6. Performance of the dynamic task allocation 

Initial measurements result in nearly the same response times for all algorithms. 
Neither the execution time of the heuristics, nor the calculation on the µB processors 
influences the overall response time significantly. On average, the response time and 
therefore the independent time constant of the network amounts to 20 milliseconds. 
Clearly recognizable is the accurate task management, as shown in Table 1. Tasks are 
specified by a Task ID, the respective time and priority are listed in the tables. Each 
task represents the data of one vehicle. By using all cores, a similar result for the dis-
tance heuristic is given for a high number of tasks. Prioritization has almost no effect 
for less than ten tasks, as each core handles only one task. Table 2 presents the results. 
First come first serve results in a congruent behavior for both distribution algorithms. 
To get significant results anyhow, additional measurement series are recorded. By 
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using a sleep() command, the execution time of the µB processors is artificially in-
creased. It can therefore be compared to the processing of complex calculations. It is 
important that the time constant of the network, which is independent from the data 
volume, is not changed anyhow. As shown in Table 3, the prioritized processing re-
sults in significantly faster reactions compared to the trivial “first come first served” 
approach. Due to the sleep() command, a simulated processing time of 3 milliseconds 
is added. While brake commands are mostly handled with the highest priority by the 
sector heuristic, using the distance heuristic results in some cases in occurrences as 
shown in Table 4. The grey row indicates a task that triggers a brake action. Although 
the heuristic is active, the task is handled with a relatively low priority. It is neverthe-
less obvious, that the supposed inaccurate heuristic decreases the response time by 6 
milliseconds compared to the sector heuristic in this specific case. Due to the strict 
constraints of the car simulator regarding the number of cars, it is not possible to util-
ize the µB network to capacity with the used mathematic functions. 

Table 1. Execution time for the sector heuristic and minimal number of cores (1 iteration) 

Task ID 48 25 117 152 47 119 26 

Priority 1 1 2 3 9 10 10 

Time [ms] 20 20 20 21 21 21 21 

Table 2. Execution time for the distance heuristic and maximum number of cores (1 iteration) 

Task ID 1 3 10 20 26 35 

Priority 10 2 1 9 4 9 

Time [ms] 20 20 20 20 20 21 

Table 3. Time measurement for the sector heuristic, minimal number of cores and sleep() 
command (1 iteration) 

Task ID 10 35 119 26 19 48 3 117 29 

Priority 1 3 3 4 9 10 10 10 10 

Time [ms] 20 24 27 30 33 37 40 44 48  

Table 4. Time measurement for the distance heuristic, minimal number of cores and sleep() 
command (1 iteration) 

Task ID 25 32 26 48 38 19 1 27 

Priority 1 1 3 3 5 7 7 9 

Time [ms] 21 24 28 31 34 38 41 47 

6 Conclusion and Future Prospects 

A software framework for dynamic task allocation on MPSoCs has been presented 
and evaluated in an automotive context. Tasks, mapped by an ARM processor, were 
distributed onto a µB network by several strategies. The presented application targets 



266 J. Rettkowski et al. 

a collision avoidance algorithm that uses the Euclidean distance of vehicles to esti-
mate a priority of appropriate reactions. Amongst the Euclidean distance, a sector 
based heuristic that is specialized for the automotive application, has also been pre-
sented. Additionally a “first come first serve” methodology has been implemented 
that processes task independently from any heuristic. The approach exploits the scala-
bility and simplifies the programming and efficient use of MPSoCs. In the near future, 
dynamic partial reconfiguration will be implemented to add or remove PEs at runtime.  
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Abstract. A cochlea filter bank for an audible frequency range is used
for an acoustic diagnosis, which detects defects of the outer wall. How-
ever, a straightforward implementation of a cochlea filter bank by con-
ventional FIR filters uses a large number of taps. Thus, it requires a
large amount of hardware. This paper proposes two methods to reduce
the amount of hardware. The first one is to use a mixed analog-digital
filter, which reduces the number of taps of the FIR filter. The second
one is to apply a dynamic reconfiguration which reduces the number
of filter banks. We implemented the filter bank by the PSoC1 and the
Spartan 6 FPGA. Experimental results shows that the number of taps for
the proposed one is reduced by 99.1% from a straightforward realization.
Implementation of the acoustic diagnostic system shows the usefulness
of the proposed one.

1 Introduction

1.1 Acoustic Diagnosis of Outer Walls

An acoustic diagnosis detects defects1 of outer walls. Troubleshooters knock at
the outer wall by hammers to observe reverberating sound. And, they check if
they have defects or not. In Japan, since diagnosis of outer walls of public struc-
tures is requested by the government, social demands for diagnosis are growing.
An acoustic diagnosis has an advantage to ensure the safety of structures with-
out destruction. However, its disadvantage is that the proficiency of the expert
troubleshooters is required and their decisions are based on past experience.
Recently, with the advance of the computer technology, expert systems have
been practically used. Fig. 1 shows an acoustic diagnostic system. A reverber-
ating sound is collected by a microphone. Since the diagnostic part requires a
large amount of signal processing (complicated filtering), the diagnosis is often
performed by an off-line PC. However, real time (on-line) computation is desired.
1 For example, cracking of the outer wall, peeling of interior finish, or a water leakage

due to rain.
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1. Knock at structures
2. Collects

sound

3. Diagnose
the trouble

Fig. 1. Acoustic diagnostic system

Furthermore, a diagnostic system should be implemented by inexpensive devices.
Since a diagnosis is performed at outer walls or tunnels all days, a lightweight
and battery-powered system is desired.

1.2 Cochlea Filter Bank for Audible Frequency Range

The auditory portion of the inner ear is called the cochlea. It can distinguish
band-limited waves [2]. From psychological experiments, the cochlea feature was
modeled as a filter bank [12]. Various applications using cochlea filter banks have
been reported: They recognize footsteps [6], hand claps [14], percussive sound [8],
and engine noise of a car [3]. In general, a cochlea filter bank requires many taps.
When a cochlea filter bank is realized by conventional digital filters, the amount
of hardware tends to be large [17].

1.3 Related Works

The first implementation of a cochlea filter bank consists of 24 filters [20]. To
the best of our knowledge, the most accurate cochlea implementation uses 1400
banks [5]. We proposed a cochlea filter bank for an audible frequency range
consisting of 10 filters [17].

Various compact digital filters have been proposed: An infinite impulse
response (IIR) filter with a dual fixed-points representation [16]; a finite impulse
response (FIR) filter consisting of only on-chip memories [15]; an FIR filter with a
dynamically changing sampling clock frequency [11]; and a dynamically reconfig-
urable FIR filter [10].

Programmable analog circuits have been proposed as follows: A mixed analog-
digital programmable circuit [4]; and a filter on a field programmable analog
array (FPAA) [1].

1.4 Contributions of the Paper

In general, a cochlea filter bank tends to require a large number of taps. Since
the conventional realization used only digital filters (FIR or IIR filters), a large
amount of hardware is required. This paper proposes a dynamically reconfig-
urable mixed analog-digital filter, which requires fewer taps. The combination
of the proposed technique and conventional filters will reduce the amount of
hardware. Our contributions are:

Proposed a mixed analog-digital filter and implemented it: An analog
filter is a compact, while its roll-off characteristic is bad. On the other hand,
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Fig. 2. FIR filter (straightforward realization)
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Fig. 3. FIR filter (transpose multi-MAC realization)

a digital filter tends to require a large amount of hardware, while its roll-off
characteristic is good. The mixed analog-digital filter is compact and has good
roll-off characteristic. We realized a mixed filter by the PSoC1 and the FPGA.

Proposedadynamicallyreconfigurablemixedfilter: It dynamically changes
the filter characteristic to make the circuit compact.

Applied to an acoustic diagnostic system: We observe a syndrome of a
reverberating sound to diagnose. Since the proposed system consists of a PSoC1
and a small FPGA (Spartan 6), it can be embedded into a pole of a hammer.
Also, since the proposed system consumes a small amount of power, it can be
operated by a battery to be used at outdoors.

1.5 Organization of the Paper

The rest of the paper is organized as follows: Chapter 2 introduces a cochlea
filter bank; Chapter 3 shows a mixed analog-digital filter bank; Chapter 4 shows
a dynamically reconfigurable filter bank; Chapter 5 shows experimental results;
and Chapter 6 concludes the paper.

2 Cochlea Filter Bank by FIR Filters

2.1 FIR Filter

A finite impulse response (FIR) filter computes

y(k) =
N−1∑
i=0

h(i)x(k − i), (1)
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where N denotes the number of taps, h(i) denotes a filter coefficient, x(k)
denotes an input value X at the time k, y(k) denotes an output value Y at the
time k, and k = 0, 1, . . . We also assume that all the values are represented by
q-bit fixed point binary numbers. Fig. 2 shows a straightforward realization of an
FIR filter, where z−1 denotes a delay element realized by a q-bit register. This
realization requires N registers of q-bit, N adders, and N multipliers. Since a
modern FPGA has multiply-accumulation (MAC) blocks 2, the necessary num-
ber of MAC blocks is N . Note that, the straightforward realization is impractical
for a large number of N .

An FPGA consists of MAC blocks, block RAMs (BRAMs), distributed RAMs,
and flip-flops. We will maximally utilize available resource of an FPGA to realize
the FIR filter. Fig. 3 shows the transpose multi-MAC realization of an FIR filter.
Consider a decomposition N = N1N2, where N1 is the parallelization. This
architecture computes Expr. (1) by N2 steps using N1 MAC blocks. Let fsys
be the operational clock frequency [Hz], and fs be the sampling frequency [Hz].
For every 1

fs
second, this architecture computes N2 output values until N1 input

values are transferred. Thus, we have

N2

fsys
≤ 1

fs
.

From this, we have

N1 =

⌈ √
fs

fsys
N

⌉
. (2)

This architecture uses N1 MAC blocks and N1q × N2 = Nq bit memory. There-
fore, the reduction of the number of taps N will reduce the amount of hardware.
This paper considers the reduction of N .

2.2 Cochlea Filter Bank Using FIR Filters

Fig. 4 shows a cochlea filter bank consisting of 10 filters for audible frequency
range (20-20,480 [Hz]) [17]. Each filter supports an octave. Previous research
showed that, pitch, loudness and timbre of complex sounds can be reconstructed
by both the maximal and the minimal of filtered waveforms [19]. Since the filter
bank requires more computation than the detection part of the maximal and
the minimal [18], we focus on the filter bank. Fig. 4 shows the frequency char-
acteristic of the FIR filter bank realizing the cochlea filter bank for an audible
frequency range. In the lower frequency bands, since a sharp cut-off characteristic
is required, the number of taps is [17]:

N ′ � fs
fB

× 2, (3)

2 The Xilinx Spartan 6 FPGA has DSP48A blocks.
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Fig. 4. Cochlea filter bank for audible frequency range [17]

where fs denotes the sampling frequency, and fB denotes the pass bandwidth for
each filter bank. Table 1 shows lower center, and upper cut-off frequencies and
the numbers of taps of the FIR filter. Table 1 shows that the direct realization
of cochlea filter banks requires a large amount of hardware.

Table 1. Pass bandwidth and the number of taps of an FIR filter bank [17]

lower cut-off center upper cut-off # of
ch# freq.[Hz] freq.[Hz] freq.[Hz] taps

1 10,240 14,482 20,480 89
2 5,120 7,241 10,240 89
3 2,560 3,620 5,120 89
4 1,280 1,810 2,560 89
5 640 905 1,280 295
6 320 453 640 295
7 160 226 320 883
8 80 113 160 1,103
9 40 57 80 2,205
10 20 28 40 4,409

3 Mixed Analog-Digital Filter Bank

3.1 PSoC1 Architecture

Fig. 5 shows an architecture of Cypress Inc. PSoC1 (Programmable System-
on-Chip) [13]. The PSoC1 consists of programmable digital blocks and analog
blocks. A digital block can be configured to be a timer, a counter, a PWM, or an
UART, while an analog block can be configured to be a filter, an AD converter,
a DA converter, or an amplifier. An analog block of the PSoC1 has an opamp
circuit. It is roughly divided into three blocks: an analog switched capacitor
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Fig. 6. Principle of an equivalent resistance using a switched capacitor

type C (ASC) block, an analog switched capacitor type D (ASD) block, and an
analog continuous time type B (ACB) block. Both ASC and ASD blocks have
a switched capacitor block which can be configured to be a programmable
equivalent resistance. Fig. 6 shows a principle of an equivalent resistance using a
switched capacitor. The current i flows from the power source V to the ground
through the resistance R (Fig. 6 (a)). Then, we have

R =
V

i
. (4)

Suppose that the switched capacitor has two switches φ1 and φ2 (Fig. 6 (b)).
When φ1 is closed and φ2 is opened, the capacitor C stores charge q as follows:

q = CV. (5)

When φ1 is opened and φ2 is closed, the stored charge q is discharged to the ground
node. By switching back and forth of φ1 and φ2, the charge q is moved from the
power source to the ground. Thus, it can be considered as the equivalent current.
Let tSC be switching period of the switched capacitor. Then, the switching fre-
quency fSC is 1

tSC
. The equivalent current of the continuous switching is i =

q
tSC

= qfSC . Expr. (5) shows that we have i = CV · fSC . Expr. (4) shows that
the equivalent resistance RSC for the switched capacitor is

RSC =
1

C · fSC
. (6)
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Fig. 7. Bi-quad band-pass filter
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Fig. 8. Two-pole band-pass filter

From Expr. (6), the equivalent resistance is inversely proportional to C and fSC .
In the PSoC1, the capacitor C can be changed by a program. Since switches φ1 and
φ2 cannot be opened or closed simultaneously, we cannot use high frequency fSC

3.

3.2 Realization of a Band-Pass Filter on a PSoC1 [13]

Fig. 7 shows a bi-quad band-pass filter. It consists of two integrators and one
inverting amplifier. We can replace the resistance with the switched capacitor. If
we reverse the switching timing, the output polarity is reversed. Thus, the cen-
ter inverting amplifier can be replaced by the reversed switching capacitor. Fig. 8
shows a two-pole band-pass filter (2pBPF) consisting of two analog blocks.
Let fc be the center frequency, and Q be the quality factor. Then, we have

fc =
1
2π

fSC√
CACB

C2C3
− 1

4 − C4
2C2

, (7)

Q =
fc
fB

=
C2

C4

√
CACB

C2C3
− 1

4
− C4

2C2
, (8)

3 In the PSoC1, the capacitance can be configured with multiple of 0.05 [pF]. The max-
imum fSC is 2 [MHz].
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FIR Filter_1

FIR Filter_2

FIR Filter_10

A/D2pBPF_1

A/D2pBPF_2

A/D2pBPF_10

PSoC1 FPGA

Fig. 10. Mixed analog-digital filter bank

where fB denotes a pass bandwidth 4. Both fc and Q are determined by fSC

and the capacitances. Fig. 9 shows a realization of the 2pBPF on the PSoC1.
As shown in Fig. 9, the 2pBPF requires two analog blocks and one digital block
generating a switching clock with a period of 1

fSC
.

3.3 Mixed Analog-Digital Filter Bank

Fig. 10 shows a mixed analog-digital filter bank. In the PSoC1, since the roll-off
characteristic of the 2pBPF (analog filter) is poor, it is used as a noise elimination
filter. On the other hand, since the roll-off characteristic of the FIR filter (digital
filter) is good, it is used as a cochlea filter. Expr. (3) shows that the number of
taps is proportional to the sampling frequency fs. The 2pBPF which removes
the unnecessary frequency component also reduces fs. Thus, the mixed filter can
reduce the number of taps in the FIR filter.

4 Dynamically Reconfigurable Filter Bank for an Acoustic
Diagnostic System

4.1 Dynamically Reconfigurable Filter

Expr. (7) shows that, when the capacitances are fixed, fc is proportional to
fSC . Expr. (8) shows that, fc

fB
is constant. Thus, fB is also proportional to

fSC . As shown in Fig. 9, fSC can be changed by rewriting the register of the
4 We assume that the pass band width is the difference of frequencies at 3 [dB] atten-

uation.
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Fig. 11. Frequency characteristic of a dynamically reconfigurable analog band-pass
filter on a PSoC1
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Fig. 12. Dynamically reconfigurable FIR filter

M8C MPU. Therefore, we can dynamically change the frequency characteristic
at a high speed. Fig. 11 shows the frequency characteristic for the dynamically
reconfigurable p2BPF on the PSoC1. As for the filter for a channel #1, its lower
cut-off frequency fl is 20 [Hz] and its upper one fu is 40 [Hz]. In this case, the
center frequency fc is

√
flfu = 28.8 [Hz]. We configured each capacitance and

fSC to cover fB (20 [Hz] to 40 [Hz]). The increase of fSC to p×fSC also increases
fc and fB to p×fc and p×fB , respectively. Thus, the dynamically reconfigurable
p2BPF efficiently realizes the octave divided filter bank shown in Fig. 4

Fig. 12 shows a dynamically reconfigurable FIR filter based on the transpose
multi-MAC shown in Fig. 3. It changes the frequency characteristic by changing
the coefficients corresponding to the bank number (Bank#).

4.2 Application to an Acoustic Diagnostic System

Fig. 13 shows an acoustic diagnostic system using a dynamically reconfigurable
mixed analog-digital filter bank. It emulates the filter bank shown in Fig. 4 by
executing each channel sequentially. First, the microphone collects a reverberat-
ing sound. Second, it is transferred to the PSoC1 through the DC cut capacitor.
The OpAmp for the PSoC1 is drived by a single power supply, and cannot handle
the negative voltage. We use an analog block to generate a bias voltage (AGND:
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Fig. 13. Acoustic diagnostic system using a dynamically reconfigurable mixed filter

analog GND). Thus, the PSoC1 handles the positively biased voltage. Third,
it is amplified by an analog block. Fourth, an unused frequency component is
removed by the dynamically reconfigurable 2pBPF. Finally, digitized signal is
sent to the FPGA through a 8-bit AD converter 5. At the same time, the bank
number (Bank #) and the enable signal are sent from the M8C MPU. The
PSoC1 dynamically reconfigures both the 2pBPF and the AD converter, while
the FPGA dynamically reconfigures the FIR filter. Since the extreme value detec-
tion is a light task, the MPU (pico blaze) executes it through FIFOs. When the
extreme value is detected, the system generates an abnormal signal.

5 Experimental Results

5.1 Implementation Environment

We implemented the dynamically reconfigurable mixed analog-digital filter on
Cypress Inc. PSoC1 (CY8C27443-24PXI: 8 digital blocks, 12 analog blocks, and
24 MHz internal clock frequency) and e-Trees Inc. exStick board (FPGA: Xilinx
Inc. Spartan 6 (XC6SLX16-2CSG225C)) [7]. As for the design of the 2pBPF,
we used Cypress Inc. PSoC filter design wizard. To generate coefficients for the
FIR filter, we used MathWorks Inc. MATLAB and Xilinx Inc. FIR compiler. We
realized the FIR filter with a rectangle window function and 18-bit fixed binary
point numbers.

5.2 Implementation Results

Table 2 shows the lower and upper cut-off frequencies and the number of taps
for the mixed analog-digital filter bank which emulates a cochlea for acoustic
frequency ranges. Since we cannot decrease the sampling frequency for the high
frequency band, the maximum number of taps is 89 for the filter bank #10. To
make the design simple, rather than to reduce hardware, the numbers of taps
for the filters are set to 89. Table 1 shows that the direct FIR filter realization
requires 9,546 taps, while Table 2 shows that the mixed analog-digital filter
5 Since the PSoC1 supports up to a 8-bit AD converter with an interrupt, we adopt

it.



A Dynamically Reconfigurable Mixed Analog-Digital Filter Bank 277

Table 2. Lower and upper cut-off frequencies and the number of taps for the mixed
analog-digital filter

ch# Analog A/D Digital # of
lower center upper fs lower center upper taps
[Hz] [Hz] [Hz] [kHz] [Hz] [Hz] [Hz]

1 17 27 42 0.89 20 28 40 89
2 34 54 85 1.78 40 57 80 89
3 68 108 171 3.56 80 113 160 89
4 136 216 342 7.12 160 226 320 89
5 282 439 682 14.24 320 453 640 89
6 543 861 1,364 28.48 640 905 1,280 89
7 1,086 1,721 2,726 44.10 1,280 1,810 2,560 89
8 2,173 3,442 5,452 44.10 2,560 3,620 5,120 89
9 4,514 7,150 11,324 44.10 5,120 7,241 10,240 89
10 8,695 13,771 21,810 44.10 10,240 14,482 20,480 89

Fig. 14. Frequency characteristic for the mixed analog-digital filter bank

realization requires only 890 taps. Since the single dynamically reconfigurable
filter bank emulates 10 banks, the total number of taps is only 89. Thus, the
proposed one reduces the number of taps by 99.1%. Fig. 14 shows the frequency
characteristic for the mixed analog-digital dynamically reconfigurable filter bank.
The proposed one realizes the pass band characteristic which is similar to the
original filter bank shown in Fig. 4.

5.3 Comparison of Used Resource

Table 3 compares used resource. Since the exStick board has 25 [MHz] clock
source, we set to fsys = 25×106 [Hz]. We set the system sampling clock frequency
fs to 44.1×103 [Hz]. We obtain N1 from Expr. (2). Compared with the direct FIR
filter realization (FIR only), although the proposed dynamically reconfigurable
filter realization (Dyn. Recf.) uses more analog blocks, it drastically reduces the
FPGA resource. Compared with the non-dynamically reconfigurable mixed filter
realization (Mixed), it reduces both the PSoC1 and FPGA resources. Thus, the
proposed one is suitable for a low-cost FPGA realization.

5.4 Implementation of an Acoustic Diagnostic System

We embedded the proposed mixed analog-digital filter bank on the acoustic
diagnostic system shown in Fig. 15. We used the “Kororin” diagnostic stick [9]
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Table 3. Comparison of used resource

Filter FPGA Resource PSoC1 Resource
bank # taps DSP48A Memory Analog Digital

realization N N1 #Blks [bits] #Blks #Blks

FIR only 9,546 5 5 343,656 3 1
Mixed 890 2 2 32,040 50 20

Dyn. Recf. 89 1 1 3,204 5 2

Microphone PSoC1

Power Circuit

Fig. 15. Implemented acoustic diagnostic system on a stick

Fig. 16. Syndrome of a reverberating sound using the “Kororin” diagnostic stick

whose top has a hexagonal shape shown in Fig. 16. By rolling of the top, we
collect reverberating sound every tens millisecond in a stable period. When the
wall has an anomaly, a spike noise is observed after 10 millisecond by rolling
the top. Since we take 15 millisecond for a margin, the remaining time is about
5 millisecond for the dynamic reconfiguration. The reconfiguration time for the
PSoC1 is less than one millisecond, and its period is a short enough to receive the
next reverberating sound. To emulate the filter bank, at least ten reconfigurations
are necessary. The Kororin diagnostic stick can knock more than 10 times for
tens centimeter interval. Thus, it is enough for the outer wall diagnosis.

6 Conclusion

In this paper, we proposed a mixed analog-digital dynamically reconfigurable
filter bank to emulate a cochlea for an audible frequency range. To reduce the
number of taps, we used a mixed analog-digital filter using both the PSoC1 and
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the FPGA. To reduce the number of filters, we used a dynamically reconfigu-
ration technique. Compared with the direct FIR filter realization, the proposed
one reduced the number of taps by 99.1%. We embedded the proposed acoustic
diagnosis system to the PSoC1 and Spartan 6 FPGA.

References

1. Becker, J., Manoli, Y.: Synthesis of analog filters on a continuous-time FPAA using
a genetic algorithm. In: FPL 2006, pp. 1–4 (2006)

2. Bekesy, G.: Experiments in hearing. McGraw-Hill (1960)
3. Choe, H.C., Karlsen, R.E., Gerhert, G.R., Meitzler, T. : Wavelet-based ground

vehicle recognition using acoustic signal. In: Wavelet Applications III, vol. 2762,
pp. 434–445 (1996)

4. Chow, P., Chow, P., Gulak, P.G.: A field-programmable mixed-analog-digital array.
In: FPGA 1995, pp. 104–109 (1995)

5. Deng, L., Geisler, C.D.: A composite auditory model for processing speech sounds.
J. Acoust. Soc. Am. 82(2), 2001–2012 (1987)

6. Ekimov, A., Sabatier, J.M.: Vibration and sound signatures of human footsteps in
buildings. J. Acoust. Soc. Am. 120, 762–768 (2006)

7. e-Trees.Japan Inc., exStick. http://e-trees.jp/
8. Freed, D.J.: Auditory correlates of perceived mallet hardness for a set of recorded

percussive sound events. J. Acoust. Soc. Am. 87, 311–322 (1990)
9. Kuwaki Civil co. Ltd. http://www.k-civil.co.jp/

10. Llamocca, D., Pattichis, M.S., Vera, G.A.: Partial reconfigurable FIR filtering sys-
tem using distributed arithmetic. Int. J. Reconfig. Comp., 1–14 (2010)

11. Martnez, J.J., Toledo, F.J., Garrigs, F.J., Vicente, J.M.F.: FPGA implementation
of an area-time efficient FIR filter core using a self-clocked approach. In: FPL 2006,
pp. 547–550 (2006)

12. Patterson, R.D.: Auditory filter shape. J. Acoust. Soc. Am. 55, 802–809 (1974)
13. Cypress Corp., PSoC Programmable System-on-Chip. http://www.cypress.com/?

docID=45148
14. Repp, B.H.: The sound of two hands clapping: An exploratory study. J. Acoust.

Soc. Am. 81(4), 1100–1109 (1987)
15. Sasao, T., Iguchi, Y., Suzuki, T.: On LUT cascade realizations of FIR filters. In:

DSD 2005, pp. 467–474 (2005)
16. Wong, C.K., Leong, P.H.W.: An FPGA-based electronic cochlea with dual fixed-

point arithmetic. In: FPL 2006, pp. 1–6 (2006)
17. Yoshida, H., Nakano, M., Yukimasa, T., Matsumura, S., Yokono, K., Hayama,

Y.: Phase error reflects subjective sound quality. International Journal of BSCHS
16(1), 69–80 (2010)

18. Yoshida, H., Kakui, K., Maeda, Y., Fujiwara, Y.: Least-squares estimation of the
extrema in the narrow-band music data. IJ-BSCHS 15(2), 85–91 (2010)

19. Yoshida, H., Kakui, K., Maeda, Y., Fujiwara, Y.: The adaptive extremal sampling
based on a simple acoustic model, Bio-signals: Data acquisition, processing and
control. IJ-BSCHS 14(2), 27–34 (2009)

20. Zwicker, E.: Uber psychologische und Methodische grundlagen der lautheit. Acus-
tica 8, 237–258 (1958)

http://e-trees.jp/
http://www.k-civil.co.jp/
http://www.cypress.com/?docID=45148
http://www.cypress.com/?docID=45148


© Springer International Publishing Switzerland 2015 
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 280–290, 2015. 
DOI: 10.1007/978-3-319-16214-0_23 

The Effects of System Hyper Pipelining on Three 
Computational Benchmarks Using FPGAs 

Tobias Strauch() 

R&D EDAptix, Munich, Germany 
tobias@edaptix.com 

Abstract. C-Slow Retiming (CSR) generates concentric design clusters and 
improves the performance per area factor of a design by reusing the combina-
torial logic in a time sliced fashion. The limitation of CSR is, that all C copies 
of the design have to be continuously executed. The paper proposes System 
Hyper Pipelining (SHP), which overcomes the limitations of CSR by adding 
thread stalling, bypassing and fork-join queueing techniques. The impact of 
SHP on multithreading and multiprocessing system is manifold. This paper 
concentrates on techniques to improve the performance of individual threads of 
SHP based CPUs. SHP is ideal for FPGAs with their high number of registers 
and their flexible memory usage. The paper compares standard implementations 
of CPUs with their CSR and SHP versions. Results based on three state-of-the-
art 32-bit processors are shown.  

Keywords: C-Slow Retiming · Symmetrical Multiprocessing · Multiprocessor 
Systems · Simultaneous Multithreading · NoCs 

1 Introduction 

Running complex software on a single processor can be very limited. Today's tech-
nologies to execute software on multiple processors or multithreading systems are 
very much advanced. Running software on networks-on-chip (NoCs), multiple pro-
cessors or multithreading systems implemented on an FPGA gets more and more 
popular. The upcoming references [1..10] use FPGAs as their target technology. The 
discussed system architectures are already standard on ASICs. 

NoCs technology applies networking theory and methods to on-chip communica-
tion. Abdelfattah et al. show in a recent publication [1], that FPGAs nowadays sup-
port high speed interfaces and on-chip data processing capabilities. 

Symmetric Multiprocessing (SMP) systems are tightly coupled multiprocessor sys-
tems with a pool of homogeneous processors running independently. They have the 
capability to share common resources (memories, bus-systems, ...). With a proper 
operating system support, SMP systems can move tasks between processors to bal-
ance the workload efficiently. Matthews et al. show in [2] a multicore system with 
Linux SMP support. Vallina et al. discuss a similar environment with the emphasis on 
signal processing in [3]. In [4] Klimm et al. discuss the memory access of a multipro-
cessor system and its scalability, which is also an important element of the work of 
Wallentowitz et al. in [5]. How a multiprocessor system supports a bio-inspired robot 
is shown in [6] by Henrey et al.. 
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Simultaneous Multithreading (SMT) is a technique to improve the overall efficien-
cy of superscalar CPUs with hardware multithreading. SMT permits the execution of 
multiple independent threads to better utilize the resources provided by modern pro-
cessor architectures. A thread synchronization unit (or thread controller) is the essen-
tial element of such a technology, which is discussed by Lu et al. in [7], Tatas et al. in 
[8] and Labrecque et al. in [9] and [10]. 

C-Slow Retiming (CSR) provides C copies of a given design by inserting registers 
and reusing the combinatorial logic in a time sliced fashion. CSR therefore improves 
the performance per area factor. Leiserson et. al. introduced the concept of C-Slow 
Retiming (CSR) in [11]. CSR on netlists has been shown by Waver et al. in [12] and 
timing driven CSR on RTL by Strauch in [13]. In recent publications, CSR is used to 
maximize the throughput-area efficiency in [14] by Su et al., CSR is used on SMT-
processors in [15] by Akram et al., and to improve performance in consumer image 
devices by Cadenas et al. in [16]. 

All C design copies have to be continuously executed, which is good for stream 
processing. Processors based on CSR are also called barrel processors. Nevertheless, 
parallel processing methods require a flexible number and a flexible execution order 
of threads to be run on a given multiprocessor or multithreading system. SMP and 
SMT solutions can be realized on CSR-ed designs [16]. In both cases, individual 
threads need to be stalled to be continued later (in case of a cache miss, for instance). 
It is of great benefit, when alternative threads can easily be executed during unused 
time slots to better utilize the design resources. This cannot be accomplished by de-
signs using the standard CSR method.  

This paper shows, how the limitations of CSR can be overcome by System Hyper 
Pipeline (SHP), which is a combination of C-Slow Retiming (CSR) and Parallel 
Processing (PP). SHP adds a higher flexibility to the pure CSR based multithreading. 
The number of active threads can range from zero active threads to a number of 
threads greater than C. Individual threads can be stalled, bypassed and reordered and 
therefore be executed at different speeds.  

The goal of this paper is to explain SHP and to discuss the impact of SHP on vari-
ous applications (mainly CPUs and MPSoC) as well as other aspects. It shows a case 
study of two processors implemented on an FPGA. 

Section 2 explains the SHP technology. A thread controller to support SHP is pro-
posed in section 3. Section 4 discusses various hardware related aspects and how the 
performance of individual threads in an SHP based processor environment is dis-
cussed in section 5. The paper finishes with result and conclusion sections. 

2 CSR and SHP Technology  

System Hyper Pipelining (SHP) is based on C-Slow Retiming (CSR). It enhances 
CSR with thread stalling, bypassing and reordering techniques by replacing the origi-
nal registers of the design with memories and by adding a thread controller (TC). In 
the remainder of this paper, processors are used to demonstrate the SHP technology, 
but the method is not limited to processors. Nevertheless, the word “thread” is used 
synonym for the execution of a program or algorithm. 
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Fig. 1. a) Simplified single clock design. b) Applying CSR technique. 

Figure 1a shows the basic structure of a sequential circuit with its inputs, outputs, 
combinatorial logic (CL) and original registers (OR). The sequential circuit handles 
one thread T(1). Figure 1b shows the CSR technique. The original logic is sliced into 
C (here C=3) sections, and each original path has now C-1 additional registers. This 
results in C functionally independent design copies T(C=1..3) which use the logic in a 
time sliced fashion. Each thread has its own thread index. For each design copy it now 
takes C micro-cycles to achieve the same result as in one cycle of the original design. 
The implemented register sets are called “CSR Registers”, CRs. They are placed at 
different C-levels (CR0, CR1, …). 

{CR0, CR1, OR} = [{T(1), T(2), T(3)}, {T(3), T(1), T(2)}, {T(2), T(3), T(1)}]   (1)                                             

The sequence (1) shows how the complete design states (threads) traverse through 
the logic each cycle. There is no interaction between threads and each thread uses the 
complete design in a time sliced fashion. The modifications shown so far are very 
much understood and discussed in the literature [11-16]. Their fundamental under-
standing is required to follow the modifications towards the usage of SHP.  

 

Fig. 2. a) SHP-ed design with thread controller, memories and less CRs. b) Advanced SHP. 

Figure 2a shows the modifications of a CSR-ed design towards SHP. Assuming the 
ORs are now replaced by a memory (M). The incoming threads are stored at the rele-
vant address (write pointer) based on the thread index. D is the number of threads 
which the memory can hold (memory depth). The outgoing thread can now be freely 
selected within D available threads (read pointer), except the threads already passing 
through the design logic.  

{CR0, CR1, M} = [{T(a), T(b), {T(a), …, T(p)}}, {T(i), T(a), {T(a), …, T(p)}}, 
{T(f), T(i), {T(a), …, T(p)}}]                    (2) 

Equation (2) shows that an SHP-ed design can run any thread (T <= D) in any 
possible order. Same threads must not be executed at the same time.  
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A CSR-ed design has usually many shift registers. OR are followed by a series of 
CR registers. In the SHP-ed version, many memory data outputs are connected to CRs 
directly. In this case, the shift register chain at the outputs can be replaced by a regis-
ter chain at the read address inputs of the memories. Figure 2b shows this advanced 
SHP version. The memory is sliced into individual sections (M0, M1, M2) and each 
section has a delayed read of the thread. The outputs can now be directly connected to 
the relevant combinatorial logic and the shift registers can be removed. 

CSR has been formal proven in many publications [11]. Replacing a register with a 
memory or retiming a register from a memory output to the read address input has 
been proven in practice on many designs. The formal proof of SHP is therefore neg-
lected. 

     Fcsr = Forig * C                                                  (3) 

     0 <= T <= D                                                       (4) 

     0 <= Ft <= Forig                                             (5) 

     Fshp = Σ Ft                                                       (6) 

The maximum frequency of the original design (Figure 1a) is defined as Forig and 
the maximum frequency of a CSR-ed design (Figure 1b) as Fcsr. Fscr depends on 
how many registers are inserted on the critical path. By generating C independent 
copies of the design, all running – theoretically – at Forig, Fcsr can be calculated as in 
(3). The maximal number of design copies is now defined by the memory depth D 
(and not by C). The design can now execute T individual threads (4), whereas the 
design states can now be stalled and the thread execution order can be freely selected. 
Threads can also run at much slower speeds (over a period of time) than Forig and 
can even be stalled (5). The maximal system frequency of an SHP-ed design Fshp is 
the sum of all individual active threads (6).  

Pipelining techniques have been discussed throughout the last decades. Most nu-
merous the pipelining of CPUs. In this sense, CSR and SHP are not necessarily pipe-
lining methods with (register) inter-dependencies of different pipeline stages. Instead, 
they multiply the functionality of a design, whereas all threads are independent of 
each other. An already pipelined CPU can be simplified with Figure 1a, and 
CSR/SHP can still be applied on it (Figure 2b), without changing the behavior or 
pipeline stages of the original CPU. The only difference is, that it takes now C times 
as many cycles for a design state to pass through the combinatorial logic compared as 
to what can be achieved in a single cycle in the original design. 

There are two key observations when SHP is used on a design. First, just like CSR, 
SHP can be applied automatically, which can be seen as a formal design transforma-
tion process. Weaver et al. show the usage of CSR on a post-placement netlist in [12]. 
Strauch shows in [13], how CSR can be applied on RTL. Compared to CSR, SHP 
additionally replaces the original registers with memories and adds a thread control-
ler. This can also be done automatically. 

Secondly, threads don't interact with each other. There is no register dependency 
between the individual threads. The runtime of each thread is therefore deterministic. 
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The variable latency that the execution per thread may experience due to different 
behavior in if-branches for instance is not an issue, because all threads work indepen-
dent of each other.  

 

Fig. 3. Histogram of different scenarios (a-f) of running CSR and SHP 

Figure 3 shows the advantages of CSR and SHP over the original design. The x-
axis shows different scenarios. Assuming a single CPU runs at 60MHz on an FPGA 
(Figure 3a). It can be seen, how CSR improves the system performance of the original 
system implementation, (Figure 3b). When using CSR, the system performance is not 
necessarily limited by the critical path of the original design, but - for instance - by 
the switching limit of the FPGA (e.g. 250MHz) or the external memory access in-
stead.  

For executing multiple programs on multiple CPUs (symmetrical multi-
processing), SHP allows a more efficient usage of the system resources (Figure 3b to 
3f). It adds the possibility to distribute the system performance over a minimum (C, 
Figure 3b), and a maximum set of processors (D, Figure 3f), whereas any solution in 
between can be realized, Figure 3e. This load balancing is handled by a thread con-
troller (TC). 

Running a higher and flexible number of programs and threads (C = 5 <= T <= 16 
= D) cannot be realized with CSR and improving the system performance up to the 
switching limit cannot be done with parallel processing (PP) alone. This is why SHP 
as a combination of CSR and PP is so beneficial. 

3 Thread Controller 

A TC is proposed, which is steered by a special function register set TR (Thread Reg-
ister) which is accessible by all design copies. Figure 4 shows how the Thread ID 
(TID) is provided for the SHP memories. Figure 4 also gives an overview of the spe-
cial function register sets of the TC which are mentioned in this section. When a 
thread is executed, its TID passes through the ID-Queue (IDQ). It is reinserted into 
the IDQ or in the ID-FIFO, if the relevant bit in the TR shows that the thread is still 
valid and not on hold or killed. When less than C threads are valid, active threads 
need to be re-executed, but the valid bit V of the IDQ indicates, that its state copies 
should not be stored. When more than C threads are executed or an additional thread 
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is inserted, then the TID is parked in the ID-FIFO. Threads can be added by the CPU 
or by an interrupt source.  

 

Fig. 4. Thread Controller Mechanism and Special Functional Register Sets 

Threads can be added to the active thread list by setting the thread-specific active 
A bit in the TR. Threads can be hold by setting the hold H bit or killed by clearing the 
active A bit in the TR. When the thread priority bit P is set in the TR, then a thread 
execution has a higher priority than the threads stored in the ID-FIDO or threads re-
sulting from an interrupt or the CPU. It is therefore directly inserted into the IDQ 
again and not stored into the ID-FIFO. The following actions are executed when the 
TR is accessed: 

 
    - Start a new thread at a given program address, 
    - handle the current thread: 
           - kill the current thread now (clear A bit) or 
           - continue the current thread in parallel or 
           - continue the current thread (set H bit) once  
          - the new thread is done or  
          - all threads started from the current one are done. 
 
To cope with fork-join queueing, the calling thread increments its sub threads 

counter (STC) register. It can stall itself by setting its H bit when needed. Each called 
thread saves the TID of its calling threads in the CAL register. Once a called thread is 
done, it decrements the STC of its caller and gets killed. Once the STC value gets 
zero, the calling thread continues by clearing its H bit.  

This mechanism generates a TC with low complexity. It can stall and bypass indi-
vidual threads and it is capable of handling fork-join queues. The software flow is 
entirely controlled through access to special function registers and is therefore compi-
ler independent. A thread runs completely independent of the other threads when its 
priority bit is set and when only a less or equal number of C threads have the priority 
bit set. 

4 Hardware Related Aspects 

When discussing the area aspect of SHP-ed designs, it needs to be distinguished be-
tween FPGAs and ASICs. SHP-ed designs only need a very limited number of CRs. 
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The CRs are equally distributed over a given combinatorial logic. SHP-ed designs 
need many but small memories. This makes FPGAs an ideal technology for SHP. 

For ASIC technologies, further area related aspects should be considered. The reg-
isters, which usually hold the design state in the original design are now replaced by 
memory cells. A memory cell is considerably smaller than a register. The CRs can be 
non-scan registers and/or non-resetable registers to further reduce area consumption 
without compromising production test quality or test pattern size compared to the 
original design.  

For the power consumption aspect, the following statements can be made. When 
multiple identical designs are implemented in the conventional way, it can be as-
sumed that the number of registers multiplies accordingly, but the designs can still run 
at the original speed. When using SHP, registers are added to the design for each new 
design copy. Additionally the frequency must be multiplied by C when the same per-
formance should be achieved. This leads to a disadvantageous rise of the power con-
sumption of the clock tree.  

When using CSR only, all threads have to be executed, whereas when using SHP 
instead, individual thread states can be parked in a memory location without generat-
ing switching activity anymore (stall state). When less than C threads need to be ex-
ecuted, an active thread can be re-executed to fill the unused time slot without gene-
rating switching activity, combined with a disabled memory write. 

It can be argued, that the critical path of the original design (Forig) gets worse 
overall, even when the optimal timing driven placement is found, because additional 
physical elements (registers) are inserted. The inserted memories have most likely a 
higher setup and hold time compared to registers. The CR insertion is done on many 
paths of the design, therefore the design gets bigger, which also makes timing closure 
more difficult in general. This aspect is less critical in an SHP-ed design, because less 
CRs are inserted. Pre-build DSP blocks on FPGAs are usually automatically timing 
optimized by retiming the CR located at their outputs. 

Empirical data from processors show that the performance per area (PpA) factor 
improves. Instead of having multiple individual instantiations of a design, SHP reuses the 
combinatorial logic to multiply the functionality of a design. Therefore PpA increases.  

The impact of SHP on the system performance is manifold. The key improve-
ments are for instance a) less bus traffic congestion in a multiprocessor system on 
chip (MPSoC), b) higher CPU usage in a multithreading system and c) shared memo-
ry access in multiprocessor systems (NoCs). These aspects cannot be discussed in-
length in this SHP technology introductory paper. Instead the paper outlines tech-
niques and results of how to improve the performance of individual threads in an SHP 
based processor environment. 

SHP converts a register into a 1-bit 16-line wide memory when D = 16. This is ef-
ficient on Xilinx FPGAs, because the same FPGA resource (BRAM) is used for all D 
<= 16. It becomes costly, when register-files or caches need to be duplicated as well. 
In this case, it is more useful to reduce D to a more reasonable number. To reduce the 
memory size, it is also possible to limit the usage of caches (for example) to a certain 
number of threads and let other threads run without the possibility to access caches. 
One of the processors used in the result section is the OpenRISC 1200 (32-bit scalar 
RISC with Harvard micro-architecture, 5 stage integer pipeline, virtual memory sup-
port (MMU), basic DSP capabilities, TLB, instruction and data cache) taken from 
[17].  
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5 Improving the Performance of Individual Threads in an SHP 
Based Processor Environment 

One way to improve the performance of a single thread in an SHP based processor 
environment is the thread switching. At the beginning of a function call, the program 
usually saves certain register values of the register-file on the stack. These values are 
then restored at the end of the function's execution. This data storing and data loading 
is time and power consuming. To avoid stack handling in an SHP environment, a 
thread can also be stored and the function call is then executed by an unused design 
copy (thread). Once the thread has finished the execution of the function, the thread is 
killed and the calling thread continues.  

This technique was been tested on a 3-stage Cortex M3 Thumb2 execution engine 
as it is used in [19]. The PUSH/POP instructions are now handled by the thread con-
troller (TC). It holds the current thread and starts a new thread in case of a PUSH 
instruction. In case of a POP instruction the active thread is killed and the calling 
thread continues. The scenario is shown in Figure 3d. The average runtime improve-
ment is around 8% and like deep pipelining very application specific. 

6 Results 

The numbers in this result section are based on the OpenRISC1200 (with TLB, MMU 
and caches disabled) taken from [17], a 3-stage implementation of a RISCV32IM [18] 
core and a 3-stage Cortex M3 Thumb2 execution engine as it is used in [19].  

Table 1. Results for SHP-ed OpenRISC1200, RISCV32IM and Cortex M3 cores 

 

C/D Reg. Mem. FPGA Occ. Slices Perform. [Mhz] PpA Power [mW]
OpenRISC1200

1 1280 2048 994 Orig. Alt. 71 Orig. Alt. 72 42 Orig. Alt.
2/16 362 53248 1089 110% 55% 99 139% 70% 127% 99 233% 116%
3/16 534 53248 1089 110% 37% 120 168% 56% 153% 120 284% 95%
4/16 974 53248 1143 115% 29% 133 187% 47% 162% 146 345% 86%
5/16 1104 53248 1177 118% 24% 147 206% 41% 174% 162 382% 76%

RISCV32IM
1 189 2048 273 Orig. Alt. 112 Orig. Alt. 410 18 Orig. Alt.
2/16 69 35792 293 107% 54% 175 156% 78% 146% 47 261% 131%
3/16 111 35792 321 118% 39% 206 184% 61% 156% 55 306% 102%
4/16 175 35792 321 118% 29% 221 197% 49% 168% 63 350% 88%
5/16 245 35792 343 126% 25% 279 249% 50% 198% 73 406% 81%

1 428 1024 1305 Orig. Alt. 57 Orig. Alt. 44 21 Orig. Alt.
2/16 171 23232 1405 108% 54% 101 177% 88% 164% 52 248% 124%
3/16 352 23232 1453 111% 37% 149 261% 87% 234% 71 338% 113%
4/16 438 23232 1486 114% 28% 182 319% 80% 280% 80 381% 95%
5/16 490 23232 1486 114% 23% 200 350% 70% 308% 94 448% 90%

Cortex M3
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Fig. 5. Relative numbers of occupied slices, performance and power consumption over increas-
ing number of design copies (C) and constant D = 16 

A tool called “CoreMultiplier” is used to automatically apply SHP on the given de-
sign within seconds. The algorithm shown by Strauch in [13] is enhanced to support 
the SHP technology, which includes the merging of resulting shift registers with the 
new memories. The designs are implemented on a Xilinx Virtex-6 (xc6vlx75-3ff484). 
The FPGA tool's synthesis, place and route options are set to medium.  

6.1 Occupied Slices on FPGAs 

Table 1 shows the results of SHP-ed OpenRISC1200, RISCV32IM and Cortex M3 
cores with increasing C [2..5] and D set to 16.  Figure 5 shows the relative numbers of 
Table 1 graphically. The column “Reg.” shows the number of registers. The original 
registers are now replaced by memories. The number of memory bits for D=16 (in-
cluding register-file of the processor) is listed in the “Mem.” column. 

The number of “FPGA Occ. Slices” (occupied slices on the FPGA, (OS)) remains 
relatively stable. The column “Orig.” shows the OS relative to a single core imple-
mentation and the column “Alt.” the OS relative to the alternative implementation 
(called “Alt” in the remainder of this section) of instantiating C individual cores. The 
SHP-ed design is already smaller for C=2 compared to “Alt” and the advantage in-
creases with C>2. The SHP-ed versions can already perform 16 independent threads 
(D=16). 

6.2 Performance 

The system performance increases as well for C<=5, but not as fast as the one of the 
alternative solution Alt. Tables 1 shows the performance per area factor PpA (in kHz 
per occupied slice) for each core when applying SHP. It can be seen in the PpA col-
umn, that this factor increases by up to 174% (198%, 308%) for C = 5. In other 
words, when SHP can be used, more performance can be realized on a given FPGA 
size. Nevertheless, increasing C becomes less efficient for higher C in terms of per-
formance.  

The following aspects must be considered when discussing the performance results 
from the system level architectural view. 1) The individual thread performance does 
not necessarily have to be the timing critical limitation of the system. Power and heat 



 The Effects of System Hyper Pipelining on Three Computational Benchmarks 289 

related aspects are most likely the upper bounds for CPU speeds. 2) When a thread is 
stalled (due to a cache miss for instance), alternative threads can be executed (T<=D) 
to increase the system performance. There are additional system relevant performance 
aspects which are outside the scope of this paper. 

6.3 Power Consumption 

Table 1 shows the power consumption of the SHP-ed cores with increasing C. SHP 
consumes slightly more power per thread. Again various additional aspects must be 
considered when discussing the performance results from the system level architec-
ture view. For example, buffers can be physically shared in SHP based systems, 
which makes data transfer between buffers obsolete in some cases. This can improve 
the overall system power consumption. 

7 Conclusion 

This paper showed how C-Slow Retiming (CSR) and parallel programming can be 
combined to a new method called System Hyper Pipelining (SHP). SHP benefits from 
the higher performance per area (PpA) factor, which can be achieved when using 
CSR. Additionally, SHP offers also flexible thread stalling, bypassing and reordering 
features which are used by multithreading methods to improve the system perfor-
mance. 

Figure 3 shows, how the increased system performance can be distributed among 
multiple design copies by using a thread controller. Individual threads can run at dif-
ferent speeds and can even be completely stalled without consuming relevant power 
anymore. Design copies can be shared by any given number of threads on a cycle-by-
cycle base. Most notoriously though, the fact that multiple CPUs can share the same 
memory through the same number of ports as in a single core implementation is very 
intriguing. 

SHP is a formal process, that lets you convert any digital design (e.g. a CPU) into a 
system with identical design copies, where each running application (or program, 
thread etc.) can be stalled, bypassed or reordered individually. This stringent trans-
formation process can be automatically accomplished within seconds. When the mod-
ifications are done on RTL (as shown by Strauch in [13]) the resulting system can 
further be verified and manually optimize. The paper gives an overview of a series of 
applications and design architectures which benefit from SHP. 

The method is very well suited for FPGAs with their high number of registers and 
their flexible memory usage. SHP offers great possibilities to get more out of an 
FPGA by improving the system architecture and by enabling software to benefit from 
it at the same time. 
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Abstract. Coarse-Grained Reconfigurable Architectures (CGRAs),
which provide good trade-offs between performance, hardware/ energy
efficiency and flexibility, as well as offer high degree of parallelism, are
fast emerging as a competing platform for the high-performance and
embedded applications [3]. In this paper, we propose a timing driven
approach for generating cycle-accurate high level simulator for CGRA.
The simulator is generated from a high-level language describing the
CGRA. Experimental results on different architectures and application
kernels show that the proposed simulator is 1.5× to 4× faster than state-
of-the-art RTL simulators.

1 Introduction

Design of a CGRA often starts from a high level abstraction of the architecture
features [8][10][11], which includes, e.g. functionality and storage capacity of the
basic functional units (FUs), topology and dimension of the FUs organized in
the CGRA, and the interconnection resources between the FUs. Based on the
supported architecture features, on one hand, a compilation tool can be built
up, which integrates mapping, placement and routing to generate the configu-
ration bitstream for applications mapped on the CGRA. On the other hand,
RTL model of the CGRA can be generated and used for implementation. In a
CGRA, the reconfigurable interconnects between FUs allow to build different
datapaths with the FUs during the run-time. Therefore, event-driven simulators
using the generated HDL [11] or SystemC models [8] are usually applied for
generic simulation of applications mapped on CGRAs.

In [11] and [8], SystemC/RTL simulation is used for functional verification,
thereby utilizing an event-driven simulation flow. Event-driven simulators are
fairly slow in simulation speed, since the simulator needs to consider all the events
generated by the changing signals inside the architecture. There are some works
in literature which apply high-level simulation techniques for CGRAs [9,10,14].
Such simulators are either developed manually or are generated from specific
CGRA templates, thereby limiting the design space significantly. In [10], the
cycle-accurate simulator can be generated by the DRESC framework for the
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 293–300, 2015.
DOI: 10.1007/978-3-319-16214-0 24
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ADRES architecture, which uses the architecture specification and the applica-
tion C code as inputs. The application is first compiled to get the configuration
bitstream, which specifies the datapath configuration inside the CGRA. This
datapath information is then used for generating the simulator. The disadvan-
tage of this scheme is that, the simulator needs to be re-generated whenever the
application is changed.

High-level simulation technique has been successfully applied in designing
processor architectures [1,7]. In contrast, for CGRAs, simulation techniques at
levels higher than RTL abstraction is not well studied. For cycle-accurate pro-
cessor simulation, the partitioning of storage and combinational logic is derived
directly from the high-level specification using ADLs. In contrast, the CGRA
presents a significant challenge due to its repeated reconfiguration. During static/
dynamic reconfiguration, a particular storage may or may not be active - result-
ing into very different pipeline structures. In a nutshell, despite significant per-
formance and debugging advantages of abstract cycle-accurate simulators, this
problem is not addressed for generic CGRA design frameworks so far. This forms
the motivation of this work.

2 Timing-Constrained Datapath

In a CGRA structure, the basic resources for constructing a datapath include the
registers, the functional units, and the reconfigurable interconnects. Functional
units are connected using reconfigurable interconnects, while registers are used
as the relay of intermediate results between the reconfigurable datapaths. For a
cycle-accurate simulation, since the registers can fully represent the computation
state on the CGRA, they are considered as the focus when synthesizing the sim-
ulator from the architecture model. For processors and ASICs, the architecture
can usually be clearly divided into a pipelined structure, which makes it straight-
forward to synthesize the cycle-accurate simulator. While in CGRAs, before the
configuration bitstream is loaded, the CGRA may not always be clearly divided
into pipelined structures. This creates a challenge to generate generic cycle-
accurate simulators for CGRAs without the knowledge of the applications.

To solve this problem, in this paper, we apply a register-centric synthesis
technique, which is different from the previous module-centric[13] and edge-
centric[12] approaches. This is done by introducing a so-called timing-constrained
datapath, which focuses on the registers and the datapath to update the reg-
isters. In this section, the concept of the timing-constrained datapath is first
introduced. Following the concept, a strategy to compile applications using the
timing-constrained datapath is briefly described.

2.1 Definition

Given a CGRA intermediate representation (IR) GRes = (F,R, I), which is a
graph of the architecture resources i.e. FUs (F), registers (R) and interconnects
(I) available on the CGRA. Based on this resource graph, a timing-constrained
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Fig. 1. Example of Timing-
Constrained Datapath

Fig. 2. Generation of Regis-
ter/Port Update Function

datapath for a register R in the architecture is defined as a datapath DPR,T

within a given timing constraint T and rooted at the register R. For all registers
in the CGRA, these datapaths constitute a set of direct acyclic graphs segmented
from the resource graph GRes which can be represented as

STCD = {DPR0,T ,DPR1,T , ...,DPRn,T } (1)

Figure 1 depicts an example of the timing-constrained datapath for register
R0. The datapath is rooted at R0. A backtracking is performed from R0 to
find out all possible datapaths for updating the value of R0 within the timing
constraint Tc. The end points for the backtracking are either register outputs or
input ports of the CGRA. Paths which exceed the constraint Tc are ignored, e.g.
the dotted wire and register R11 in Figure 1. In practice, the timing constraint
can be selected large enough, to include a reasonable number of updating paths
for the register.

2.2 Compilation with Timing-Constrained Datapath

Based on the previous definition, a CGRA is partitioned into segments of timing-
constrained datapaths. As it is shown later, the cycle-accurate simulator can be
generated based on these datapaths. To ensure that the application will not use
a path which is not covered by the datapaths, the compilation of the application
also needs to use these extracted datapaths. To this end, we further partition
each datapath into a set of patterns.

DPR0,Tc
= {P0,T0 , P1,T1 , ..., Pn,Tn

} (2)

The patterns can be segments of a timing-constrained datapath, which include
one or multiple FUs covered by the datapath. We call the patterns which include
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FUs the Functional Patterns, e.g. P1 and P2 in Figure 1. Depending on the tim-
ing constraint, the datapath can be partitioned into functional patterns with one
FU (e.g. P2 in Figure 1) or multiple FUs (e.g. P1 in Figure 1). These patterns
are used to map application DFG into FUs on the architecture. There can also
be patterns which include no FUs which are called Routing Patterns, e.g. P3 in
Figure 1. The routing patterns contain only wires and multiplexers between an
input register/port to the root register. These patterns are mainly used for rout-
ing of nets between the mapped functional patterns. All patterns start with input
registers/ports and end with the root register. Each pattern also contains a time
unit, which represents the arrival time from its input registers/ports to the root
register. These patterns can be considered as spatial instructions on the CGRA
and used through the mapping, placement and routing process.

Due to the timing constraint, datapaths which are longer than the constraint
are not covered. However, our experimental studies demonstrate that, by setting
the timing constraint sufficiently long, the compilation result is not degraded.
On the other hand, with large timing constraint, simulation speed degrades.

In this paper, we apply a traditional CGRA compilation flow with these
extracted patterns. During the compilation process, a mapping method based
on dynamic programming [4] is applied to convert the application data flow graph
into a pattern graph of FUs. For placement and routing, a simulated-annealing
based algorithm [16] or a force-directed algorithm [2,19] can be selected for place-
ment of the patterns and routing of the nets between patterns. There is a signif-
icant body of research in CGRA mapping, including some recent works [3,5,15].
However, these are orthogonal to the scope of the current paper. Diverse map-
ping, placement and routing algorithms can be easily plugged into our proposed
simulation framework.

3 Generation of High-Level Simulator

By introducing the timing-constrained datapath, the proposed high-level simu-
lation becomes a signal flow graph simulation. Therefore, the basic functionality
of the cycle-accurate simulator can be realized through a routine which performs
value updating for all registers and output ports. In this section, the generation
of the high-level simulator is described in detail.

3.1 Register/Port Update Function

Since the updating datapath is already specified by the timing-constrained dat-
apath, the updating function for each register or output port of the CGRA can
be directly generated. As shown in Figure 2, the timing-constrained datapath
has a tree structure. The update function is generated assign a level-order tree
traversal. For the example in Figure 2, the traversal starts from the root register
R0. When a multiplexer is encountered, the configuration bit of the multiplexer
is evaluated to decide on the branch for continuing the traversal. For FUs, sep-
arate function calls are used which come from the definition of the ELEMENTs in
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the high-level description. The traversal ends until all the searching paths arrive
at input registers/ports.

There are two advantages for this tree-traversal scheme. First, the simula-
tor can perform only the necessary operations for the given configuration bits
included in the datapath. For the example given in Figure 2, when conf 0 is set to
”0” which means the routing pattern is selected, the simulator will only perform
a value assignment from R10 to R0, and the execution of the complex datapath
including the FUs are avoided. Second, the worst case time taken to execute
the update function is proportional to the number of configuration bits on the
longest branch of the timing-constrained datapath. This avoids an exponential
increase of the simulation time with the timing constraint.

3.2 Simulation Routine

The main simulation routine implements three basic function blocks, which are
Input Read, Register/Port Update, and State Update. Input Read reads the inputs
for the current execution cycle, which include values at the input ports and
configuration bits at the configuration port of the CGRA. Then, the register/port
update functions are executed for the registers/ports which need to be updated,
because of changing of values in input registers/ports and configuration bits.
The registers are updated with the newly computed values and prepare for the
next execution cycle.

4 Experimental Results

Three different sets of experiments are performed to evaluate the proposed app-
roach. Two different CGRA structures are modeled using the high-level model-
ing language, which are CGRA-1 (modeled similar to the ADRES architecture
[10]) and CGRA-2 (modeled according to the one proposed in [6]). Six different
application kernels are mapped onto the two CGRAs. For CGRA-1, three appli-
cation kernels are selected from the multimedia application domain, which are
inverse discrete cosine transform (IDCT) from MPEG2 decoder, sum of abso-
lute differences (SAD) from H.263 and H.264 encoder, and sum of 4x4 Hadamard
transformed differences (SHTD) from H.264 encoder. For CGRA-2, the selected
application kernels are matrix-matrix multiplication, matrix-vector multiplica-
tion and matrix inversion, all with the matrix dimension of 4 × 4.

4.1 Effect of Timing Constraint on Mapping Efficiency

In this case study, we apply different timing constraints for both CGRAs to
extract patterns used by the compilation. Because the CGRAs have different
datapath complexity in their FUs, the constraints are selected in a way that a
single FU, 2 sequential FUs and 3 sequential FUs can be accommodated into
the corresponding timing constraint. The relative execution time of each kernel
compared to the result without timing constraint is shown in Figure 3.
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Fig. 3. Mapping Efficiency Fig. 4. Simulation Time

For all cases performed on both CGRAs, when the timing constraint is set
to allow one FU in the datapath, the execution time of different application
kernels are worse than the one without timing constraint. This is because, for the
short timing constraint, the capability of the architecture is not fully explored
by the pattern library. For example, the routing resources are limited to the
ones extracted by the short timing constraint, and some long routing paths
are not directly available in the pattern library. When the timing constraint is
relaxed, e.g., to allow until two sequential FUs, the routing resources are mostly
available in the timing constraint. The simulated annealing algorithm can work
with almost all routing resources on the CGRA. This results in a matching
performance compared to the one without timing constraint.

4.2 Effect of Timing Constraint on Simulation Speed

In this case study, we keep the timing constraints with 2 and 3 sequential FUs,
which give compilation results close to the one without timing constraint. And we
further extend the timing constraint to allow 4 sequential FUs for both CGRAs.
In Figure 4, simulation time in seconds are shown for different cases. The simu-
lation times are measured by running these kernels on a system with an AMD
Phenom(TM) II X4 955 quad-core CPU and local memory of 8 GB.

From the results shown in Figure 4, the simulation time increases more or less
linearly with the timing constraint in the multimedia cases on CGRA-1. This,
we believe, is because in the update functions for registers/ports, the operations
performed for the simulation is dependent on the number of configuration bits
on the specific branch. And the number of configuration bits on the branch is
approximately linearly changed according to the timing constraint.

For the cases performed on CGRA-2, the simulation time does not increase
so much, especially from 3 to 4 FUs. This is because CGRA-2 is a well-pipelined
architecture and does not have a very complex interconnection network as in
CGRA-1. By changing the timing constraint from 3 to 4 FUs, the complexity of
the timing-constrained datapath is not dramatically changed.

4.3 Comparison with RTL Simulators

Using the generated VHDL/Verilog HDL models of the CGRA from the imple-
mentation flow, the proposed high-level simulator is compared against two
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Fig. 5. Comparison with State-of-the-art RTL simulators

state-of-the-art HDL simulators, namely the Synopsys VCS-MX [17] (version
VCS-MX 2011.03) and Verilator [18] (version 3.853) from VeriPool, an open
source Verilog HDL compiler which compiles synthesizable Verilog HDL mod-
els into C++ or SystemC. Several optimizations are performed by Verilator to
improve the simulation speed, which includes netlist optimization, module/function
inlining, constant propagation and code levelization. For the high-level simula-
tor, we take the one generated from the timing constraint set to 3 FUs, because
the performance of the kernels are the same as the one without timing con-
straint. Both the generated high-level simulator and Verilator were compiled
using GCC 4.4.7. The simulation time of Verilator and VCS are normalized with
the simulation time of the high-level simulator and are shown in Figure 5.

The proposed simulator is about 3.5× to 4× faster than Synopsys VCS and
about 1.5× to 1.8× faster than Verilator, for the selected benchmarks. The main
reason is that, the proposed high-level simulator performs a signal flow graph
simulation which only considers register values after each execution cycle. In
contrast, the RTL simulators are event-driven simulators which also considers
the updating of intermediate signals.
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Abstract. A scalable mapping is proposed for 3 important kernels from
the Numerical Linear Algebra domain, to exploit architectural features
to reach asymptotically optimal efficiency and a low energy consump-
tion. Performance and power evaluations were done with input data set
matrix sizes ranging from 64×64 to 16384×16384. 12 architectural vari-
ants with up to 10×10 processing elements were used to explore scalabil-
ity of the mapping and the architecture, achieving < 10 % energy increase
for architectures up to 8×8 PEs coupled with performance speed-ups of
more than an order of magnitude. This enables a clean area-performance
trade-off on the Layers architecture while keeping energy constant over
the variants.

1 Introduction

Accelerating applications using coarse-grained reconfigurable architectures
(CGRA) promises great benefits [2,3], but without an efficient compiler, design-
ers are forced to go over tedious manual application mapping processes to
find and leverage maximum performance with minimum energy. These must
be repeated if architectural or application parameters are changed, therefore
mapping scalability is an important factor.

In this paper, we propose scalable and highly efficient mapping solutions for 3
Numerical Linear Algebra kernels and apply them on a CGRA designed for scal-
ability, called Layers [9]. Computationally demanding and highly parallel, NLA
kernels represent the perfect application domain to fully tap the advantages of
CGRA parallel execution and flexibility. However, high parallelism also requires
high storage access pressure in various patterns, which is one of the limiting fac-
tors when seeking efficient execution on CGRAs. Many times, optimal execution
is limited by storage bandwidth, or the hardware processing resources do not fit
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the optimal algorithmic execution window. We discuss how the complex inter-
play between application mapping, scaling and architectural features influence
energy efficiency.

2 The Layers Architecture

The Layers architecture is a new multi-layered scalable and parameterizable
CGRA[9], developed initially as a 4× 4 fixed architecture[10], using a high-level
design methodology proposed in [8]. The core philosophy aligns with the func-
tional separation into layers of control (Q), computation (L0), communication
(L1) and memory access (L2) with dedicated hardware structures for each of
task class, maximizing parallelism and computational efficiency to achieve low
energy. The architecture is organized in a 3D pipeline structure (Fig. 1), where
data flows from the memory banks via the memory and communication layers
to the computation layer in a vertical pipeline, while control flow is processed in
the horizontal pipeline. Conceptually, the architecture represents for each of the
task classes, a set of elementary hardware structures, which can be grouped into
higher order functions by means of reconfiguration. The application data/control
path is thus reconstructed out of small pieces, allowing to be arranged differently
when the application changes. Rearranging the existing elementary structures is
done via functional calls from assembly, in a data-independent way, for describ-
ing the application kernel. Each layer can work at a ratio r = 2n vs. the main
pipeline, balancing task class bottle-necks. For each kernel, the set of function
calls (i.e. configuration contexts) is stored in the program memory, as a self-
contained black-box procedure derived from the mapping. An interested reader
is invited to read further architectural details in the references mentioned above.
For understanding the proposed mapping solutions in this paper, however, it is
sufficient to keep the following key consideration in mind, when targeting energy
efficiency : all floating-point PEs in the computation layer (L0) must be busy
doing meaningful work at all times to exploit maximum parallelism. Further-
more, this consideration must be true, even if the number of processing elements
and other architectural parameters change, hence he mapping must be scalable.

3 Mapping the Algorithms

3.1 Preliminaries

In this paper we focus on three kernels: dot product (DOT), matrix-vector
(GEMV) and matrix-matrix multiplication (GEMM). The derivation of the map-
ping took into consideration several architectural and algorithmic parameters,
while trying to keep it as generic as possible. Column-based memory loads have
been avoided due to creating single-cycle access conflicts on modulo-P based
memory bank distributions, common for CGRAs. Efficiency evaluation is per-
formed by taking the ratio between the theoretically required number of execu-
tion cycles ckmin and the number of actual cycles executed by the architecture
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Fig. 1. The Layers architecture: scalable and modular layers dedicated for memory
access, communication and computation are managed by a reconfigurable control flow
stage.

ck, for each problem size N , yielding ηk({·}, N) :=
ckmin({·}, N)

ck({·}, N)
. Theoretical val-

ues are derived from all arithmetic operations for a kernel, taking into account
hardware parameters, e.g. FP division takes 4 cycles, while all other operations
take 1 cycle. This allows evaluating mapping performance directly. Although
architectural parameters specific to Layers are used here, please note that the
mapping is valid for any mesh-connected architecture of processing elements, as
long as the necessary data can be provided for the elements at the required time.

Generally, when mapping in a scalable way on a scalable architecture, the
execution window size has to match the size of the array for efficiency and respect
available memory bandwidth. An efficient block-based scheduling and mapping
solution is discussed in earlier work[10], where Layers had fixed 4 × 4 PEs and
8 ports, yielding a fixed mapping, while automation of this is attempted in [4].
Here we show that a manual mapping can be derived for scalability yielding
great performance and energy values when scaling. Further complexity arises
when the array size modulo matrix size does not cleanly match at the end of the
data. Layers uses override signals, set by the control layer (Q), to disable the
extra execution units when required.
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N′ ← N
while N′ > 3 do

// 1st L0-cycle
for each element in the second row of the current square do

ADD(X, N)

end for
for each element in the second last row of the current square do

ADD(X, S)

end for
// 2nd L0-cycle
for each element in the second column of the current square do

ADD(X, W)

end for
for each element in the second last column of the current square do

ADD(X, E)

end for
// Update N′
N′ ← N′ − 2

end while

Fig. 2. DOT algorithm with the accumulation procedure (folding). (a) initial state, (b)
and (c) show the iteration transition, which reduces to the same problem of smaller
size. Repeating such iterations will reduce to a 2× 2 or 3× 3 special case, which finally
yield the final result in one element.

3.2 Accumulation Folding Procedure

Mapping: Although not a kernel per se, most kernels make use of this pro-
cedure, especially in the epilogue portion of hot-spot loops. Fig. 2 shows how
partial sums can be folded into the final value for a 6 × 6 architecture, follow-
ing a generic algorithm valid for any square array size. To preserve simplicity
and scalability, the algorithm starts from the edge of the array, horizontally or
vertically, creating two addition fronts. The procedure is repeated until the fold-
ing front reaches a 2 × 2 or a 3 × 3 data square. N ′ = 2 and N ′ = 3 have to
be treated differently, because it is not possible anymore to reduce the square
from top/bottom or left/right simultaneously. For these cases, only ADD(self,
south) and ADD(self, east) are inserted, reducing N ′ = 2 to a single element,
or, if N is odd, N ′ = 3 to N ′ = 2 and to a single element afterwards.

Complexity: opacc(N) = N2−1 because always i−1 additions are required
to add up i values, only depending on the architecture size N . When N is
even, the square will be reduced to a single element in N/2 iterations of the
accumulation procedure. Every iteration consists of 2 L0-cycles, hence it will
take 8N cycles, for rL0:L1:L2 = 1 : 8 : 8. When N is odd, we cannot reduce a
square with N ′ = 3 to a single element in just one iteration. Hence, we need
(N + 1)/2 iterations, which results in 8(N + 1) cycles.

3.3 Dot Product (DOT): c =
n∑

i=1

ai · bi

Mapping: When mapping in a scalable way, the execution window size has
to match the size of the array. Fig. 3 shows how each element of a N2 = 4
element array is assigned an operation within the execution window, which par-
titions the two vertical data columns. If N2 changes, the execution window scales
accordingly. After an initial multiplication on all elements, the execution window
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Fig. 3. DOT mapping with N=2, yielding an execution window of 4 elements, which
slides downwards on the two data columns a, b, executing multiply and accumulate
instructions alternately, until end of data is reached. If data size does not match N2,
overrides deactivate extra instructions. X denotes taking previous output (self).

slides downwards through the data, multiplying and accumulating the results for
each processing element. Partial accumulation results are sent to L1 registers for
the duration of one L0-cycle and used again in subsequent accumulation cycles,
avoiding storing back to memory. When the N2%n does not cleanly match the
array at the end of the data, overrides are set by the control core, disabling
the extra execution units which have no data. This is a source of efficiency loss,
however for very large matrices, the amount of full execution windows is domi-
nating. After moving the execution window in N2 steps, every element holds one
partial result and the final result c is the sum of all of those, hence by calling
the accumulation folding procedure the kernel is completed.

Fig. 4. DOT mapping efficiency and mapping-based speed-up for various architectures
(N=2..8) and data sizes (64..16384). Due to the accumulation procedure, efficiency
receives a heavy penalty, especially for large arrays with small input data sizes. When
enough data is used, the penalty is much smaller. Worst penalty for large data sets on
large arrays is < 4%. This has the worst efficiency of the 3 kernels.

Complexity: For vectors of length n, n multiplications and n− 1 additions
are required, hence the operation complexity is opdot({n}) = 2n − 1. Hence,
cdotmin({n}, N) = 8

N2 (2n − 1).
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Efficiency: Mapping efficiency is shown in Fig. 4 for different architecture
sizes and input vector lengths, where inefficiencies of the accumulation procedure
are dominating large architectures on small data sets. The expected speedup
from this mapping when scaling N , is shown on the right side of Fig. 4, closing
within < 4% to the expected theoretical speed-up value for large data sets on
large arrays.

3.4 General Matrix-Vector Multiplication (GEMV) ci =
m∑

j=1

aij · bj

Mapping: It is immediately visible from the formula that every multiplication
can be done in parallel, but in the end every product has to be added together for
every row i. This breaks the symmetry of the algorithmic progress through the
data. It would be beneficial if the computation of c1, c2, . . . , cN2 can be assigned
to L0-elements e0, e1, . . . , eN2−1. This would yield N2 elements of c after m multi-
plications andm−1 additions. However, while any L0-element ei−1 would operate
exclusively on row i of A, the input data aij in every step would make loading val-
ues of a column of A necessary, breaking scalability and efficiency for large N .

Fig. 5. GEMV(left) and GEMM(right) scalable execution window progress (here, N2 =
4 elements), denoted in dark blue, yielding the result in yellow. The progression of this
window through the data ensures no more than one load per memory port per cycle.

To operate on rows only, at any given point in time, a less optimal but scal-
able scheduling was implemented shown in Fig. 5(left), thus N2 L0-elements can
work in parallel to calculate every ci. The execution window moves in N2 steps
horizontally in the matrix and vertically on the vector, but forces an accumula-
tion procedure at the row boundary of each row.

Complexity: Operation complexity of GEMV, with input size n and
m, is equivalent to n times DOT for input size m, hence opgemv({n, m}) =

n · opdot({m}) = n(2m − 1). Therefore, expected minimum on Layers is
cgemvmin({n, m}, N) = 8

N2 n(2m − 1).
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Efficiency: Mapping efficiency is similar to, but better than the DOT prod-
uct efficiency shown in Fig. 4, due to the extra accumulation procedures for
every row. For large arrays and large data sets is < 3% close to the expected
theoretical maximum.

3.5 General Matrix Multiplication (GEMM) cij =
k∑

l=1

ail · blj.

Mapping: Respecting the same constraint of not loading data on the column
(keeping one access per memory port), for GEMM the data dependencies turn
out to be problematic. Most obvious mapping solutions would require to load a
column of values from either A or B and multiply it with a row from the other.
Rectangular or square windows with a height of more than 1 were not possible
either since this would require to work on columns in either matrix. Block-
based approaches are not scalable when modifying N or memory port amount
P and produce complex addressing problems for a manual mapping. To bypass
this, the following mapping is proposed, allowing a scalable execution window
without column loads, as shown in Fig. 5(right): 1) Load a11 2) Multiply a11 with
b11, . . . , b1N2 3) Continue with a12 and b21, . . . , b2N2 and accumulate the partial
results 4) When finishing with the last row, store the resulting c11, . . . , c1N2

and continue with the next window. This implies more loads due to reiterating
through the data several times, but scales perfectly since a window of height 1
and width N2 can be used, without causing memory port conflict or exceeding
available bandwidth. The window iterates matrix B and C column-wise and
only in the last column of windows there may be overrides necessary, making
the override logic efficient.

Complexity: GEMM, with input size n, m and k, is equivalent to m times
GEMV for input size n and k, hence opgemm({n, m, k}) = m·opgemv({n, k}) = mn(2k−
1). Hence, cgemmmin({n, m, k}, N) = 8

N2 mn(2k − 1).

Efficiency: Even with the constraints considered, the implementation of
GEMM is very efficient because the actual core of the implementation consists
of 2 L0-cycles only, in which all processing elements are always occupied. For
scaling by x amount of elements a speedup of close to x is achieved. Efficiency
reaches optimality when the data set is a multiple of N2 for large arrays.

4 Evaluation and Results

4.1 General Considerations

Layers has been coded completely in the LISA ADL of Synopsys Processor
Designer, completely parametrized for easy scalability. Simulations have been
conducted for random square input matrices of size 64..16384, for different com-
binations of P = 2..32 and N = 2..10. The assembly programs for each algorithm
have been manually coded in a scalable way (auto-generation via embedded Ruby
code), 5 L0-cycles for GEMM, 13 L0-cycles for GEMV, 11 L0-cycles for DOT
including addition folding. Values are for single-precision floating point (32-bit).
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Fig. 6. Area, frequency and performance density for the Layers architecture

For these configurations RTL code has been generated and synthesized with
DC I-2013 for Faraday 65nm technology library, using PowerCompiler and back-
ward switching activity files for power estimation.

4.2 Time and Energy

Very interesting results are provided in Fig. 7 for GEMM kernel, where the over-
all time and energy values are depicted for each configuration and input matrix
size. Similar results are available for DOT and GEMV. Execution time spreads
over several orders of magnitude with varying input data size, while an order of
magnitude speed-up can be maintained between the smallest and largest array
for large input data sizes. Except for the largest architectures, where the critical
path of the L1 structures severely affected frequency and thus energy, the archi-
tecture and mapping scale with almost constant energy (<10% variance), trans-
lating into a clean trade-off between area and speed, without affecting energy.
Clock-gating optimizations improved results for smaller designs by roughly 20-
40%. Power values range between 13.71 mW for the 2×2 clock-gated variant to
418 mW for the 10×10 array. The 3×3 clock-gated variant reaches highest aver-
age efficiency with 23.48 GFLOPs/W, while the 10×10 variant reaches lowest at
10.17 GFLOPs/W. Reducing the interconnect length in L1 would cancel out the
frequency penalty for the 2 largest designs, and thus the extra energy compared
to the other designs.

4.3 Comparisons with Related Work

Fig. 6 provides some area, frequency and performance density data. The fre-
quency of each architecture is limited by the control flow complexity in the
q-decode stage for small N , and by L1 critical path for larger N at r = 1 : 8 : 8.

Unfortunately we found no works in the literature which map these kernels on
a CGRA and provide detailed energy results, allowing only coarse comparisons
in terms of overall power efficiency or power density [9]. Only aggregate results
could be found also for GPGPU solutions[11] and a DSP[1]. In [5], authors
presented a novel FPGA-based fine-grained reconfigurable architecture to map
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several numerical linear algebra kernels and compared with Intel Xeon Wood-
crest processor to report 10-150× speed-up/energy-efficiency improvement. How-
ever, no absolute results in time or energy for any particular technology node
is reported making it extremely difficult to compare with our proposed app-
roach. A more detailed implementation for our target kernels are reported in
[6], where the total performance results include the communication bandwidth
with a PC. Considering the overall performance, our implementation is clearly
superior by several orders of magnitude, though, the comparison is not accu-

Fig. 7. Timing and energy results for GEMM. Clock-gated designs (* cg) perform
better. GEMV and DOT show similar trends. Constant energy is required for the same
problem size across architectures, giving a clean performance:area trade-off.
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rate as we measured the performance of a stand-alone core without considering
complete system integration and communication latency with a host CPU. No
clear way of separating the performance contributors could be extracted from
LAC CGRA[7] either, which shows impressive aggregate results extracted from
estimations without actual post-synthesis energy consumption data.

5 Conclusions

The proposed mapping solutions for efficient execution on CGRA-like archi-
tectures architecture reach close to 100% mapping efficiency and highlight the
advantages of scalable algorithm-hardware co-design over 12 architectural vari-
ants of the Layers architecture. Constant energy when trading off area and
performance is made possible.
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Abstract. Today, digital signal processing systems for applications like
audio or video production are restricted as they do not exhaust the pos-
sibilities given by modern hardware. Reconfigurable hardware exploits a
huge degree of parallelism and provides flexibility at an affordable energy
budget, thus becoming a competitive alternative for high performance
Digital Signal Processing (DSP) applications, previously dominated by
general purpose processing cores and Application-Specific Integrated Cir-
cuits (ASICs). This paper describes the design and evaluation of a novel
concept for adaptive signal processing on reconfigurable hardware by
using an adaptive reverberation algorithm targeting real time streams.
Novel solutions were adopted in several critical parts of the signal pro-
cessing chain in order to achieve a high level of accuracy under real time
constraints. Experimental results show the efficiency of the introduced
implementation on a Virtex-7 FPGA, as we can provide reality accurate
reverberation with ultra low latency of ∼ 20.8µs.

Keywords: Adaptive signal processing · Reconfigurable hardware ·
Dynamic reconfiguration

1 Introduction

Signal processing, e. g., for audio or video, is a computational intensive task,
which usually imposes requirements for expensive and high-performance com-
puting machines. The need for processing power becomes more severe if we have
to process sound streams under real-time constraints. Existing approaches to
this problem involve the usage of advanced processing machines with numerous
general purpose processors and dedicated Digital Signal Processor (DSP) cores.
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 311–320, 2015.
DOI: 10.1007/978-3-319-16214-0 26
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An initiative for developing a next generation stand-alone signal process-
ing computer is the Open Signal Processing Workstation (OSPW). It is con-
ceived as an open development and production platform for software researchers
and programmers as well as audio/visual-designers and engineers in the field
of media technology [11]. Based on state-of-the-art hardware and software co-
design, OSPW will provide unusually high performance and flexibility, while
retaining usability through high-level, intuitive user interfaces. Depending on
the implemented algorithms, OSPW can serve as a large-scale audio matrix,
an n-channel reverberation unit, a real-time video processing engine or a wave
field synthesizer. Additionally, high bandwidth OSPW -interconnects will allow
users to create computing clusters consisting of multiple OSPW units in order to
scale appropriately the performance efficiency. In [13] we presented an approach
using multicore DSPs. The approach targeting reconfigurable hardware will be
introduced in this paper.

A typical application of sound processing is to add reverberation to the orig-
inal recorded audio, emulating natural music listening spaces, like concert halls,
large churches or other closed places. Key elements of natural reverberation are
the unique diffusion patterns of surfaces in a closed space that cannot be simu-
lated with filter based models as proposed by Moorer [8]. Thus the only apparent
alternative to get a realistic sound is to perform a convolution with the recorded
impulse response (IR) of the desired space.

Software programs, like Audio Ease Altiverb [2], offer this feature using
impulse response libraries of different environments. Furthermore, existing
approaches are adding the reverberation effect by signal processing in frequency
domain using Fast Fourrier Transform (FFT). Although with modern CPUs and
GPUs these processing steps are trivial, the introduced latency is at least twice
the length of the impulse response of the simulated space, due to the required
buffering for FFT. This translates to latency of couple of seconds for realistic
reverberation, which is impractical for live applications. A reduction of latency
of FFT could be achieved through partitioned overlap and save techniques. In [1]
this was applied on a DSP, where the latency could be reduced to 170ms with
partitioned blocks of 8192 samples. Further improvements can be achieved with
sections of different lengths, as shown in [9]. But as they use manual partitioning,
the implementation is subject to low scalability.

The most significant difference between our concept and existing solutions
is that we implement the sound processing steps not in the frequency, but
in the time domain. This imposes a significant increase of processing power
requirements, especially under real-time constraints, but rewards with the lowest
possible latency in the clock cycle range. In the past, this method was not fea-
sible as the traditional digital sound processing platforms did not provide the
required performance. Thus existing solutions operate on the frequency domain,
compromising on latency. However, modern reconfigurable hardware offers the
capabilities needed for the convolution with large impulse responses in the time
domain, promising the lowest possible latency. An immediate application could
be in adding the reverberation effect of a big concert hall, like La Scala, Milan’s
opera house, on live music played in a small concert room.
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In our heterogeneous approach, a small low-power embedded processor man-
ages the data and handles control and usability related functions of the system,
while the computation intensive tasks are outsourced on highly parallel hardware
accelerators, built of logic cells and high-performance DSP slices of an underlying
FPGA platform. The secondary goal of our proposed implementation of natural
reverberation is adaptivity by taking advantage of partial reconfiguration and
allowing to:

– trade off the number of channels versus IR length.
– give emphasis in low latency by minimizing the number of channels and IR

length, in case one wants to add more filters in the signal processing chain.
– integrate extra filters with the reverberation by convolution of impulse

responses, for minimizing the total latency of the system.
– change the audio interface controller, depending on the periphery.

The rest of the paper is organized as follows: Section 2 presents the back-
ground of this work. Whereas in Section 3 we explain our adaptive audio signal
processing architecture. Section 4 presents evaluation results on a Virtex7 FPGA
platform. Finally, conclusions are summarized in Section 5.

2 Fundamentals and Constraints

This section introduces the fundamentals and the constraints imposed by the
nature of the application, in our case, audio signal processing.

2.1 Convolution

The time-discrete convolution of two discrete signals is defined as

x × h =
N∑
i=0

h[i] × x[k − i] (1)

In the frequency domain this definition corresponds to element-wise multi-
plication of the Fourier transformed signals, as shown in [5]. Convolving a signal
with the impulse response of a system, analytically results in the same effect as
the signal would be transformed when passing from the input to the output of
the system. We make use of this method to emulate the acoustic room effects
of a building, in absence of the actual room, by convolving a live audio stream
with the pre-recorded impulse response of the room.

2.2 Reverberation Time

Since a sound in the closed field is composed of the direct sound and reflections
from the boundaries [12], a critical parameter is the reverberation time, which
provides a good estimate about how long a record of the impulse response needs
to be. The reverberation time is usually measured from the end of the direct
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sound until the sound of the reflections has a 60 dB decay in the sound energy
decay process [12]. A factor that influences this reverberation time is the absorp-
tion that takes place in the closed field. The equation for the reverberation time
was deduced in [12] as follows:

TR =
0.161V

− ln(1 − α)S
[S] (2)

α =
∑

i αiSi

S
(3)

V is the volume of the closed space and α denotes the average absorption
coefficients of the space. αi is the absorption coefficient of the ith portion of the
surface whose area is Si[m2] and the total area is S[m2].

2.3 Constraints

To realistically simulate the natural reverberation of a room, we need to take
into account the capabilities of human hearing and derive system constraints.

Latency. In live scenarios of audio applications latency plays a major role.
A perceptive latency not only degrades the audio-visual experience to the
audience, but also has a negative impact on the musician’s ability to perform
when it occurs in the monitoring equipment. In [7], experimental tests have
proven that the acceptable amount of latency in live sound monitoring can
range from 42ms to less than 1.4ms, depending on the instrument played
and the monitoring type (wedge monitor or in-ear monitor). Thus our target
is overall system latency of < 1ms.

Frequency Range. The human ear range is considered as 20Hz to 20, 000Hz,
though there are variations between individuals, especially at high frequen-
cies [10]. Thus for demonstration purposes we chose a sampling rate of
48KHz, complying with the Nyquist-Shannon sampling theorem and leaving
a margin for the filter transition band.

Dynamic Range. The human ear at its best has a dynamic range greater
than 130dB [10]. This could be covered by a quantisation in 22bit. Practical
aspects, e. g., limitations and noise of the analog components as well as
environmental noise, however make a lower quantisation acceptable and 16bit
are standard for the most audio sources, giving a dynamic range of 96dB.
For demonstration purposes we chose 16bit as this is the word size of our
source files and the impulse response is anyway cut after a decay of 60dB.

3 Design of the Adaptive Signal Processing

Initially, the convolution definition provided in Section 2.1 is analyzed and imple-
mented utilizing the DSP48E1 slices in the Xilinx Virtex-7 devices [14]. x and h
represent the input signal and the mask to which we refer as the impulse response
(IR), respectively. Both signals are stored internally in Block RAMs (BRAMs).



Adaptive Signal Processing on Reconfigurable Hardware 315

Fig. 1. Architecture of the introduced adaptive digital audio signal processing

To avoid excessive data movement for shifting of input data, the memory is
orgranised as a ring buffer with circular addressing, incrementing the read and
write address pointers, rather than moving the data.

At a sampling rate of 48 kHz the time period available for all processing
steps, including data read and computing of the dot product, is τp ≈ 20.8μs.
Hence, an impulse response of 2s length for instance requires to multiply and
accumulate two vectors of length 96, 000 element by element within this time
period. In order to meet the timing requirements, the task of convolution needs
to be partitioned in several parts and allocated to several concurrent convolution
hardware accelerators. Also, due to the size and the accessibility limitations, the
memory space needs to be partitioned into distributed BRAMs. Fast control
units are required to manage the data access and control the processing. An
efficient approach to further enhance the performance, is to tap the data bus
and multiply samples as they appear on the bus while reading.

3.1 System Architecture

Based on the above named considerations we derive a scalable system architec-
ture as depicted in Figure 1, where we show a two-channel example system. An
extension to more channels is possible in a modular way, as they are handled
independently from each other.

The audio interface controller handles input and output streams of digital
audio signals and is reconfigurable in order to adapt to various interfaces and
protocols of external devices, e. g., to AES/EBU [4], MADI [3] or directly to
converters with I2S, PCM or parallel interfaces. This unit writes the incom-
ing audio stream sample by sample to the ring buffer memory of distributed
RAMs (x1...xM ). Furthermore it manages the output stream as the result of the
convolution.

The vector of impulse response is partitioned and stored in the ROMs
(h1...hM ). Both, the RAMs and the ROMs, are realized by dual ported BRAMs.
In case of the impulse response, the decision to configure the BRAMs as ROMs
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Fig. 2. Block diagrams of the convolution PCore (left) and control PCore (right)

leads to significant savings of memory resources. However, the impulse response
can be changed only through reconfiguration.

The distributed memories are read by the Convolution Circuits 1..M through
128 bit wide AXI 4 Busses in burst mode. The structure of these units is depicted
in Figure 2 (left). Each Convolution Circuit contains eight DSP48E1 slices and is
able to process eight samples in parallel. This level of parallelism per Convolution
Circuit is derived from the maximum data width (128 bit) of the PCore interface,
as wrapper of the circuits, divided by the sample data width 16 bit. Each circuit
is programmed to read 2, 048 x 128 bit long words every 20.8μs from a RAM
simultaneously. There are parallel processes responsible for access of RAM and
ROM data (RAM FSM and ROM FSM respectively), as well as for handling of
read requests from the PCore interface (ReadFSM ). The Convolution Circuits
read concurrently 2N

M data values in the sampling period τP , N
M from the ROM

and N
M from the RAM . Here, M refers to the number of convolution cores and N

to the length of IR. Parallel to this process, MAC units, realized by DSP48E1
slices, tap in the data busses and without detour multiply the available audio
streaming data with the IR data and accumulate it in a register.

The PCore with the Convolution Control unit as shown in Figure 2 (right)
provides to the convolution PCore the triggering signal and the RAM data
signal. Also it collects the signals from each convolution PCore. The control
PCore has processes to compute the summation of the results coming from
the convolution PCores and to control the multiplexing of the ROMs, which is
described in Subsection 3.2.

Based on the architectural requirements, the introduced solution must fulfil
the upcoming challenges for computing the convolution:

– Send the trigger signal of the ROM read process to the AMBA interface.
– Read the IR from the ROM (h1, h2, ..., hM ).
– Synchronize the reading of both the IR from the ROM and the stream-

ing data from the RAM in order to guarantee that their multiplication is
performed in the correct order.
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Fig. 3. Convolution after 0 samples (left), N
2M

samples (2nd left), N
M

samples (2nd
right), and N

M
+ 1 samples (right)

– Simultaneously to the previous mentioned read, multiply the data and accu-
mulate it to the previous result, until a whole read out of the IR and incoming
data is completed.

– Shift the data to include new samples every time a MAC operation is com-
puted.

Other control tasks, that are not critical part of the convolution mechanisms,
are managed by a Microblaze processor core. This includes amongst others the
initialization of the system, the communication with a higher level master system
(e. g., OSPW ) and the partial and dynamic reconfiguration of the convolution
system. For the latter task, an ICAP Controller module (HWICAP) is connected
to the Microblaze. This enables to change the impulse response in the ROMs
h1...hM during run time, following the partial reconfiguration method proposed
in [15]. The instruction code as well as the library of impulse responses and the
bit streams for partial reconfiguration are stored in an external DDR3 memory.

3.2 Memory Access Sequence

The data shifting and ROM multiplexing sequences are shown in Figure 3 for
every PCore. The amount of Convolution Control modules may be one per chan-
nel, but it also depends on the number of Convolution Circuits that are being
implemented per bus. Certainly there will be one control unit multiplexing the
ROMs for several Convolution Circuits. The Convolution Control needs signals
from the Convolution Circuits in order to execute the tasks at the correct timing.

Fig. 4. Convolution with three PCores
after N

2M
samples

When a memory read is complete,
the convolution should immediately
change to the content of the ROM
that is being accessed for every
PCore. Fortunately, the ROMs have
two ports due to the BRAM imple-
mentation. In case one PCore fin-
ishes a read out from memory before
the other PCore, the ROM can be
accessed by the other BRAM port.
Thus, we avoid to collide with the
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Table 1. Resource utilization of the implemented components on the Virtex7 VC707
evaluation board targeting 48 kHz with 0.5 s impulse response according to Figure 1

Slice LUTs BRAM 36 BRAM 18 SliceRegisters DSP 48 Slices

Microblaze 96,267 16 0 50,873 0

HWICAP 232 0 0 503 0

Convolution PCore 1,741 0 0 1,152 15

Control Circuit 1,273 0 0 411 0

IR ROM 0 0 1 0 0

Audio RAM 780 8 0 741 0

PCore that has not finished reading that memory yet. After the two memo-
ries, connected to a PCore, were read and multiplied, the ROM is changed in
order to repeat the process with next portion of IR data. This procedure allows
us to multiply all of the samples available in the ROMs with all the data saved
in the RAMs.

After having explained the memory access sequence for one PCore, the equiv-
alent case for the complete system, i. e., the same number of PCores as ROMs,
is shown in the Figure 4. The memory reading process is the same as illustrated
in Figure 3, but with the remaining PCores accessing the other ROMs and
RAMs. The configurable parameters, such as the memory addresses to start and
to finish, are set by the microprocessor through control registers.

4 Results

In this section, we present the results obtained with our adaptive signal pro-
cessing on reconfigurable hardware. We present the resource utilization of the
FPGA target implementation, the scalability and the applicability of the adap-
tive signal processing. The resource utilization is reported for the Virtex7 VC707
board and summarized in Table 1. Each convolution PCore can process ≈ 0.17 s
of audio signal. The resources used for different quantities of PCores, resulting
in different impulse response (IR) lengths, are shown in the Figure 5 (left). We
investigated several scaling factors up to a size of 32 PCores, which results in
5.44 s IR length. The resource utilization on the Virtex7 VC707 board is then
72% LUTs, 21% registers, 28% BRAMs and 17% DSP48E1 slices. While the
DSP48E1 slices scale linearly with the number of convolution units, all other
resources have an offset due to the Microblaze component. Especially for smaller
configurations the Microblaze has a dominant relative share on the total resource
utilization. However, this becomes less the more convolution units are deployed
as there is only one processor core needed, independent from the count of par-
allel convolution units. The decision on how many convolution units to deploy
depends on the expected maximum length of the room impulse response.

With 32 convolution units we can process realistic reverberation of rooms
with impulse responses of up to 5.44 s in real-time. This translates to a computing
performance of ∼ 25.1GigaMAC/s and internal memory accesses at a data
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Fig. 5. Resource utilization of implemented components on the Virtex7 VC707 eval-
uation board targeting 48 kHz for different convolution units (left chart) and various
impulse response lengths vs. available audio channels (right chart)

rate of ∼ 806.6Gbit/s. The latency is as low as one sampling clock cycle, i.e.
∼ 20.8μs, thus not audible.

There are different trade-offs possible regarding the presented numbers for
the application of audio engineering. Of course, you can process the same IR to
each channel to add room acoustics to your mix. However, in a studio setup it
might be interesting to use different IRs for different mix buses, i. e., a chamber
(≈ 1.95 s) for the drums, a small room (≈ 0.64 s) for the piano and bass and
a medium plate (≈ 2.4 s) for the vocals. Figure 5 (right) shows the trade-off
between IR length and the number of audio channels. It becomes clear that there
is also the possibility to use more channels like in a surround setup for video post
production. All of the above mentioned adaptations are possible during run-time
by using partial dynamic reconfiguration through the ICAP controller to, e. g.,
load different IRs from DDR to ROM or reroute to available resources to realize
more/less channels.

5 Conclusion and Future Work

In this paper we presented a novel concept to realize adaptive audio signal pro-
cessing on reconfigurable hardware. Our approach provides flexibility and very
high performance and throughput and is thus capable of solving the challenges
that lie ahead for the audio industry. A real-world FPGA implementation was
accomplished that is able to process high resolution audio data in the time
domain with very low latency at a speed that was never possible before. We
have shown on a Xilinx Virtex-7 VC707 board that, based on the 48 kHz sam-
ple rate, 261, 120 calculations per sample of ∼ 20.8μs can be executed for each
stereo audio channel, resulting in a total performance of ∼ 25.1GigaMAC/s and
in memory accesses at ∼ 806.6Gbit/s in a stereo setup. For future work, it would
be beneficial to integrate this flexible approach into the Open Signal Processing
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Workbench, in order to make this high-throughput audio signal processing avail-
able to a broad audience of developers, engineers and musicians. Additionally we
want to use the generic VLIW-inspired Slot Architecture (ViSA) [6] to replace
the control logic or even the Microblaze component, thus increasing the overall
efficiency.
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Abstract. While High-Level Synthesis (HLS) has been a research topic
for more than 30 years, modern HLS tools have made possible the devel-
opment of production ready circuits, taking advantage of improvements
in areas like Field Programmable Gate Arrays (FPGAs) and multicore
System-on-Chip (SoC) architectures. The efficient use of these improve-
ments however require technology aware coding and constraint specifi-
cation, through specific tool directives. In this paper, a modern HLS
environment is used to investigate different architecture alternatives,
for the design of hardware accelerators, taking into account tradeoffs
between memory and datapath component utilization, in modern, SoC
aware FPGA devices. Experimental results show that correct architec-
tural option selections can lead to an almost 120X speedup and better
scaling performance while the input size is increasing, with practical neg-
ligible resource utilization overheads in medium and large scale devices.

1 Introduction

Modern embedded systems need to comply to different requirements in order
to make a high and fast market impact. From the designer’s point of view,
all requirements can be summarized into two key factors: improve quality (in
terms of performance, resource usage, power dissipation, etc.) and reduce time-
to-market. To face these goals, modern design techniques like High-Level Synthe-
sis (HLS) [3] can be adopted, that involves the automatic translation of untimed
C/C++ algorithmic descriptions into Register-Transfer Level (RTL) architec-
tural descriptions, ready for implementation.

HLS started as a research topic more than 30 years ago, and can be divided
into three generations [6]. The first generation, roughly covered the years between
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1980 and 1990. Its main contribution was to lay down the mathematical founda-
tion that could solve the diversity of problems found in the automated algorithm-
to-architecture transformation. The second generation, covering the years 1990
to 2000, was a very promising generation, introducing the first commercial tools.
However, this generation failed to stand up to its promises, mainly because it was
overestimated, offering poor quality of results. The third generation, starting in
2000 and lasting up to now, is more mature, starts from system level languages,
offers a different design paradigm separated from RTL and quality of results is
highly improved.

Recently, the technological advances in Field Programmable Gate Array
(FPGA) devices, offering hundreds of GFLOPs with maximum power efficiency,
has established a fast prototyping advanced implementation platform. FPGAs
consist of specially designed hardware modules (Look-Up Table (LUT) function
generators, D-type Flip-Flops (DFF), Block RAM (BRAM) and special pur-
pose DSP blocks), offering hardware-like performance, that can be dynamically
reconfigured and change functionality, based on efficient circuit switching inter-
connections, in a software-like manner. FPGA programming is based on Hard-
ware Description Languages (HDLs), which can keep non-expert designers away,
having a negative impact on productivity. This has started to change with the
adoption of HLS for FPGA design. However, this adoption needs specific coding
styles and tool directives for the efficient use of each hardware component found
within an FPGA device, and especially those that can implement either memory
or datapath primitives, or both. Building efficient FPGA memory hierarchies is
a future challenge for HLS tool vendors [2].

This paper presents an HLS based methodology and the corresponding tool
flow for the design of hardware accelerators installed into a programmable SoC
architecture. The novelty introduced is a number of accelerator architectures,
that combine datapath and memory optimizations available in modern FPGA
devices. They have been designed so as to investigate tradeoffs between efficient
memory hierarchies and datapath chains. Also, they are presented in a more sys-
tematic way than previous approaches [5,7], along with the required language
constructs and tool directives to build them, starting from pure untimed C/C++
algorithmic descriptions. Evaluation of the accelerator architectures proposed is
done through experimentation with a biomedical filtering application. Obtained
results show that correct architectural option selections can lead to an almost
120X speedup, with improvements in scaling as the data set is enlarged or the
number of available hardware accelerator cores is increased. As resource uti-
lization is concerned, little overheads are found (practical negligible in medium
to large scale FPGA devices). These two types of behavior make the proposed
methodology a strong player in the field of improved designer productivity, which
has always been the ultimate goal in all HLS related research efforts.

2 Motivation

Memory elements in FPGA devices can be implemented in two different ways. As
distributed memories, which utilize fine grained programmable FPGA
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primitives like DFFs and LUTs, or as block memories, which utilize special pur-
pose BRAM primitives. Historically, block memories are newer than distributed
memories. The first FPGA devices had nothing more than DFFs and LUTs.
BRAMs appeared as a way to implement embedded large memory blocks. While
DFFs and LUTs can implement either memory of logic, BRAMs can implement
only memory. Each BRAM block has a dedicated memory controller, with up
to 2 read/write ports and impose very little overhead to the rest of the FPGA
resources. On the other hand, distributed memories and their corresponding con-
trollers (which are generally more complicated than BRAM memory controllers)
are build using DFFs and LUTs and can have multiple read/write ports.

As a motivational example, we have synthesized a 1024 and a 1024x1024
memory with 16 bit values, using distributed (DRAM) and BRAM primitives
and a large scale FPGA device, the Xilinx Virtex-7 VC7VX485 (303600 LUTs,
607200 DFFs, 2060 8 bit BRAMs). Table 1 shows delays and resource usage for
different configurations. As it can be seen, for the 1024 memory, DRAM is faster
than BRAM and the resources used leave plenty more to implement datapath
chains within the same device. When this result is combined with a multiport
DRAM architecture, the advantages of DRAM over BRAM is greatly magnified.
However, for the 1024x1024 memory, DRAM is slower than BRAM (due to
the required complicated controller) and takes almost all device resources. In
that case, the selection of a BRAM is a one-way decision. While the results of
table 1 are preliminary (synthesis and not implementation results), they show
that DRAM can offer advantages in smaller memories that can have a great
impact on application performance. So, mixed style memory hierarchies, with
small DRAM memories and large BRAM memories can be designed, offering
different advantages in different cases. Highly parallelizable code can gain very
high speed improvements with multiport DRAM memories, while serial code
can be combined with large BRAM memories, for resource usage savings. Such
hierarchies will be presented as architectural templates in section 4.

Table 1. Delay and resource utilization for different types of memories

Memory size/type Delay (ns) DFFs LUTs BRAM

1024/DRAM 2.523 16 (0%) 292 (0%) 0 (0%)

1024/BRAM 3.021 0 (0%) 0 (0%) 1 (0%)

1024x1024/DRAM 5.349 16 (0%) 288575 (95%) 0 (0%)

1024x1024/BRAM 2.685 4 (0%) 80 (0%) 512 (49%)

3 Proposed Methodology

The design methodology proposed in this paper consists of two steps. First, the
generation of a high performance hardware accelerator and second, the integra-
tion of the generated accelerator together with a reference SoC architecture. In
both steps, the underlying technologies aim at improving designer productivity,
while maintaining quality of results.
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The proposed tool flow (without loss of generality and due to maturity) is
based on Xilinx Embedded Development Kit (EDK), which supports SoC archi-
tectures of a single or dual core embedded processor (ARM, PowerPC, MicroB-
laze), playing the role of the AXI bus [1] master. Two EDK tools are involved for
hardware and software specification and design, Xilinx Platform Studio (XPS)
and Xilinx Software Development Kit (SDK). XPS is a GUI enriched hardware
specification tool, with links to low level implementation tools for full, top-down
hardware design, and SDK is an Eclipse based software development environ-
ment. For the proposed methodology, that is the design of high performance
hardware accelerators, another tool is involved, Xilinx Vivado HLS. This tool is
used for the design of an AXI slave, which implements the functionality of the
accelerator and is connected to the SoC architecture through simple or stream-
ing AXI interfaces (depending on throughput and latency requirements). Vivado
HLS accepts untimed C/C++ algorithmic descriptions and based on the depen-
dencies described with the used language constructs (assignments, loops, con-
ditionals) and user specified constraints and preferences (through appropriate
directives), generates optimum technology aware RTL descriptions. The novel
approach of this flow is that it accepts only C/C++ input and produces opti-
mized final implementation bitfiles.

4 Proposed Architectures

This section presents four different SoC architectures, along with the language
constructs and required tool directives. In this way, a clear link between speci-
fication and implementation in the Vivado HLS environment is given. The four
architectures, given in figures 1a-2b, present different datapath optimizations,
memory hierarchies and interconnection opportunities.

This first SoC architecture is given in figure 1a. An embedded processor is
connected to on chip and off chip memories and the generated hardware acceler-
ator, through the processor bus (for the reference tool flow, the AXI bus). For an
FPGA device, the most widely used on chip memory is Block RAM (BRAM),
which is implemented by the FPGA vendors as specific components installed
within the FPGA fabric. The most widely used off chip memory is dynamic or
DDR memory, connected to processor bus though an appropriate IP of a DDR
controller. DDR is slow but can be very large in size and contain large data
sets while BRAM is fast but limited in size. Also, parallel access to both mem-
ory types is limited by the number of controller inputs, which is most off the
times two (dual port memories). Execution in the architecture of figure 1a starts
with input data read from an external device (a data file in a connected filing
system) and stored in DDR. Next, all or parts of the input data are moved to
BRAM, to speed up execution. Then, the embedded processor reads data from
BRAM and sends them through the bus to the hardware accelerator, using a
set of memory mapped registers. The accelerator performs datapath operations
(all the required algorithmic operations) and returns results through the same
route, that is the processor bus. This architecture does not require any spe-
cific language constructs, provided the initial C/C++ algorithmic description
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contains legal code for the HLS tool. It needs however a set of directives, to
generate appropriate hardware and software descriptions of the bus ports and
their access methods, like the following, where x and y are the input and output
of top level function foo.

(a) Bus based architecture (b) BRAM architecture

Fig. 1. Implementation architectures

s e t d i r e c t i v e i n t e r f a c e −mode ap c t r l h s ” foo ” , ap none ” foo ” x , ap vld ” foo ” y

s e t d i r e c t i v e r e s o u r c e −core AXI4LiteS ” foo ” return , x , y

The architecture of figure 1a is limited in performance due to its close depen-
dence with the processor bus. To overcome this, in the second SoC architecture of
figure 1b, the hardware accelerator communicates directly with BRAM memory.
Execution this time starts with the embedded processor initializing BRAM and
then, sending just an initialization signal to the accelerator through the bus. This
is their only communication and the accelerator can work at full speed, without
time consuming bus transactions. Again, no specific algorithmic constructs are
required, only the following directives for the memory connected port (together
with the previous bus connection directives).

s e t d i r e c t i v e i n t e r f a c e −mode ap memory ” foo ” mem

The third SoC architecture is given in figure 2a. In this architecture, the
hardware accelerator is equipped with a local memory, which is implemented as
a register file using LUT function generators (DRAM), found in large amounts
in FPGA devices. The advantage of DRAM memory is that each component
can be accessed independent of the others, so a multiport memory architecture
is generated. This architecture has a more complex controller than dual port
BRAM memory, but fast and parallel access times. Execution starts with the
embedded processor initializing BRAM and then, the accelerator copies BRAM
contents into the local DRAM memory (a local variable). After that any access
command to BRAM memory is changed to the appropriate DRAM memory
access command and the accelerator can work at very high speed, limited only by
the dependencies found within the datapath. Both bus and BRAM bottlenecks
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are avoided. The disadvantage of this third architecture is that both memory
and datapath are implemented with LUTs, which may be a limited resource in
small and medium range FPGA devices.

(a) BRAM/LUT architecture (b) BRAM/LUT multicore architecture

Fig. 2. Implementation architectures

Regarding directives, a number of preferences can be imposed in order to
exploit the full potential of this architecture. First, a directive for the BRAM
memory connected port is required. Also, a directive called ARRAY PARTITION
in Vivado HLS is used to map the local memory (lut variable) into LUT and
not BRAM resources. After that, all loops that access LUT/DRAM memory
can be fully unrolled. This way all code that access local memory can be exe-
cuted in parallel, limited only by data dependencies of the datapath. Also, the
DRAM memory initialization loop can be unrolled two times, because this is the
maximum parallelization that can be achieved with a dual port BRAM memory.
Finally, function calls within the datapath can be either inlined or pipelined.
Inlining increases the code fragments that can be accessed in parallel, with more
complicated control hardware however. Pipelining improves execution time by
overlapping consecutive function calls. For each algorithmic description, either
inlining or pipelining may give better results so, a trial and error approach is
required. In brief, a representative example of the directives of the third archi-
tecture are given below, where bram is the BRAM and lut is the LUT memory
variable, and initialization and computation are labels of a LUT initialization
and a heavy computational loop respectively.

s e t d i r e c t i v e i n t e r f a c e −mode ap memory ” foo ” bram

s e t d i r e c t i v e a r r a y p a r t i t i o n −type complete ” foo ” l u t

s e t d i r e c t i v e u n r o l l −f a c t o r 2 ” foo / i n i t i a l i z a t i o n ” , ” foo / computation”
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Finally, the fourth SoC architecture is given in figure 2b. The accelerator
is the same as the one found in the third architecture however, more than one
accelerators are used. This way, provided the algorithmic description contains
computations that can be executed in parallel using the local LUT based mem-
ory copy, maximum parallelism can be achieved and performance can satisfy
demanding, high throughput applications. For this architecture no extra algo-
rithmic constructs are required or tool directives. The only difference with the
third architecture is that LUT/DRAM memory size in each accelerator is less
than the size of the BRAM memory, determined by the number of accelerators.

5 Experimental Results

The four different architectures presented in section 4 have been used for experi-
mentation. Performance, in terms of execution time, and resource usage measure-
ments, in terms of LUTs, DFFs, BRAMs and DSPs, were taken using the tool
flow presented in section 3. The SoC architecture was built based on the MicroB-
laze soft processor. This selection was based on the maturity of the selected
tool flow with this processor (simulation, synthesis, verification and implemen-
tation) and their illustrative user interfaces, and is by no means restricting the
ideas presented in this paper. All experiments were performed using the Xil-
inx VC707 evaluation board with a Virtex-7 VC7VX485 device (303600 LUTs,
607200 DFFs, 2060 BRAMs, 2800 DSPs) and a clock speed of 100 MHz. The
same clock was used for the MicroBlaze processor, which was connected with 1
GB DDR and 64 MB BRAM memories. All software written for the MicroBlaze
was ran out of BRAM, for speed reasons.

Table 2. Performance for a 1024 sample size

Experiment Execution time (sec)

SW 3.2198

HW BUS 2.4059

HW BRAM 0.0717

HW BRAM LUT 0.0511

HW BRAM LUT MULTI 0.0274

The selected application to be implemented with a hardware accelerator was
a biomedical filter solution, found in PhysioNet (http://www.physionet.org),
for the recognition of the QRS wave of the Electrocardiogram (ECG) signal.
The initial algorithmic description originated from a quite old but reference
publication [4], and contains a 10 tap FIR filter and some classification based on
the filter output, the frequency and the sampling rate of the ECG signal. Overall,
five experiment sets were selected. The first was a pure software solution, where
the application code was ran on MicroBlaze. The rest were the architectures
of section 4, where synchronization software was ran on MicroBlaze and all

http://www.physionet.org


328 E. Sotiriou-Xanthopoulos et al.

application code on the hardware accelerator(s). For all five sets, an input buffer
was read from a USB file and then transferred to DDR and BRAM. Finally, the
fourth architecture of section 4 included 4, 8 or 16 parallel hardware accelerators.

Table 3. Performance for different sample sizes

Experiment Size Execution Size Execution Size Execution
time (sec) time (sec) time (sec)

HW BUS 1024 2.4059 2048 4.8021 4096 9.5944

HW BRAM 1024 0.0717 2048 0.1332 4096 0.2560

HW BRAM LUT 1024 0.0511 2048 0.1256 4096 0.2408

HW BRAM LUT MULTI 1024 0.0274 2048 0.0420 4096 0.0697

Performance measurements for all five experiments for an input size of 1024
are shown in table 2, where the great improvement from software to hardware
solutions is made very clear. Next, since the software experiment (SW) was
proved too slow, the performance measurements for the fastest four experiments
(HW BUS, HW BRAM, HW BRAM LUT and HW BRAM LUT MULTI) for
input sizes of 1024, 2048 and 4096 samples are shown in table 3. The increase
in computation time with increasing sample sizes (1024, 2048, 4096) for the
fastest three hardware experiments, that utilize BRAM and LUT/DRAM local
memories, is shown in figure 3 (the BUS architecture had much larger timing
requirements, to fit in the same diagram). Also, performance measurements for
the HW BRAM LUT MULTI experiment with 4, 8 and 16 parallel accelerator
cores are given in figure 4 (all figures present execution times in psec on the
vertical axis). Finally, average resource usage measurements for all experiments
are given in table 4, as absolute values and percentages of the total available.

For performance, tables 2 and 3 and figure 3, show that the software solution is
the slowest while hardware accelerator architectures with directly connected accel-
erator and BRAM memory offer great improvements. Specifically, the quad accel-
erator HW BRAM LUT MULTI architecture offers an almost 120X speedup, the
HW BRAM LUT architecture a 65X speedup, the HW BRAM a 45X speedup
and finally, the HW BUS a 1.5X speedup. Of the three architectures that uti-
lize direct connection between the accelerators and BRAM memory (HW BRAM,
HW BRAM LUT and HW BRAM LUT MULTI), again the multi accelerator
architecture not only offers top performance, but also behaves much better than
the others when the computational load is increased, as shown from its slope (bot-
tom line in figure 3), which is the lowest. The speedup offered by the quad core
HW BRAM LUT MULTI architecture compared to the HW BRAM LUT is 2X
while HW BRAM LUT compared to HW BRAM is 1.5X faster. Also, doubling
the number of parallel cores used in architecture HW BRAM LUT MULTI, as
shown in figure 4, offers performance advantages (0.0697 sec for 4096 inputs using
4 cores, 0.0570 sec using 8 cores and 0.0515 sec using 16 cores) but with a lower
slope as expected, since large numbers of cores require even more overhead time
for initializations.
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Fig. 3. Performance for best solutions, different sample sizes

Fig. 4. Performance for different number of cores, 4096 sample size

For resource usage, all architectures use very few components (compared to
the total number of VC7VX485 components), and particularly less than 5% for
each type. This shows the potential of the proposed methodology, to realize com-
plicated architectures with very practical resource utilization, taking advantage
however of the selection of a high end FPGA device. In more detail, all architec-
tures share a common amount of resources, (the MicroBlaze processor and its
BRAM) while the hardware accelerators take a small overhead on top of this. The
most demanding architecture, the quad accelerator HW BRAM LUT MULTI
requires almost 50% more DFFs than the software (SW) solution. This is the
total highest overhead but still practically negligible compared to the number of
available DFFs, and is due to the complex controller required to support par-
allel accesses to LUT memory. Overall, the performance improvements in each
architecture more than justify the resulting area overheads.
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Table 4. Resource usage

Experiment LUTs DFFs BRAMs DSPs

SW 9289 (3%) 7833 (1%) 22 (2%) 3 (1%)

HW BUS 9520 (3%) 8209 (1%) 22 (2%) 3 (1%)

HW BRAM 9879 (3%) 8157 (1%) 22 (2%) 3 (1%)

HW BRAM LUT 9949 (3%) 8409 (1%) 33 (3%) 3 (1%)

HW BRAM LUT MULTI 12968 (4%) 11985 (1%) 38 (3%) 3 (1%)

6 Conclusions

In this paper a methodology and the corresponding tool flow to build efficient
architectures for hardware accelerators has been presented, based on HLS and
reconfigurable FPGA devices. Through extensive experimentation, it has been
found that correct selection of architectural styles, through language constructs
and tool directives, can lead to more than 100X speedup, with small area over-
heads and improved designer productivity. As future extensions, we are consid-
ering using the same methodology with the Xilinx’s Zynq All Programmable
SoC or Altera’s latest Arria and Cyclone SoCs devices.
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Abstract. TMR is the most widely used technique to increase the reli-
ability of SRAM-based FPGAs used in safety-critical applications. In
this paper we evaluate experimentally the realistic effectiveness of sev-
eral TMR schemes implemented with different levels of granularity. We
measure and compare the dynamic cross-section of the TMRd circuits
as well as number of accumulated bit-flips that cause a functional error.
Additionally, we analyze and evaluate the effectiveness of both partial
and full reconfiguration in both coarse and fine grained TMR schemes.
As experimental results demonstrate, coarse-grained TMR efficiency and
efficacy may be higher than a fine-grained TMR when partial reconfigu-
ration is available.

Keywords: FPGA · TMR · Fault tolerance · Reliability · Radiation
effects

1 Introduction

Systems designed to operate in safety-critical applications, such as particles
accelerators, satellites, and aircrafts require high reliability. However, lately many
Commercial Off-The-Shelf (COTS) products have been employed in these criti-
cal areas. Adopting COTS brings benefit to the project as they include low cost
hardware and software and they are widely available in the commercial market.
Nevertheless, COTS are usually very sensitive to radiation effects and efficient
mitigation techniques must be employed to reduce the failure probability. In this
context, reconfigurable architectures such as SRAM-based Field Programmable
Gate Arrays (FPGA) have gained more and more attention over the past years.

State-of-the-art SRAM-based FPGAs present a set of features that are attrac-
tive even for systems operating in high reliability applications, such as flexibility,
c© Springer International Publishing Switzerland 2015
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high performance and fast time-to-market. Nevertheless, as said, COTS FPGA
error rate must be qualified to evaluate if the device meets the project relia-
bility requirements. As fabricated with the latest semiconductor manufacturing
processes, modern FPGAs are high density chips that integrate an up-rising
number of functionalities with reduced voltage threshold and higher frequen-
cies operation. Such advances have the drawback of significantly reducing the
COTS SRAM-based FPGAs reliability by making them more susceptible to
faults caused by radiation.

One of the major reliability concerns for FPGA are Soft Errors, which are
transient faults provoked by the interaction of ionizing particles with the device
PN junction. This upset temporally charges or discharges circuit nodes, gener-
ating transient voltage pulses that can be interpreted as internal signals, thus
provoking an erroneous result [1]. When a fault changes the state of a SRAM cell,
this event is referred as Single Event Upsets (SEU). Once SRAM-based FPGAs
are composed of millions of SRAM cells to store their configuration, they are
very susceptible to SEU and Multiple Bits Upsets (MBU) [2]. SEUs and MBUs
in configuration memory bits have a persistent effect and can only be corrected
by reconfiguring the FPGA.

The integration of COTS FPGAs in critical systems may then require harden-
ing techniques able to mitigate SEU effects, especially if the device is employed in
radiation harsh environments. To ensure the correct functionally of the design
implemented into an FPGA it is mandatory to mask and eventually correct
radiation-induced SEUs and MBUs. Triple Modular Redundancy (TMR) com-
bined with FPGA reconfiguration is the most widely used hardening technique
for masking radiation-induced errors. When engineering a TMR scheme it is
fundamental to evaluate the precisely number of voters needed and the reconfig-
uration rate that must be used to cope with MBUs and errors accumulation. Such
evaluation allows optimizing the hardening approach, avoiding the introduction
of useless overhead in terms of area, performances, and power consumption.

In this work, we evaluate the robustness of several TMR schemes with differ-
ent levels of granularity. Additionally, we consider both full and partial recon-
figuration schemes of SRAM-based FPGAs. We analyze how the insertion of
majority voters and different reconfiguration schemes can affect the fault toler-
ance of a system. Moreover, we evaluate the number of accumulated upsets each
TMR can support before losing hardening capabilities. A preliminary analysis
on TMR effectiveness in the presence of errors accumulation is presented in [3].
In this paper we extend that analysis to a 65 nm FPGA and generalize results
taking a realistic application into account. Additionally, we investigate the TMR
efficacy when partial and full reconfigurations are available.

2 TMR-FFT Circuit with Different Granularities

When an SEU occurs in a configuration memory bit of an SRAM-based FPGA,
it can provoke a bitflip. This bitflip can change the configuration of a routing
connection or the configuration of a LUT or flip-flop in the CLB. This can
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have severe repercussions in the designed circuit, since an SEU may change
its functionality. An SEU in the configuration memory bits of an SRAM-based
FPGA has a persistent effect and it can only be corrected with the load the
correct bitstream. In the combinational logic, an SEU cause a persistent fault in
one or more configuration bits of a LUT, changing its truth table. SEU in the
routing architecture can connect or disconnect a wire in the matrix modifying
the mapped circuit. A high number of clock cycles may be required to have
the persistent error detected and initiate recovery actions such as the load of a
fault-free bitstream. During this latency, the error can propagate to the rest of
the system. Bitflips can also occur in the flip-flop of the CLB used to implement
the user’s sequential logic. In this case, the bitflip has a transient effect and a
load of the flip-flop will correct it.

Triple Modular Redundancy (TMR) is usually used to cope with the persis-
tent effect of the faults in the configuration memory bits of the FPGA. TMR
consists in the triplication of the original module of the circuit whose outputs
are voted by Majority Voters (MV). As to a majority voter selects the correct
output, at least 2-out-of-3 modules must to be fault-free. If an error affects just
one of the copies, the remaining two will continue to operate properly and the
output of the majority voter will correctly mask the output of the faulty module.
This traditional implementation is named Coarse Grain TMR (CGTMR). How-
ever, CGTMR is effective to cope only with single erroneous module. In order
to improve the capability of masking multiple upsets in the redundant designs,
researches started to apply fault tolerance techniques to a more localized and
fine level. In the TMR case, this approach is usually called of Fine Grain TMR
(FGTMR). FGTMR in FPGA designs consists in dividing a circuit in small
TMR protected blocks. By playing with different granularities it is possible to
find a trade-off in masking capability, area, performance and soft error rate. As
soon as just a single failure affect each small block the overall system will not
be disturbed. Moreover, the probability of having multiple failures affecting two
redundant modules of the same TMR system in a FGTMR scheme is lower than
in a CGTMR [4]. Thus, an FGTMR scheme is expected to present a more toler-
ant scheme in the presence of a massive number of SEUs. FGTMR and a similar
approach called Portioned TMR were studied in [4][5][6]. XTMR [7] proposed
by Xilinx is probably the most known FGTMR approach. In the XTMR, all the
logic is triplicated and majority voters are used in feedback of the flip-flops to
repair the SEUs. XTMR groups the data structures in a design into four different
types and applies FGTMR depending on the type of the structure.

However, TMR itself can only mask the fault effect, as in SRAM-based
FPGA, once one configuration memory bit is flipped by an SEU, the fault per-
sists until the rewrite of its correct value is performed. The upset bits remain and
eventually accumulate into the configuration memory, which increases the prob-
ability of failure in the system. In order to correct the accumulated faults, it is
necessary to rewrite the correct configuration bits into the configuration memory
of the FPGA. This process can be done without the need of stopping the design
operation and it is called Dynamic Reconfiguration. In Xilinxs FPGAs, reconfig-
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uration can be performed internally by using the Internal Configuration Access
Port (ICAP) [8]. Dynamic reconfiguration can be implemented in different ways
by reprogramming fully or partially the bitstream.

Full reconfiguration it is the easiest mode of implementation but it requires
to write the full configuration memory bits despite that fact that only a small
portion of bits are upset. Due to the size of the bitstream in modern FPGAs
the correction time and the energy consumption involved in it is far from being
negligible. In this work, we use as a synonymous full reconfiguration or scrubbing,
which is when the entire design is reconfigured.

Partial reconfiguration in the other hand is the most attractive solution in
terms of correction time and power because it programs only the set of frames of
the bitstream that are upset. It is also called Dynamic Partial Reconfiguration
(DPR). In the DPR, the challenge is to detect the fault position or positions to
perform the repair. When used together with a TMR scheme, the majority voter
outputs can inform the erroneous redundant modules in case of coarse grain
TMR, or the frame ECC from the FPGA can be used to inform the erroneous
frame to reconfigure. However, there is an important tradeoff between the grain
used in the TMR and the ability and feasibility of performing partial reconfigu-
ration in the chosen grain TMR topology. Although in [9] it was demonstrated
that the effectiveness of TMR technique is higher when is used with scrubbing,
there are not many related works that investigate different granularities of the
TMR combined with different approaches of reconfiguration (full and partial).

The case-study circuit in this work is a processing core that implements a
FFT with a Radix-4 algorithm, 64-point inputs and 24-bit data [10]. In order
to evaluate the neutron-induced effects in TMR schemes with different levels
of granularities, four different TMR-FFT schemes were designed. The first one,
called of FFT V1, uses three instances of a standard FFT block with MVs placed
at the output of the circuit as CGTMR. For the FGTMR versions, FFT V2
breaks the FFTs logic into small TMR logic blocks with MVs at the inputs and
outputs of each TMR logic blocks defining the fine grain TMR as illustrated in
Fig. 1. From this second design, two slightly different designs were then gener-
ated: FFT V3 and FFT V4. FFT V3 removes MVs surrounding the arithmetic
blocks ( r2, r3, r6, r7, r10), while FFT V4 maintains only the MVs that
surround the arithmetic blocks ( r1, r4, r5, r8, r9, r11, r12).

Fig. 1. FFT circuit protected by TMR scheme with fine grain TMR (FFT V2)
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The case-study circuits were prototyped in a Xilinx Virtex-5 XUPV5-LX110T
SRAM-based FPGA [11] with an input frequency of 100 MHz and without any
special placement. FFT V1 has a total of 17,943 LUTs (3.56 times larger than
the non-protected version), while FFT V2 has a total of 29,405 LUTs (5.84 times
larger than the non-protected version). In terms of performance, the FFT V1
presents a reduction of 7.29% in speed, while FFT V2 presents a reduction of
26.04%. As it is possible to observe, the addition of MVs has a dramatic impact
in terms of area and performance of the design.

3 Experimental Results

The case-study circuits were exposed to a neutron flux of approximately 3.08x104

n/(cm2.s) in ISIS, with neutron energies above 10 MeV. As mentioned in [12],
this facility provides a white neutron source that emulates the energy spectrum
of the atmospheric neutron flux. Readback of the bitstream is continuously per-
formed in order to establish the SEU accumulation limit, which means that,
until the moment in which the TMR under test presents an expected answer,
the FPGA will not be reprogrammed. With regard to the reconfiguration process,
it was used the reconfiguration manager presented in [13]. In a full reconfigu-
ration scenario, when a functional failure is observed in the output of the final
majority voter, readback and dynamic full reconfiguration are performed. In a
partial reconfiguration scenario, when a functional failure is observed in one of
the TMR modules, readback and dynamic partial reconfiguration are performed
in the faulty module. The time spent performing readback and reprogramming
is considered negligible.

From the exposure we calculate the dynamic cross-section (σ) that is defined
as the ratio between the number of SEUs producing a wrong system output
and the fluence of hitting particles. This way, we calculate the Soft Error Rate
(SER) that is commonly expressed in Failure in Time (FIT). FIT defines the
expected number of errors in 109 hours at a certain environment. In our case, we
are considering the neutron flux at New York (NY) as reference (13n/(cm2.h)).
The obtained dynamic cross section and FIT for the designs are: FFT V1 has σ
= 2.10x10−9cm2 and FIT = 28.47, FFT V2 has σ = 9.45x10−10cm2 and FIT =
12.29, FFT V3 has σ = 1.48x10−9cm2 and FIT = 19.24 and FFT V4 has σ =
1.09x10−9cm2 and FIT = 14.17. Results show that a FGTMR ( V2) can reduce
from 56% the FIT of a system when compared to a CGTMR approach.

From Xilinx Reliability Report [14], on average 20 upsets in the configuration
memory bits are necessary to provoke an error in a design. This number varies
according to the functionally and architecture of each design. For our TMR
designs, the objective is to analyze how many upsets can be accumulated in
the bitstream before a functional error. In this case, it is important to mention
that we are considering the total number of upsets in the configuration memory
in our analysis. FFT V1 can tolerate 95, FFT V2 207.25, FFT V3 138.67 and
FFT V4 184.67 accumulated upsets in average. Results show that a FGTMR
( V2) can tolerate in average 2.18 more upsets than FFT V1. However, through
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the comparison between FFT V3 and FFT V4, it is possible to observe that
even a design with less MVs can be more reliable if such MVs are placed in
critical parts of the design. In this case, most of the MVs of FFT V4 are placed
around its arithmetic blocks, which represent a large area of the FFT design in
the FPGA.

We define failure when a TMR scheme has one of its three modules in an error
state, so any extra upset may lead to a new module in an error state and conse-
quently the majority voters may not be able to mask the correct output. Thus, we
measured the failure probability of the designs in the presence of multiple SEUs
in their configuration memory bits. The obtained results are shown in Fig. 2(a)
and Table 1. The analysis of the graphs shows that, in a similar manner and as
explained in the dynamic cross-section subsection, FFT V4 presents a smaller fail-
ure probability when compared with FFT V3. The obtained results are similar to
ones presented in [3], even using a more recent device. However, authors in [3] con-
sidered only a fault accumulation scenario without using dynamic reconfiguration.

Fig. 2(b) and Table 1 show the behavior of the FFT TMR designs when
the failure probability is limited for a maximum value of 10%. In this case, a
design is always fully reprogrammed after it achieves a failure probability of 10%.
Note that the time between two full reconfigurations can increase up to 8 times
through the use of CGTMR or FGTMR as the case of the FFT V2 version. The
correction time spent during full reconfiguration is the same for all the TMR
granularities and it is proportional to the FPGA size.

Fig. 3 and Table 1 show the behavior of the FFT TMR designs (coarse and
fine grains) when the failure probability is limited for a maximum value of 10%
and partial reconfiguration is used. For the presented partial reconfiguration
results, the corrupted bitstram was readback to find out the number of accumu-
lated upsets in the system, which in our case, leads to the failure probability.
When the design achieves 10% of failure probability, the module with the higher
number of accumulated SEUs is reprogrammed. Note that the time between two
partial reconfigurations can increase up to 6 times through the use of CGTMR
or FGTMR as the case of the FFT V2. The correction time spent during partial
reconfiguration is proportional to the part of the TMR that must be reconfig-
ured, so the time is reduced with when FGTMR is used compared to CGTMR.

When comparing partial to full reconfiguration, the time between partial
reconfigurations is slightly smaller than the time need between full reconfigura-
tions. So, one can say that in terms of time between reconfigurations, the use of
full reconfiguration is better. On other hand, full reconfiguration uses more power
compared to partial reconfiguration. Consequently, considering in time, partial
reconfiguration may save more energy to the system if readback is not applied,
and the TMR design is able to diagnose itself the erroneous modules. Lastly, no
errors in the reconfiguration manager were observed during the experiments.
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Fig. 2. Failure probability of the FFT TMR designs considering the obtained results
from the neutron experiment (a) and considering a maximum probability of 10% (b)

Fig. 3. Failure probability of FFT V1 (c) and FFT v2 (b) TMR designs with partial
reconfiguration and considering a maximum probability of 10%

Table 1. Results for the designs considering full and partial reconfiguration scenarios
to maintain the failure probability less than 10%

Time between full
reconfigurations
(hours)

Correction time
(ms)

Time between
partial reconfig-
urations (hours)

Correction time
(ms)

FFT V1 2.11x108 15.1 1.76x1008 0.0110
FFT V2 8.47x108 15.1 6.51x1008 0.0026 - 0.0034
FFT V3 4.68x108 15.1 6.35x1008 0.0026 - 0.0062
FFT V4 1.14x108 15.1 4.16x1008 0.0027 - 0.0053

4 Conclusions

Results have shown that increasing the number of majority voters leads to a
reduced dynamic cross-section and FIT. However, results also show that in inter-
mediate grain levels there are important tradeoffs among TMR granularity, area,
performance and consequently fault tolerance. For certain levels of SEU accu-
mulation, sometimes a finer grain TMR presents a smaller fault tolerance than
a similar TMR with larger granularity because of the location of the MVs in
the design. The adoption of partial reconfiguration can drastically decrease the
upset correction time. However, in terms of reconfiguration rate and SEU accu-
mulation, results show that there are not so many advantages in using partial
reconfiguration in a TMR scheme when the aim is to limit the failure probability
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to a certain value. The SEU accumulation in the non-reconfigured TMR modules
contribute to maintain the failure probability high. In this context, a periodic
scrubbing can be more effective.
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Abstract. Dedicated systems are fundamental for neuroscience experi-
mental protocols that require timing determinism and synchronous stim-
uli generation. We developed a data acquisition and stimuli generator
system for neuroscience research, optimized for recording timestamps
from up to 6 spiking neurons and entirely specified in a high-level Hard-
ware Description Language (HDL). Despite the logic complexity penalty
of synthesizing from such a language, it was possible to implement our
design in a low-cost small reconfigurable device. Under a modular frame-
work, we explored two different memory arbitration schemes for our sys-
tem, evaluating both their logic element usage and resilience to input
activity bursts. One of them was designed with a decoupled and latency
insensitive approach, allowing for easier code reuse, while the other
adopted a centralized scheme, constructed specifically for our applica-
tion. The usage of a high-level HDL allowed straightforward and step-
wise code modifications to transform one architecture into the other.
The achieved modularity is very useful for rapidly prototyping novel
electronic instrumentation systems tailored to scientific research.

Keywords: Spiking neurons · Data acquisition · Precise timing · Resource
arbitration · Latency insensitive · Modular design

1 Introduction

Neurons usually behave by emitting stereotyped pulses of electric depolariza-
tion through their membranes, creating temporally localized spikes. It is a com-
mon belief that spiking neurons follow an all-or-none principle, similar to the
processing of digital signals, by encoding information only through spike tim-
ing [1]. Although each individual cell always produces the same waveform, the
most widespread experimental approach employs Analog to Digital Converters
(ADCs) integrated on commercial acquisition systems to capture complete wave-
forms. This procedure is required when the researcher desires to analyze a large
population of neurons recording only from a few electrodes, applying then a
neuron classification technique known as spike sorting to discriminate individual
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 339–348, 2015.
DOI: 10.1007/978-3-319-16214-0 29
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waveforms [2]. However, because of the lack of readily available specialized acqui-
sition hardware, many works adopt the same recording technique even though
they only need to identify the occurrence of spikes from one neuron per elec-
trode [3–6]. The resulting data files are large and spikes need to be detected by
software, demanding a considerable amount of time.

In this paper we present the design of a low-cost alternative hardware solu-
tion based on a dedicated Complex Programmable Logic Device (CPLD). We
have chosen CPLDs instead of Field Programmable Gate Arrays (FPGAs) to
demonstrate the flexibility of our approach, as CPLDs are usually limited to a
small number of logic gates, and lack common FPGA features such as Block
RAMs and Phase Locked Loops (PLLs). We implemented the logic circuits on
the CPLD adopting a modular design, which aims to facilitate future refinement
and customization for specific applications. The complete source code imple-
mented in the Bluespec SystemVerilog (BSV) [7] language is available at [8].

BSV designs targeted at small reconfigurable devices, such as ours, are rare in
literature, since many works show that BSV usually produces a higher logic ele-
ment (LE) count than Register-Transfer Level (RTL) languages [9–11]. However,
some research [12] argues that microarchitectural choices have greater impact on
the LE usage than the specification’s abstraction level, although there is a lack of
studies in glue logic sized architectures with significant modularity and complex-
ity. This paper showcases such a system, and also explores the impact of latency
insensitive module decoupling, by comparing two distinct implementations of a
resource arbitration scheme.

The acquisition input is provided to our digital logic by an analog front-
end system which generates an asynchronous TTL-compatible signal pulse at
the occurrence of each valid spike. Our entire circuit was designed to be com-
patible and easily inserted into a previous experimental setup [13] devised for
studying neural codification in Chrysomya megacephala’s visual system, but it is
sufficiently generic to be suitable for a wide range of neuroscience experiments.

Main Contributions of this Work:
– Develops a portable, low-cost and precise data acquisition system for neuro-

science and neuroethology experiments.
– Applies the seldom used concept of recording digital events (instead of ADC-

converted data) to increase the precision of neural spike timing.
– Employs the BSV language in a small and resource constrained system.
– Showcases architecture refactoring from a decoupled to a centralized scheme.

2 Overall System Architecture

Our system offers 6 TTL-level pulse timestamp acquisition inputs, 4 analog
16-bit resolution outputs for stimuli generation and a Join Test Action Group
(JTAG) host computer interface. It is composed by a MAX II Micro Kit (EPM-
2210F324C3 CPLD), a 74HC4050 buffer for input overvoltage protection, a
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Fig. 1. Block diagram of the BSV modules and rules. The gray shaded areas represent
internal logic, while white structures depict I/O interfaces. Modules are portrayed as
quadrilaterals. Small rectangles on their side are interfaces. Ellipses designate rules.

MAX5134 Digital-to-Analog Converter (DAC) and a IDT71256 20ns 32K×8-
bit SRAM. We have divided the project in following functional subunits:

Synchronizer: Receives asynchronous input pulses and registers 32-bit
timestamps from a hardware counter, each one paired to a flag indicating which
input channels fired since last counted. In most neural systems, 1 µs is believed
to be enough resolution for studying fine details of information coding [14].

FIFO SRAM: Provides an interface for using the external SRAM memory
as a pair of First-In First-Out (FIFO) queues of 16 KiB each. One of them
buffers data acquired from inputs, and the other buffers stimuli received from a
computer. Our FIFO modules are compatible with the BSV standard library.

JTAG interface: Provides communication with a host computer. We have
wrapped Altera JTAG-UART libraries into a ready-to-use BSV module. By using
this protocol, the same communication module is portable to any CPLD or
FPGA manufactured by the same vendor. As programmable devices are config-
ured via JTAG, the bus is readily available through USB adapters embedded in
almost every evaluation board. However, this approach introduces a significant
protocol overhead by encapsulating UART emulation inside JTAG-USB, limit-
ing the data rate to about 1 Mbit/s. Also, the interface is not interrupt nor event
driven. Nevertheless, these limitations do not impair this particular application.

3 Design of the Modules

Figure 1 illustrates our main module. The fundamental difference between arbi-
tration approaches resides on SRAMFIFO internals and on how communication
with the SRAM occurs. In the dynamic approach this is done by a client-server
interface mediated by FIFOs, whereas in the static one an extra central module
exists which assigns a specific operation to the SRAMFIFOs on each cycle.
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Acquisition data flow: Asynchronous pulses arriving from acquisition
inputs are synchronized to the system clock by the AsyncPulseSync modules,
resulting in the syncedIn signal. The blendChannelFlags rule accumulates one
bit for each input channel in the channelFlags register, if a pulse occurred on
syncedIn since the last collected timestamp. The timestampUpdate rule atomi-
cally increments the timestamp register, sends the channelFlags value and the
current timestamp to the funnel, and resets channelFlags to zero. The funnel
emits one byte of its input per cycle to the uartOutFifo. Finally, data coming
from dataOutFifo can be read in the host computer after being collected by the
JTAG-UART transmitting (tx) interface.

Stimulus generation data flow: Begins at the JTAG-UART receiving
(rx) interface. The uartHandleCmd rule identifies if the byte received from the
computer represents a start command or a DAC conversion request. A start
command sets a boolean register (omitted from the figure) which unblocks the
predicate of dacLoad, timestampUpdate and blendChannelFlags rules. A DAC
conversion request sends the current byte and the next two bytes to uartInFifo.
After coming out of the FIFO, the bytes feed the unfunnel block, merging three
bytes together. The dacHandleReq controls the request flow to the DAC module.
The dacLoad rule fires when the first input channel receives a pulse, unblocking
the dacHandleReq rule and causing a synchronous update on all DAC outputs.
This input channel is used to synchronize analog outputs to the desired stimuli
clock, e.g. the display controller in a visual stimulation system.

BSV has an implicit condition mechanism which eases the specification of a
provably correct system. We only needed to add error handling to four places
of our design. The first one is related to tx path FIFO overflow and is put in
the timestampUpdate rule, ensuring that the timestamp is always incremented
at each update period. The second check is accomplished in the dacLoad rule,
certifying that the DAC is ready to receive a new command and that all DAC
registers were filled since the last load. The third one checks if bytes received
from JTAG-UART correspond to valid commands. The last one verifies if DAC
requests are still valid after leaving uartInFifo. When any of these error con-
dition occurs, we alert the user by blinking LEDs until the system is reset.

Next, we describe characteristics of the common system sub-modules.
SER/DES: Serializer and deserializer modules are implemented using shift

registers. Our design is generic and type parametrized, increasing its reusability.
DAC: In order to rapidly prototype the control of a Serial Peripheral Inter-

face (SPI) and DAC linearity calibration procedures, we employed a standard
BSV library called StmtFSM, which consists of a Domain Specific Language (DSL)
for specifying Finite State Machines (FSMs). The FSMs could be easily com-
posed and exposed in the form of a simple external module interface.

SRAMFIFO: This module is also type parametrized. It exposes a fifo
subinterface mimicking BSV standard library’s mkLFIFO, and a cli subinter-
face which can be connected to a SRAM or SRAMSplit server interface. Usage
of Ephemeral History Registers (EHRs) [15] greatly simplified the design in
order to achieve the same scheduling specifications as mkLFIFO. EHRs provide a
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register-like interface on which same-cycle accesses can be ordered according to
the logical execution order of rules or methods. Head and tail position pointers
to locations inside the SRAM are held in EHRs. The SRAMFIFO stores one unit
of data (in the case of this design, one byte) in a local cache FIFO implemented
using flip-flop registers, whose output is connected directly to SRAMFIFO’s one.

3.1 Dynamic Arbiter

In this design, the SRAM controller (Figure 2) is decoupled from the SRAMSplit
module (Figure 3). The first dispatches requests in the order as they are received
in reqfifo, using an internal cycle register to keep track of its state during a
single request. The latter arbitrates the access of two other modules to a single
SRAM controller. Requests received from both modules are placed into a pair
of FIFOs. A set of mutually exclusive rules then controls the priority of each
request. Two of them are generated by the getPrioritizeValid function, one
of which is fired when a single request FIFO is not empty. However when both
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Fig. 4. Timing diagram of SRAMFIFO

transactions governed by the static
arbiter. Arrows identify in which
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represent actions on uartInFifo, while
black rectangles depict operations on
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FIFOs contain data, the prioritize current turn rule is fired, prioritizing the
Least Recently Used (LRU) FIFO.

Arbitration also needs to take place in the SRAMFIFO module, because meth-
ods for enqueuing and dequeuing data are designed not to conflict, in order to
simplify module reuse. When both methods are called during the same cycle, we
check if the queue’s head and tail pointers are equal to each other. This means
that the dequeue method has requested to read the same address which the
enqueue method asked to write. In this case, we enforce requests to be sent to
SRAM in the same order as the logical execution order chosen when designing
the methods (dequeue before enqueue, and thus read before write). Otherwise,
we follow a LRU type of memory operation approach.

3.2 Static Arbiter

Starting from the code of the dynamic version, we incrementally added new
conditions to method predicates, testing the system after the changes. As implicit
conditions which control the data flow of FIFOs are still present in the logic at
this development stage, designer errors tend to prevent rules from firing, stopping
data flow and making the system hang instead of producing incorrect results.

We added these predicate conditions based on a manually devised arbitration
schedule, shown in Figure 4. This schedule allows for the execution of an enqueue
and a dequeue operation on both uartInFifo and uartOutFifo during the
course of 8 clock cycles. A central arbiter, which consists of a counter reset every 8
cycles, was implemented just below the top level module. Boolean values derived
from this counter, signaling if each operation could occur during each cycle, were
routed from the top level module to the inner SRAM controller, SRAMSplit and
SRAMFIFOs. After the predicates were changed, some FIFOs could be removed,
reducing the number of LEs needed to implement the design.

SRAM controller: The cycle register (compare with Figure 2) was removed
and replaced by the least significant bit of the central arbiter counter. Memory
requests became allowed only when this bit is zero, which happens in cycles
numbered 0, 2, 4 and 6 (Figure 4).

SRAMSplit: Requests to one of the arbitrated servers became allowed only
during the correct cycle, as defined by the timing diagram — requests coming
from uartInFifo at cycles numbered 0 and 2, and those from uartOutFifo at
cycles 4 and 6. Both reqfifos could then be removed from the design without
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Table 1. Synthesis results for both arbiter designs (Altera Quartus II 14.0)

EPM2210F324C3 EPM1270F256C3
Design Logic Maximum clock Logic Maximum clock
Arbiter elements frequency elements frequency
Static 1017 (46%) 54.57 MHz 970(76%) 54.36 MHz

Dynamic 1217 (55%) 54.07 MHz 1168 (92%) 53.49 MHz

affecting its behavior. The order of responses could also be inferred from the
diagram (cycles 3, 5, 7 and 1), allowing us to remove the pending FIFO. After
all changes, the module became just an abstraction which synthesizes purely to
wires (compare with Figure 3).

SRAMFIFO: Dequeues and enqueues became allowed only during the des-
ignated cycles (2 and 4 for dequeues, 0 and 6 for enqueues). This allowed to
remove memory request output FIFOs, which were replaced by wires.

4 Results

4.1 Synthesis

Synthesis results are shown in Table 1. On the device actually adopted in our
project (EPM2210F324C3), the dynamic arbitrated circuit occupies 200 more
LEs than the static arbiter design. This corresponds to 9% of the LEs available
in the CPLD. Almost a half of the hardware resources are still free and could be
exploited to implement new features. We have also synthesized both architectures
on a smaller device (EPM1270F256C3) in order to demonstrate the design can
meet the requirements even when reaching the limits of the CPLD substrate.

4.2 Experimental Validation

Workbench validation consisted in connecting independent square-wave periodic
signal generators into each input of the system for 8 hours and then analyzing the
acquired data to look for spurious or missing detections. We used three periodic
pulse sources (1-channel Hewlett-Packard 33120A and 2-channel Sony-Tektronix
AFG320) and three free-running astable oscillators (NE555 timers).

The first input channel was programmed to synchronize DAC conversions,
thus we have fed it with 500 Hz (frame rate frequency adopted by the VSImG [13]
visual stimulation system). The second and third channels were supplied with
close but incommensurable frequencies (6.2 kHz and 6.1 kHz). The remaining
channels were fed by similar frequencies, produced by three identical NE555
circuits, differing only within component nominal tolerances.

In both architectures, no missing pulses were detected in these 8 hours, and
the maximum deviation from the adjusted periods was within the acceptable
generator’s thermal drift. We emphasize that input frequencies employed during
this test were well above those attainable by a typical spiking neuron (1 kHz at
maximum, limited by its refractory period).
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Fig. 5. Mean time between failures (MTBF) obtained by simulation, with designs
configured for an increased timestamp resolution of 1/20 of the system clock, and subject
to large mean input event rates. The dynamic arbiter is consistently more resilient,
and presented two operating regimes: in regime A, failures are caused by overflow of
uartOutFifo, while in regime B, memory write requests occur at a high rate and
eventually cannot be scheduled on time, overflowing funnel. As the static arbiter
schedules enqueuing operations at a fixed rate of 1 byte per 8 cycles (slower than
the simulated UART transmission rate), regime C is only due to funnel overflow.

4.3 Arbiter Resilience Evaluation

Any update rate below 1/40 of the clock frequency (50 MHz) can always be
correctly scheduled, as it leaves room for at least 5 rounds of 4 memory oper-
ations, each one taking 2 cycles (see Figure 4), sufficient to carry the 5-byte
(channelFlags, timestamp) tuple in and out of the FIFOs. Thus, to be able to
observe failures related to differences in SRAM arbitration schemes, we increased
the timestamp counter update rate from 1/50 to 1/20 of the clock frequency.

In order to keep control over parameters such as UART transmission rate,
we simulated the system instead of evaluating it with workbench instruments.
Inputs were fed with trains of pulses generated according to a Poisson process,
a stochastic model that occasionally produces activity bursts, although it pos-
sesses a parameterized mean rate. The first channel, however, was modeled as an
oscillation whose frequency varies according to a narrow Gaussian distribution,
which better reproduces the behavior of the stimuli reference clock.

We limited UART transmission to 1 byte per 6 cycles, aiming to observe the
system in a regime in which it would eventually acquire more data than it could
transmit. UART reception was constrained to 1 byte per 10 cycles, allowing 3-
byte chunks of stimuli data to be provided to the system at double the speed
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required by the first-channel reference clock, whose mean frequency was chosen
at 1/60 of the system clock.

Varying the rate parameter of the Poisson processes, we measured the total
mean input event rate to which the system was exposed, relating it to the mean
time between failures (MTBF) in number of cycles. Failures were detected if
any of the four error conditions discussed in Section 3 were triggered. In this
experiment they happened only due to overflows in the tx path.

Figure 5 shows these results and demonstrates that besides supporting a
mean firing rate greater than the static arbiter without missing events, the
dynamic arbiter takes longer to fail when the frequency approaches its limits.
At an input rate of 1/20, the maximum meaningful frequency at the adopted
timestamp resolution, the dynamic arbiter fails after circa 103 cycles, whereas
the static arbiter withstands for only 102 cycles.

Under the simulation parameters, the static arbiter is not able to fill uart-
OutFifo’s SRAM-contained ring with more than 1 byte. This happens because
the FIFO enqueuing rate is limited to a maximum of 1 byte per 8 cycles by the
central arbiter schedule (see Figure 4), while the simulated UART can reach a
transmission rate of 1 byte per 6 cycles, sufficient to keep the FIFO almost empty.
The observed failures were due to overflow of the funnel: the uartOutFifo never
even came close to a full state. Therefore, the failure process may be viewed as
nearly stationary at a time scale greater than 102 cycles. Indeed, the measured
data set (Figure 5–C) does not change significantly if we reset the circuit state
a couple of times during the course of simulation.

On the other hand, the dynamic arbiter is able to surpass an operating regime
(Figure 5–B) where failures occur because of funnel overflow, reaching another
regime at lower frequencies (Figure 5–A) where the system does not abort until
uartOutFifo is full. The dashed curve is proportional to (f − flim)−1, where
f is the mean input frequency (abscissa) and flim is a limit frequency (in this
experiment, flim ≈ 0.0282) such that 5flim is less than the effective UART
transmission rate, implying the circuit is not expected to ever fail for f ≤ flim.

5 Conclusions

The system described in this paper (source code at [8]) can be applied to neuro-
science research both on in vivo or in vitro experiments requiring deterministic
timing and synchronous stimuli generation, such as the study of neural coding
on the visual system of flies. The employed digital pulse timestamping technique
allows to achieve a measurement precision in the order of 1 µs, much higher than
most ADC-based acquisition systems.

We have also shown that Bluespec SystemVerilog (BSV) can be effectively
used even in projects involving small devices, and have presented an approach
to refactor a decoupled and latency insensitive logic into a statically arbitrated
one, which could be useful when a designer needs to quickly lower a system’s LE
usage — however, keeping dynamic arbitration can compensate the LE cost if
the system needs to be resilient to activity bursts. The designed code is modular
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and reusable to implement similar systems, e.g. we have a working prototype for
closed-loop experiments implemented on an EP4CGX150DF31C7 FPGA, which
occupies 5728 LEs (4% of the device) and interfaces with a real-time operating
system (RTOS) through PCI Express.
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supplied free software licenses through their university programs.
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13. de Almeida, L.O.B., Slaets, J.F.W., Köberle, R.: VSImG: a high frame rate bitmap
based display system for neuroscience research. Neurocomputing 74(10), 1762–
1768 (2011)

14. Nemenman, I., Lewen, G.D., Bialek, W., de Ruyter van Steveninck, R.R.: Neural
coding of natural stimuli: information at sub-millisecond resolution. PLoS Comput.
Biol. 4(3), e1000025 (2008)

15. Rosenband, D.L.: The ephemeral history register: flexible scheduling for rule-based
designs. In: MEMOCODE 2004, pp. 189–198, June 2004

http://dx.doi.org/10.5281/zenodo.11034


DRAM Row Activation Energy Optimization
for Stride Memory Access on FPGA-Based

Systems

Ren Chen(B) and Viktor K. Prasanna

Ming Hsieh Department of Electrical Engineering, University of Southern California,
Los Angeles 90089, USA

{renchen,prasanna}@usc.edu

Abstract. FPGA-based systems consisting external memory have been
extensively employed in data intensive applications such as signal, image,
and network processing. Memory energy is a dominating factor in the
overall system energy dissipation. In particular, when performing non-
sequential memory access patterns, significant amount of energy is dissi-
pated due to frequent memory row activations. In this paper, we consider
the classic stride memory access pattern and evaluate the energy con-
sumption in DRAM. Lower bounds on DRAM energy consumption are
derived for this widely used memory access pattern which introduces row-
wise writing and column-wise reading memory operations. To achieve the
lower bounds of the DRAM energy consumption, we remap data onto
DRAM for both row-wise and column-wise memory operations. This sig-
nificantly reduces the latency brought by frequent DRAM row activations
due to column-wise memory operations. We validate experimentally our
analysis using 2-D FFT as a benchmark application on FPGA-based
system. The experimental results demonstrate that our proposed opti-
mizations result in 74.8 %∼77.7 % reduction in energy consumption of
the overall system compared with the baseline for 1024× 1024, 4096×
4096, and 8192× 8192 points 2-D FFTs, respectively.

1 Introduction

Increasing density and integration of various hardware components, such as low
power DSP IP cores and memory blocks, have made FPGAs an attractive option
for implementation of various applications [7,8]. Compared with general purpose
processors, the state-of-the-art FPGAs have advantages in much lower power
with high performance, especially for data intensive applications. FPGA-based
systems usually employ DRAM as the external memory to store large data sets.
Such systems have been widely used in various image and digital signal pro-
cessing applications [6,7]. In these applications, maximizing performance under
energy dissipation constraints is a critical issue.
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Stride memory access patterns are widely used in data intensive applica-
tions such as 2-D FFT, matrix multiplication and convolution. When DRAM is
accessed with stride memory addresses, it usually results in a large number of
row activations. This increases both the data access latency as well as the power
consumption. Most previous optimizations concentrate on reducing the latency
due to DRAM row activations so that the DRAM bandwidth can be fully uti-
lized. Mapping data on DRAM using a block or tiling data layout has been
investigated by some researchers [5,10]. However, energy efficiency is not consid-
ered in their works. In this paper, we analyze the energy performance of DRAM
when accessed with stride memory addresses. We identify the key factors which
impact the energy consumption introduced by DRAM row activations. Based on
our analysis, we remap data onto DRAM through on-chip stride permutation.
As a result, the latency between successive row activations on the same DRAM
bank are overlapped. This leads to improved memory bandwidth utilization.
Compared with using block data layout, our proposed data remapping approach
reduces the DRAM row activation energy with minimal extra latency overhead.
Furthermore, as each DRAM row activation introduces a much higher power
consumption, we also develop a data prefetch approach to minimize the number
of DRAM row activations.

The proposed optimizations largely reduce the energy dissipation for access-
ing DRAM using strided memory addresses. The contributions in this paper
are:

1. We analyze the energy performance of DRAM for stride memory access
patterns. Lower bounds on the DRAM energy consumption are derived.

2. We propose a data remapping approach to reduce the latency introduced by
DRAM row activation, thus improving the memory bandwidth utilization
significantly.

3. We demonstrate significant energy efficiency improvement for the benchmark
application. Up to 77.7% performance improvement is achieved compared
with the baseline.

2 Background and Related Work

FPGA has abundant hardware resources including logic cells, interconnect and
on-chip memory. DRAM is usually employed to store large data sets. DRAM
bandwidth and capacity have been improving continuously during the last
decades. Accordingly, memory energy consumption becomes a major contributor
to the overall system power profile. When processing a DRAM access request,
one of the DRAM banks needs to be activated so that a row in this bank could
be opened to be accessed [2]. This activation process is called as the DRAM row
activation. The latency between consecutive row activations to the same DRAM
bank is normally 10x the DRAM clock period. This latency could be hidden
by pipelining successive memory access requests using multiple DRAM banks.
However, this approach is only efficient for sequential memory access pattern,
where the memory address is incremented after every memory access. For stride
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Fig. 1. DRAM access delay: a) Overview of DRAM organization, b) Successive accesses
to the same bank and different rows

memory access pattern, where the stride is the distance of successively accessed
memory locations, this approach becomes infeasible when the same DRAM bank
has to be accessed successively. In this case, a substantial latency is introduced
by DRAM row activations.

Previous work are mainly focused on optimizing the latency and through-
put rather than the energy dissipation of the external memory when consider-
ing stride memory access patterns. To reduce the considerable delay caused by
stride memory access in DRAM, a tile data layout was employed to improve the
external memory bandwidth utilization for 2-D FFT application in [5] . Their
approach maximizes the DRAM bandwidth utilization while at the expense of an
extra latency of O(N2) for N ×N 2-D FFT. There are also other prior research
works on effectively utilizing the DRAM bandwidth [11,13], however, energy was
not considered. To the best of our knowledge, all previous works do not consider
energy efficiency for stride memory access. Some of them develop DRAM energy
optimizations using algorithmic or architectural techniques for general purpose
computing. Algorithmic techniques for reducing memory energy have been intro-
duced in [12]. In [9], the authors proposed a conservative row activation scheme
that reduces the memory power with negligible performance impact by allow-
ing a memory rank to stay at the low-power mode longer. However, no specific
memory access patterns are discussed.

3 Memory Energy Model

3.1 External Memory

We employ a high level model for external memory energy analysis and discuss
lower bounds on the memory energy dissipation of algorithms [1]. The power
model of the external memory (such as DRAM) is defined as:

Memory Organization. An external memory is composed of several ranks,
each including several chips. A DRAM chip is organized into banks. Each bank
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consists of a two dimensional matrix of locations. At each addressable location
([Bank, Row, Column]), a fixed number of data bits (usually 8 bits) are located.
The data word denotes the memory data width. The burst length denotes the
minimum granularity at which external memory accesses are performed. The
column index is used to locate a data word in one row.

Memory Row Activation. A row of a bank needs to be activated before
accessed. A read/write operation on an active row is defined as page-hit access.
Page hit rate represents the percentage of page-hit access to the external memory.
Once the row is activated, multiple accesses on that row can be performed with
low latency. When a particular row is active, and a request is for a different
row in the same bank, the active row must be closed and the new row must be
opened. This incurs a latency penalty due to the time it takes to close the row
and activate a new row.

Memory Energy. External memory energy is determined by its access latency
and memory power. Power components of a memory bank consist of Pacc and
Pnon acc. Pacc denotes the power consumed dynamically by memory read or
write operations. Pnon acc is composed of memory activate power and back-
ground power, which are independent on memory access activities. Pnon acc

is determined by the memory power mode. For example, DRAM has multiple
power modes including active, refresh, and power down modes. Pnon acc in active,
refresh, or power down mode is denoted as Pact, Pref , and Ppdn respectively.

Besides, several time constraints are involved when accessing DRAM; time
constraints used in this work are described here (latency values for the time
constraints mentioned here are for 2Gb DDR3 SDRAM [1])

tRP precharge the long wires before switching to the next row (≈ 15 ns)
tRAS minimum time between issuing an activation and issuing a precharge

(≈ 25 ns)
tRC minimum time between issuing two successive activate commands in

a single bank (= tRP + tRAS ≈ 40 ns)
tRRD minimum time between successive activate commands to different

banks (≈ 8 ns)

We use Erow to denote the energy consumption of read and write operations
to a row within a memory bank. Erow can be computed as Erow = (Pnon acc +
Pacc) × tRC . Fig. 1b shows the process when executing successive accesses to
different rows in the same bank. A minimum time of tRC is required between
issuing two successive activate commands in a single bank. We define effective
energy Eeff row as Erow × r, where r denotes the data utilization rate within
the bank row. r decreases significantly when executing non-consecutive mem-
ory access patterns, such as stride memory access pattern where the memory
address increases with a stride m after every memory access cycle. If assuming
the number of data words in a bank row is w, r can be calculated as �w/m�when
m < w, and r would be constantly 1/w when m ≥ w.
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4 Energy Optimizations

4.1 Throughput Balanced Design

A complete FPGA design usually consists of a computation kernel and an exter-
nal memory. The external memory is composed of several DRAM chips, each of
which has a fixed output data width (usually 16 bits). The number of DRAM
chips to be in active state is determined by the memory bandwidth required
by the computation kernel on FPGA. For example, if given a computation ker-
nel running at 100 MHz requires a memory bandwidth of 3.2 GB/s, a DRAM
chip with 16 data pins running at 800 MHz can be employed to meet the band-
width requirement [1]. Note that more memory bandwidth can be obtained by
using multiple DRAM chips in parallel, however, more memory energy will be
consumed correspondingly. At run-time, unused DRAM chips should be set to
precharge power-down mode to save energy. In Section 3.1, we derived energy
consumption equations for accessing n data words on b memory banks. Similarly,
the maximum throughput achieved in DRAM can be obtained as the ratio of n to
the total amount time required for accessing the n data words. We can vary the
data parallelism p of the on-chip computation kernel with operating frequency
of f to balance the throughput between the DRAM and the computation kernel.

4.2 Data Remapping and Data Prefetching

When data are written sequentially and then read using strided addresses, suc-
cessive DRAM row activations to the same DRAM bank is needed. Strided
addresses are a sequence of addresses incremented with a stride. When per-
forming such a DRAM access pattern, a 2-D data array is first created by the
computation kernel and then written onto the DRAM with row-wise memory
write operations. The computation time and the DRAM access time are usu-
ally overlapped through pipelining. After that, the computation kernel needs to
fetch the data array with column-wise read operations. Therefore, the memory
address is increased with a stride equals to the width of the data array after
every memory access cycle. As a result, DRAM row activations may require to
be executed frequently, thus introducing a significant delay especially for large
size data arrays.

To overlap this latency, a state-of-the-art approach remaps data in blocks by
on-chip permutation. Their approach minimizes the number of row activations,
however, at the expense of O(N2) latency for N×N 2-D data array. Our DRAM
energy model introduced in Section 3 indicates that the energy consumption of
column-wise read operations can be reduced to the lower bound. In the state-of-
the-art approach, m is reduced to 0 unnecessarily [5]. Instead, we reduce m to
be lower than wb tRRD

tRC
through on-chip data permutation. As a result, the extra

latency is reduced from O(N2) to O(N). After data remapping, both the row-
wise write and column-wise read operations are executed using stride memory
access patterns. Therefore, for row-wise read operations, the generated 2-D data
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array is written with a stride m, which is
⌈
wb tRRD

tRC

⌉
. After that, the column-

wise write operations also need to be executed with the stride m. As a result,
the latency of both row-wise and column-wise memory operations are minimized.
Using this data remapping scheme, we are able to overlap the latency between
successive memory accesses on the same DRAM bank. As a result, the utilization
rate per DRAM row activation is improved significantly at the expense of extra
memory resource.

5 Experimental Results and Analysis

We use the classic 2-D FFT as the benchmark application for experimental eval-
uation. The 1-D FFT kernel proposed in [6] is employed in our implementation.
Using this kernel, we first build a baseline 2-D FFT architecture based on the
row-column 2-D FFT algorithm [7]. Then we optimized the baseline architecture
through the proposed data remapping and prefetching schemes. We compare the
energy efficiency of the optimized 2-D FFT architecture and the baseline archi-
tecture. Both designs achieve a sustained throughput of at least 3.2 GB/s for
1024 × 1024, 4096 × 4096 and 8192 × 8192 points 2-D FFT.

5.1 Experimental Setup

The experiments were conducted on a state-of-the-art FPGA-based MPSoC plat-
form Zynq-7000 with 512 MB DDR3 memory [4]. The FPGA device on Zynq-
7000 is Xilinx Artix 7. The experiments were performed using Xilinx Vivado
2014.2 development tools including the Vivado Power Analysis tool used for
determining the power dissipation [3]. The designs were verified by post place-
and-route simulation. The input matrices for the simulation were randomly gen-
erated and had an average switching activity of 50%, which is a pessimistic esti-
mation. All of the reported results are post place-and-route simulation results.
We used the VCD (Value Change Dump Format) file as input to the Xilinx
Vivado Power Analyzer to produce accurate power dissipation estimation.

5.2 Performance Comparison

We compare performance using two metrics. The first is energy per point, which
refers to power dissipated per unit throughput (points per second) in performing
2-D FFT. Another performance metric is energy efficiency (or power efficiency)
which is defined as the number of complex operations performed divided by the
total energy consumption (GFLOPS/W). In order to give a complete view of the
energy efficiency of the entire 2-D FFT architecture, we evaluate the static power
dissipation of the architecture and calculate the energy efficiency including the
static power dissipation. According to our power simulation results, the static
power of the Artix-7 is 0.085W for the optimized and baseline architectures,
regardless of how much resources are used and the operating frequency.
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Table 1. Energy performance of the optimized 2-D FFT architecture and the baseline

Baseline architecture Optimized architecture

FFT

size

Energy

per point

(nJoule)

Energy

efficiency

(GFLOPS/W)

Energy

per point

(nJoule)

Energy

efficiency

(GFLOPS/W)

Energy

efficiency

improvement

1024 × 1024 18.2 2.09 4.6 8.31 3.9x

4096 × 4096 24.5 1.89 5.8 8.01 4.2x

8192 × 8192 28.2 1.79 6.3 8.06 4.5x

By considering the energy consumed by both the DRAM and the 1-D FFT
kernel, we compare the performance of the two target 2-D FFT architectures
using the two metrics. Fig. 2 shows the power performance of the both architec-
tures. By reducing the DRAM power consumption for stride memory access pat-
terns, the power performance of the optimized 2-D FFT architecture is improved
significantly. Table 1 shows the energy performance comparison between the
baseline 2-D FFT architecture and the optimized 2-D FFT architecture. It shows
that the entire optimized 2-D FFT architecture achieves 8.31, 8.01 and 8.06
GFLOPS/W in energy efficiency for 1024 × 1024, 4096 × 4096 and 8192 × 8192
points 2-D FFT when considering both dynamic power and static power. The
energy consumption per point is reduced by 74.8%, 76.4.7%, 77.7% for 1024 ×
1024, 4096 × 4096 and 8192 × 8192 points 2-D FFT, respectively. Comparing
the results of the energy consumption per point in the 1-D FFT kernel and the
entire 2-D FFT architecture, we observe that the optimization for DRAM access
makes a major contribution to the improvement of energy performance.
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6 Conclusion

In this paper, we evaluated the energy performance of DRAM on FPGA-based
system for stride memory access. Lower bounds on DRAM energy performance
were derived for these specific memory access patterns. We developed a data
remapping technique to rearrange the data layout on the DRAM so that the
latency between successive DRAM row activations can be overlapped. The access
delay due to DRAM row activation is significantly reduced, thus saving signifi-
cant amount of energy consumed by the entire FPGA system. To illustrate our
proposed optimization, we selected 2-D FFT kernel as the benchmark applica-
tion. The experimental results show that the optimized design outperforms the
baseline in energy efficiency due to much lower energy consumption in DRAM.
In the future, we plan to build a design framework targeted at energy efficient
signal processing kernels, to enable automatic energy optimizations addressing
memory and communication energy.
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Abstract. The challenging task for streaming data is to store, analyze and visual-
ize massive volumes of data using systems with memory and run-time constraints. 
This paper presents a novel FPGA-based system to accelerate the classifier build-
ing process over data streams. The proposed system maps efficiently the well-
known Very Fast Decision Tree (VFDT) streaming algorithm on a single custom 
processor in a high-end Convey HC-2ex FPGA platform. The experimental  
results show that the proposed system outperforms by two orders of magnitude 
the software-based solutions for streaming data processing, whereas the available 
resources of the platform allow for substantial further scaling. 

Keywords: Data Stream Mining · Machine Learning · Decision Trees · VFDT · 
Hardware accelerator · FPGA 

1 Introduction 

Machine Learning (ML) is a research area of computer science that focuses on the 
extraction of useful information from raw data. The ML algorithms process data  
either in streaming mode or batch mode. The batch mode processing, which is driven 
largely by platforms like Apache Hadoop, provides mechanisms for running analytics 
across massive volumes. On the other hand, the streaming processing platforms need 
to cover two main assumptions: the reduced access to the data, which can be “seen” 
only once, and the time and memory restrictions during the processing stage. There 
are several widely used stream processing engines, like Storm and S4. 

This work presents a novel FPGA-based architecture for streaming data 
processing. The implemented architecture maps a well-known classification streaming 
algorithm, i.e. the Very Fast Decision Tree (VFDT) [1] algorithm, on a reconfigurable 
platform with very promising performance results. The contributions of this work are: 

• This is the first, to the best of our knowledge, hardware-based architecture to build 
the VFDT data streaming classifier on a high-end FPGA platform.  

• Our proposed architecture takes advantage of the fine-grained and the coarse-
grained parallelism that reconfigurable hardware can offer vs. the software coarse 
grained parallelism. 
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•  The single-FPGA-based single processor execution unit, which was implemented, 
achieves at least two orders of magnitude higher processing data rates vs. the ex-
ecution of the VFDT algorithm on a single-thread platform. 

The rest of this paper is organized as follows: Section 2 presents prior software and 
hardware-based works for data stream processing. Section 3 describes the streaming 
classification problem and analyzes the VFDT algorithm. Section 4 presents the archi-
tecture of the implemented system. Section 5 evaluates the performance of the pro-
posed system. Finally, Section 6 draws the conclusions of this work. 

2 Parallel Data Classification 

Data classification is a well-studied problem and many software and hardware solu-
tions have been proposed.  

2.1 Software-Based Data Classification Platforms 

There are many software-based platforms that focus on acceleration of the data classi-
fication workload. The Planet project [2] and the OpenPlanet project [3] used a cluster 
of processors to achieve linear reduction in the training execution time of the classifi-
cation workload. Moreover, He et al. in [4] presented parallel implementations of 
various classification algorithms based on Hadoop’s MapReduce process to achieve 
linear speedup vs. the size of the input dataset. Lastly, Tyree et al. [5] presented a 
parallel implementation of the gradient boosted regression tree algorithm using the 
MapReduce framework to achieve one order of magnitude performance speedup vs. 
single thread solution.  

On the other hand, the most widely used software-based framework for data stream 
mining is the Massive On-line Analysis (MOA) framework [6].  Another important 
stream processing tool is the Scalable Advanced Massive Online Analysis (SAMOA) 
[7] framework by the Yahoo Labs.  

2.2 Hardware-Based Data Classification Systems 

This section presents some previous reconfigurable computing-based works that fo-
cused on data classification. Luo et al. [8] presented an FPGA-based architecture 
implementing a fast Decision Tree Searching for IP Traffic Classification. Papadoni-
kolakis et al. [9] proposed an FPGA-based architecture for Support Vector Machine 
(SVM) classification and their system achieved 2–3 orders of magnitude as compared 
to the corresponding CPU implementation. Narayanan et al. [10] proposed an FPGA-
based architecture that implements the most compute-intensive kernel of most DTC 
algorithms. Their implementation offers a 5.5x performance speedup vs. the software 
implementation. Chrysos et al. [11] presented the HC-CART system, which is an 
FPGA-based system that implements the Classification and Regression Tree algo-
rithm on a multi-FPGA platform, achieving performance speedup up to two orders of 
magnitude vs. single threaded solutions, together with exceptional power efficiency. 
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Lastly, the issues involved in Big Data processing on present-day FPGA supercom-
puting platforms are presented by Dollas in [12]. 

This paper is the first work to map the widely used VFDT algorithm on hardware 
and the first hardware-based work on real-time machine learning streaming problems.  

3 Classification 

Classification is the process of assigning unseen instances to categories, based upon 
an existing model. The classification process is divided into two phases: model build-
ing and model testing.  

3.1 VFDT Algorithm 

The decision tree classification uses a decision tree as a predictive model for address-
ing the classification problem. The VFDT algorithm’s trained model is a decision tree 
structure with a dynamic incremental nature. It begins with a single node, i.e. the root, 
and each time a new data instance arrives it calculates some functions, like the Infor-
mation Gain or the Gini index, and it updates node statistics. Next, it finds the split-
ting rules that lead to the two best split decisions. Lastly, it uses the Hoeffding bound 
to decide if it is beneficial to apply the best split suggestion or not. The process con-
tinues recursively each time a new data instance arrives. The process is presented in 
Fig. 1. 

 

Fig. 1. Building of streaming classification model 

3.2 VFDT Algorithm Analysis 

This section presents some important issues as far as the nature of the VFDT algo-
rithm. The algorithm analysis showed that: 

• The training process is a much more computationally intensive process than the 
classification one.  
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• The most time consuming part of the algorithm is the computation of the split sug-
gestions at the leaves. Thus, we focused on accelerating the leaf operations by 
mapping these operations on reconfigurable technology. 

• The available parallelism of the problem lies into three directions.  
─ Parallel traversing of the tree. Each new instance traverses the model-tree inde-

pendently from the previous or the next data instance.  
─ Parallel leaf processing. The operations at the model’s leaves can take place in 

parallel.  
─ Parallel attribute processing. Operations at the model’s leaves such as updating 

the leaf statistics or the computation of split suggestions could be split into 
smaller parts that can take place in parallel for different attributes.  

4 Architecture 

This section presents the proposed architecture for mapping such compute intensive 
and streaming workloads on a reconfigurable platform, such as the Convey HC-2ex. 

4.1 Attribute Processing Module 

The Attribute Processing Module is the core unit of the proposed architecture, which 
is presented in Fig. 2. The proposed unit is used to update the attribute statistics and to 
compute the best attribute splitting rules. The Attribute Processing Module consists of 
two basic subunits: the Update Cache unit and the Compute Best Split Suggestion 
unit. 

 

Fig. 2. Attribute Processing Module 

The Update Cache module updates the statistics of a single tree node depending on 
the data instances that arrive. As shown in Fig. 2, it takes the instances that arrive to a 
leaf node and the statistics that are kept in these nodes. Then it updates the data and 
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sends them back to the memory for storage and to the next module to compute the 
best split rule.  

The Compute Best Split Suggestion unit takes as input the updated statistics and 
calculates the best splitting rule for the processed leaf node. The ABS Cache module 
and the Dedicated Arithmetic Unit implement the main workload for calculating the 
best attribute split rule.  

4.2 Extended Attribute Processing Array 

The Extended Attribute Processing Array is the basic unit of our proposed architec-
ture. Our proposed solution communicates via a fast I/O data link with the corres-
ponding software host part, as shown in Fig. 3. The proposed module consists of two 
basic subunits: the Attribute Processing Array (APA) and the Memory Controller 
Management Unit (MCMU). 

The Attribute Processing Array, i.e. APA, consists of a series of parallel Attribute 
Processing Modules. The DMA modules residing in MCMU feed APA with attributes 
and instances while the dispensers deliver the data to the Attribute Processors. Each 
Attribute Processor outputs the updated statistics of a leaf node and the best split  
suggestion for each one of the attributes, which are sent back to the memory via the 
Updated Attribute and the Best Split Suggestion (BSS) Multiplexers. Lastly, the Se-
lection Unit compares all the output best splitting rules and keeps the best splitting 
rule from all the input attributes.  

 

Fig. 3. Extended Attribute Processing Array (EAPA) 

The Memory Controller Management Unit is responsible for data I/O from the 
shared memory. The memory requests are multiplexed by the Request Multiplexer. 
All four memory-based engines, i.e. Leaf fetch, Instance Fetch, Leaf store and BSS 
store modules, are designed to use 8-byte bursts. Furthermore, the MCMU is designed 
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to take full advantage of the 64-bit memory controller port that runs at the same fre-
quency with it. 

The EAPA module is designed to be a firm basis for a larger architecture, where 
parallel EAPA modules can be employed to take advantage of more of the parallelism 
between attributes. 

5 System Evaluation 

This section presents the evaluation of the implemented system as far as the resources 
that were used and the performance results that were achieved.   

5.1 Resources  

An instance of our proposed architecture was implemented on a Convey HC-2ex server. 
Our system uses only about 5% of the available resources of a Virtex 6 LX760 FPGA 
device (out of four in the platform). Thus, our system can be easily parallelized in the 
future with many EAPAs on a single FPGA device, and then with multiple FPGAs in 
the system – as long as the memory controller can provide data. Our implemented  
system runs at 150 MHz, i.e. the clock rate for the memory data I/O ports. 

5.2 Performance  

This section presents the performance achieved by our proposed system vs. the single-
thread Java-based implementation of the Hoeffding Tree Classification algorithm 
from MOA tool version 2014.4[6]. The software experiments took place on the host 
processor of the Convey HC-2ex platform, which includes a 4-core Intel Xeon CPU 
@ 2.13 GHz with 24GB RAM. We used various input datasets for our system evalua-
tion. We built random datasets varying the parameters of the input dataset, i.e. the 
number of attributes per input instance, the number of classes per input instance and 
the number of values per attribute. The performance results from our three different 
groups of experiments are presented in the following Tables.  

Table 1. Experiment with variable number of attributes (1 instance per leaf, 1024 leaves, 8 
classes, 256 values per attribute) 

No. of  
attributes 

MOA Hoeffding Tree 
Classification 

Execution Time (sec) 

FPGA-based Hoeffding 
Tree Classification 

Execution Time (sec) 
Speedup 

32 73.84 0.51 145x 
64 147.89 0.96 154x 

128 295.54 1.85 160x 
256 590.95 3.63 163x 
512 1182.55 7.19 164x 

1024 2363.11 14.31 165x 
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Table 2. Experiment with variable number of classes (1 instance per leaf, 1024 leaves, 1024 
attributes, 256 values per attribute) 

No. of 
classes 

MOA Hoeffding Tree 
Classification 

Execution Time (sec) 

FPGA-based Hoeffding 
Tree Classification 

Execution Time (sec) 
Speedup 

2 638.11 3.61 177x 
4 1211.46 7.18 169x 
6 1785.15 10.75 166x 
8 2361.91 14.31 165x 

Table 3. Experiment with variable number of attributes (1 instance per leaf, 1024 leaves, 8 
classes, 1024 attributes) 

No. of 
values per 
attribute 

MOA Hoeffding Tree 
Classification 

Execution Time (sec) 

FPGA-based Hoeffding 
Tree Classification 

Execution Time (sec) 
Speedup 

32 79.02 1.83 43x 
64 219.62 3.61 61x 

128 673.73 7.17 94x 
256 2361.44 14.31 165x 

 
The above results show that our proposed architecture offers up to two order of 

magnitude performance speedup vs. a software solution that is implemented in a 
widely used tool, the MOA tool. Despite the streaming nature of the problem we 
showed different ways to parallelize the problem using hardware techniques like pipe-
lining and fine-grained parallelization. In addition to this, we showed that the nature 
of the input datasets does not influence the performance of our proposed design. Last-
ly, the most important issue is that our system offers multiple distinct parallelization 
levels on data processing, which cannot be leveraged by processors in software.  

6 Conclusions 

This work presented an FPGA–based architecture that implements a widely used clas-
sification data streaming algorithm, the VFDT algorithm. Our proposed architecture 
combines fine-grained and coarse-grained parallelization level, which can be effi-
ciently mapped on reconfigurable hardware. Also, we showed that the ensemble of 
modules that cooperate in a pipelined way to process a continuous stream of data 
seems to be a good architecture for such data streaming problems. Our proposed  
architecture was mapped and fully implemented on a Convey HC-2ex platform, 
which seems to be a good solution for data streaming problems, due to its high I/O 
data transmission rate and its memory organization. The proposed FPGA-based sys-
tem offers substantial performance advantages vs. widely used software solutions. 
Future work will focus on massive parallelism on all four Convey HC-2ex FPGAs 
and full exploitation of the memory-FPGA bandwidth.  
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Abstract. Proof-carrying hardware is an approach that has recently
been proposed for the efficient verification of reconfigurable modules.
We present an application of proof-carrying hardware to guarantee the
correct functionality of dynamically reconfigured image processing mod-
ules. Our prototype comprises a reconfigurable-system-on-chip with an
embedded virtual FPGA fabric. This setup allows us to leverage open
source FPGA synthesis and backend tools to produce FPGA configu-
ration bitstreams with an open format and, thus, to demonstrate and
experimentally evaluate proof-carrying hardware at the bitstream level.

1 Introduction

Hardware reconfigurability holds promise for greatly reducing the deployment
time for new hardware functionality and shortening time-to-market. System
designers increasingly rely on IP cores from third parties, but downloading and
integrating a reconfigurable module into a reconfigurable system-on-chip poses
a serious security threat. Especially for systems able to adapt their functionality
through dynamic hardware reconfiguration, there will be no time for rigorous
testing or some other time-consuming form of validation.

Proof-carrying hardware (PCH) [4] addresses this problem by proposing a
technique for a light-weight but mathematically rigorous verification on-the-fly.
Using PCH, trust into the third party IP core can be established just in time,
i.e., right before reconfiguration. Being a rather new concept, PCH has mainly
been evaluated by simulations but not yet sufficiently demonstrated by actual
prototypes. Unfortunately, the implementation of PCH at the bitstream level
is hindered by the closed nature of bitstream formats for today’s commercial
FPGAs. In this paper, we present a PCH prototype based on a virtual FPGA
fabric embedded into a reconfigurable system-on-chip. This setup allows us to
leverage open source FPGA synthesis and backend tools to produce FPGA con-
figuration bitstreams with an open format.

This work was partially supported by the German Research Foundation (DFG)
within the Collaborative Research Centre “On-The-Fly Computing” (SFB 901).

c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 365–372, 2015.
DOI: 10.1007/978-3-319-16214-0 32



366 T. Wiersema et al.

While the general approach of using a virtual FPGA fabric to gain access
to bitstream details for demonstrating the PCH concept has recently been pro-
posed [9,10], the novel contribution of this paper is the complete prototype imple-
mentation for on-the-fly verification of reconfigurable image processing modules.
The prototype allows us to demonstrate and experimentally evaluate PCH at
the bitstream level. Choosing image processing functions as example domain is
suitable since the filters have simple interfaces and consume moderate hardware
resources. Moreover, the on-the-fly replacement of image filter has a visible effect
on the system and the process of reprogramming the system from specification
of filters in Verilog to the visual effect is a matter of minutes.

The paper is structured as follows: Section 2 reviews related work in proof-
carrying hardware. In Section 3 we present our reconfigurable system-on-chip
prototype employing an FPGA overlay for running image processing functions,
and in Section 4 we explain the application of the proof-carrying hardware app-
roach to achieve on-the-fly verification. Section 5 shows experimental results and
Section 6 concludes the paper.

2 Related Work in Proof-Carrying Hardware

The concept of proof-carrying hardware (PCH) was proposed by Drzevitzky et
al. [4] as reconfigurable hardware equivalent of proof-carrying code by Necula
and Lee [8]. The main idea of PCH and PCC is the fast runtime verification
of certain a-priori agreed upon security properties, by having the producer of
the software or hardware module create a proof in advance, at design time, so
that the consumer just has to retrace or check the proof instead of generating
it itself. Often, this process is light-weight compared to the producer’s effort
since for many properties computing a proof is exponentially more difficult than
checking it afterwards. The resulting trust in the received module is equivalent to
traditional verification methods on the consumer side, but the cost for this trust
is now payed by the producer if the retracing is computationally less expensive
than actually proving the property.

Together with the introduction of PCH as a general concept, Drzevitzky et
al. [4] presented a prototype tool flow targeting an abstract FPGA architecture
using the open source hardware synthesis tool flow VTR [7]. They realized the
tool flow for both the consumer and producer, starting with a “golden” reference
behavioral hardware description and the goal to produce a functionally equiva-
lent implementation. While this work demonstrated the feasibility of the PCH
approach, the proof-carrying bitstream was for an abstract FPGA architecture
and thus could not be reconfigured onto a physical device.

Later on, Love et al. [5] shifted the focus of the PCH analysis from the
post-synthesis bitstream-level up to the pre-synthesis register-transfer-level by
modeling a subset of Verilog commands in the Coq theorem-proving language.
Such an approach requires a Coq interpreter on the consumer side to validate
the resulting proof. Moreover, the consumer has also to run synthesis and FPGA
backend tools.
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To achieve the transfer from abstract to real FPGAs, Wiersema et al. [9]
proposed to rely on the overlay ZUMA [3], an FPGA on an FPGA with open
bitstream format. They created a prototype reconfigurable system-on-chip run-
ning Linux and the ReconOS operating system [2]. Recently, in [10], the authors
presented a ZUMA overlay embedded into the memory arbiter of the Linux-based
reconfigurable system to guarantee memory security.

We also use such an embedding of an FPGA overlay into a Linux-based recon-
figurable system-on-chip as starting point for our work, and present a complete
prototype implementation for on-the-fly verification of reconfigurable image pro-
cessing modules.

3 Reconfigurable System-On-Chip with Embedded
FPGA Overlay for Image Processing

Figure 1 depicts the setup of our image processing prototype. A webcam attached
to a host PC continuously captures images which are sent to the reconfigurable
system-on-chip via Ethernet. The reconfigurable system runs at least a network
thread in software on a MicroBlaze soft core and one or more subsequent filter
threads in hardware. We use a buffering scheme that reserves an image buffer
in memory for the incoming source image and for each output of a filter stage.
The software thread is signaling the availability of a new source image to the
first filter thread. A filter thread waits for this signal, processes the image and
signals the next filter thread or the network thread, respectively. The network
thread sends the processed images back via Ethernet to the host PC, where it
gets displayed.

FPGA Memory
Microblaze

Host PC

Webcam

network thread (sw)

filter thread (hw)

source 
image

filtered 
image

read

write

write

read

Ethernet

MBox

Fig. 1. Prototype image processing application with one hardware filter thread
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We have based the implementation of our reconfigurable system-on-chip on
the open source operating system ReconOS [1]. ReconOS is an architecture and
execution environment for hybrid hardware/software systems featuring a multi-
threaded programming model which allows for regular software threads as well as
hardware threads [2,6]. Hardware threads are basically circuits that can interact
with other threads and operating system services, such as semaphores, through
a FIFO-based operating system interface (OSIF). Additionally, each hardware
thread can access the ReconOS memory subsystem through a FIFO-based mem-
ory interface (MEMIF).

filter thread (hw)

protocol 
state 

machine

overlay

reconfigure

line buffer
write enable

line address color data

line address color data

color data

OSIF ......

MEMIF

...

...

line width

set

Fig. 2. Overlay embedding into a hardware thread for image processing

Similar to [9], we integrate a ZUMA [3] FPGA overlay into a ReconOS hard-
ware thread. Figure 2 shows this embedding in detail. The original ReconOS
hardware thread comprises a protocol state machine, an image line buffer and
a line width register. The protocol state machine is connected to the OSIF for
communicating with other filter threads or the network thread on the MicroBlaze
and to the MEMIF for reading and writing image data from and to memory. An
image line is read from memory and stored in the incoming FIFO of the MEMIF
word by word, where each word contains information for one pixel, i.e., three
8-bit color and an alpha channel. The protocol state machine writes the color
data for a pixel and its line address to the filter module. Thus, an image line
corresponds to a row and the line index to a column of the image. For realiz-
ing image filters, the filter module can also read the line width. The output of
the filter module is modified color data and a line address, i.e., the column in
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the line buffer where the color data is written to. Once a complete image line
has been processed, the protocol state machine writes the line buffer back to
memory. Additionally, the protocol state machine handles the thread-internal
reconfiguration process for the FPGA overlay.

The structure of the hardware thread apparently poses constraints on the
type of image filters that can be implemented. We can either implement point
filters that operate independently on each pixel or filters working on one-dimen-
sional stencils. Furthermore, since the filter can access the line width parameter,
operations such as mirroring in horizontal direction can be implemented. The
image processing filters are specified in Verilog.

We decided to implement moderately complex filters for our PCH prototype
to keep the required area for the FPGA overlay reasonably small. Since we filter
a whole line of the image in one step, our overlay is input/output-bound rather
than LUT-bound or ZUMA cluster-bound, respectively. This consideration led
us to a flat architecture of ZUMA clusters, as shown in Figure 2.

4 On-The-Fly Verification with PCH

We now apply the proof-carrying hardware (PCH) concept to our image process-
ing prototype. As a first step, we need to discuss the different roles or parties
involved. The PCH concept knows the consumer, who defines the functionality
and the security specification of the hardware module, and the producer, who
manufactures a module according to the specification, and then proves the con-
formity to the security specification. In our prototype scenario, we consider both
the PC and the reconfigurable system-on-chip as the consumer, and the PC as
the producer. For simplicity, the PC serves both parties without loss of general-
ity. Furthermore, we assign not only the reconfigurable system-on-chip but also
a PC to the consumer to run tools such as ABC and tracecheck; an investigation
on the feasibility of running such tools on embedded CPU cores is part of future
work.

Figure 3 outlines the steps performed in our PCH scenario which is similar
to the steps described in [4]. The consumer specifies the functionality of the
image processing filter by providing Verilog source code, as well as the security
specification which in our case is demanding full functional equivalence between
the (golden) Verilog source and the circuit represented by the final bitstream.
The producer synthesizes the filter for the target platform, which is our instanti-
ation of the ZUMA FPGA overlay. This step results in a virtual bitstream. The
producer then extracts the logic function from the virtual bitstream to combine
it with the original specification into a miter function in CNF form. This CNF
formula is proven to be unsatisfiable by a SAT solver, which proves functional
equivalence between specification and implementation. This works for combina-
tional and time-bound sequential ciruits. The resulting proof trace together with
the virtual bitstream is sent to the consumer, who also forms the miter with the
extracted logic function in order to compare this miter CNF with the one that
is the basis of the proof trace. Only if the miters match, the consumer knows
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Fig. 3. Proof-carrying hardware flow for the image processing filters

that the provided proof trace is actually about the specified image processing
function. As a next step, the consumer verifies the proof using the proof trace.
If this step is successful as well, the consumer configures the FPGA overlay with
the virtual bitstream. If any of the two checks fail, the consumer indicates the
failure through its user interface on the PC.

5 Experimental Results

In this section we present experimental results measured on our prototype
running a ReconOS system on a Microblaze soft-core @ 100 MHz on a Xilinx
Virtex-6 FPGA ML605 board attached to a host PC with an Intel(R) Core(TM)
i7-3720QM CPU @ 2.60GHz processor and 4 GiB RAM. We have configured the
ZUMA overlay for the image processing filters as an 20×1 array of clusters with
4 LUTs each and 30 tracks wide routing channels.

In the first experiment, we have determined the area, timing, and synthesis
and reconfiguration times for a reconfigurable system-on-chip without (original
version) and with the PCH-enabling overlay (overlay version). Table 1 lists the
results and overheads. Rows one and two show the required area for the complete
design for both versions, i.e., including the Microblaze, I/O controllers, and
ReconOS. Additionally, the resources necessary for the overlay only are shown.
The use of the FPGA overlay for filtering thus increases the total area only by
a factor of 1.34. The third row of Table 1 presents fmax for the original and
overlay versions, which is dramatically lower for the overlay version than for the
original one. This frequency is the worst case timing estimate calculated by Xilinx
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tools for the overlay, and not a specific overlay configuration. Hence, this overly
pessimistic estimate leads to rather slow clock rate for the hardware thread itself.
However, in our experiments we have found that clock rates of up to 100MHz still
produce good results, a thorough timing estimation for the FPGA overlay is part
of future work. The synthesis times are displayed in the fourth row of Table 1 and
show that while synthesizing the complete reconfigurable system-on-chip with
or without the overlay amounts to roughly 50 minutes, the synthesis process
for a single overlay configuration considerably less than a minute (actually, less
than one second). Finally, row five shows the times it takes to reprogram the
hardware with a new bitstream. For both versions reconfiguration from the host
PC takes about one minute. Just exchanging the filter module on the overlay
can be done in less than 0.2 seconds. Overall, using an FPGA overlay to enable
the application of a PCH flow for on-the-fly verification increases the area only
by a moderate amount, while allowing for significantly faster filter synthesis and
reconfiguration.

Table 1. Area and timing of our prototype. Numbers given in % express the fraction
of resources available on the Xilinx Virtex-6 of the ML605.

Measure Original version Overlay version Overlay

area [LUTs] 17,888 (11%) 23,945 (15%) 5,512 (3%)
area [LUTRAMs] 2,038 (3%) 7,456 (12%) 5,418 (9%)
max frequency [MHz] 100.756 0.929 –
synthesis time [min] ≈ 50 ≈ 50 � 1
reconfiguration time [s] 60 60 0.16

As second experiment, we have evaluated the execution of the PCH tool
flow as shown in Figure 3, starting with a filter’s Verilog source and ending
with either accepting or rejecting the implemented filter. Table 2 shows the
times required for generating and validating the proof. for three filter types. We
note that the absolute times for creating and checking proofs are rather small
which can be attributed to the relatively small filter circuits being used, as the
running times on both sides were largely dominated by formulating the miter
function from specification and implementation of the circuit. The expected PCH
workload distribution between producer and consumer is still evident, albeit
barely. Applying the PCH approach to image processing filters proved to be
successful, yielding easily verifiable proofs for the consumer.

Table 2. Proof properties for a selection of filters

Filter Proof generation [s] Proof validation [s]

Gray filter 0.111 0.105
Mirror filter 0.129 0.121
Combined filter 0.129 0.121
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6 Conclusion

In this paper we have presented a complete prototype for on-the-fly verification
of image processing modules for a reconfigurable system-on-chip. The prototype
leverages ReconOS and ZUMA with corresponding commercial and open source
tool flows. On-the-fly verification is established by a proof-carrying hardware
approach that enables the reconfigurable system-on-chip to guarantee that a
downloaded bitstream implements a partially reconfigurable module which is
actually functionally equivalent to its specification.

Future work includes developing an accurate timing analysis for the FPGA
overlay and more complex image processing functions.
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Abstract. This paper addresses an optimal mapping approach which
also exploits the partial reconfiguration property of modern CGRAs.
Hence this approach is not only suitable for applications which can be
accommodated on the available grains but also for larger applications
(or a set of applications) that need more grains than what is provided
by the CGRA platform. This is achieved by mapping partitions of the
application dynamically (during the life time of the application) onto
the platform. The proposed mapping flow integrates scheduling, binding
and place & route steps into one mapping step using a (Mixed) Integer
Linear Problem formulation. The algorithm is implemented using TOM-
LAB/CPLEX toolbox and we assess its efficacy on a set of 40 synthetic
task graphs as well as some real life multimedia applications.

Keywords: Optimization · Partial Runtime Reconfiguration · CGRA ·
MPSoC

1 Introduction

The world of multimedia processing and telecommunication stacks is charac-
terized by increasing speed and performance needs. The raw compute power
necessary is fed by the ever increasing transistor densities enabled by inno-
vations in the VLSI domain. However, this growth has to take into account
increased defect densities, shorter time to market as well as high NRE costs.
These two conflicting developments have made Coarse-Grained Reconfigurable
Architectures (CGRAs) a popular implementation platform. The granularity of
reconfiguration in CGRAs is higher than FPGAs and hence these architectures
require less configuration memory for programming. This makes them achieve a
significant reduction in area and energy consumed per computation as compared
to FPGAs. A typical implementation of a function on CGRA vis-as-vis FPGA
is tasks (higher performance) as it contains fewer switches for interconnects due
to its higher granularity.

Embedded and multimedia applications can be described as task graphs.
Mapping of such task graphs onto a 2D mesh of dynamically reconfigurable tiles
requires temporal “partitioning” of the task graph in cases where the number
of tiles is less than the number of tasks in the graph. We introduce a mapping
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 373–382, 2015.
DOI: 10.1007/978-3-319-16214-0 33
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approach to optimally map an application, given its task graph, onto a partially
and runtime reconfigurable CGRA, while minimizing total reconfiguration or
execution time of the application.

To motivate this, we use a sample CGRA to map a task graph (Fig. 1(a)).
Let us name tile in ith row and jth column of the CGRA as Γ(i,j). In Fig. 1(c),

(a) Task graph (b) Task mapping (c) Task pipelining

Fig. 1. Task graph mapping onto a 3 × 3 platform

a simple task graph with only three tasks in sequence, is mapped onto a CGRA
of size 3 × 3. Whenever task 1 in tile Γ(1,1), has processed a data block, it will
send it to task 2 in tile Γ(1,2), then task 1 can immediately start processing
the next data block. The same happens between tasks 2 and 3. Therefore all
three tiles will be busy processing incoming frames in a pipeline. The capability
of CGRA in supporting such pipelined implementation, helps in decreasing the
total execution time of the application by overlapping task execution times.

Figure 1(b), illustrates mapping of the task graph onto a 3×3 CGRA. There
are only nine tiles in the CGRA, where there are 11 tasks in the task graph. One
single configuration of the CGRA when a partition of a task graph is mapped
onto it is called a “snapshot”. In the present case, it is not possible to map the
entire task graph in one snapshot and hence the task graph has to be partitioned
into a number of snapshots. The main contributions of this paper are:

– An (M)ILP formulation for minimizing the reconfiguration cost as well as
execution time of the application task graph mapped onto a partially recon-
figurable CGRAs has been proposed.

– The effectiveness of the mapping algorithm has been demonstrated using
synthetic TGFF [2] task graphs and some real applications.

The paper is organized as follows. In Section 2, we present a brief review of
the work related to mapping algorithms for CGRAs and MPSoCs. In section 3,
we formally define the problem while in section 4 an ILP formulation for the
proposed mapping flow targeting minimum context switch overhead is detailed.
This is later enhanced to an MILP to minimize the total execution time of the
application. Finally experimental results are presented in Section 5.
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2 Related Work

The mapping techniques reported for MPSoC are on task level and even appli-
cation level. The mapping techniques for MPSoCs can be categorized as static
and dynamic mappings [3]. Most of the static mapping studies target minimum
energy consumption, where some try to minimize total execution (computation +
communication) time of the application [4], or communication cost [5], or inter-
tile contention or traffic. But one key common assumption in all these works is
that they target applications that can be mapped to the platform in one snap-
shot, implying that they do not exploit reconfiguration capabilities of the plat-
form. Either number of tiles is more than the number of tasks of the application
task graph or more than one task is mapped onto each tile.

There are only few dynamic mapping techniques that exploit reconfiguration
to support mapping larger applications or a set of applications. In these tech-
niques either tasks or links are changed during reconfiguration to make it possible
for the platform to map a larger set of tasks. In [6] there is a large global memory
(task memory) and whenever a tile has finished executing its allotted task, new
task can be loaded from this global memory onto the tile during context-switch.
In [7] there is no global memory but enough space to load new tasks to the
local memory of each tile. So context-switch effort is minimized to controlling
which task among these pre-loaded ones should be executed in each snapshot. In
both mentioned cases there is no reconfiguration of links. Each tile has a router
which is connected to its four nearest neighbouring tiles. Therefore, data from
one tile can be routed to any other tile using packet switching. While dynamic
mapping allows mapping of new incoming tasks/applications during runtime, no
optimized solution has been proposed till date.

To the best of our knowledge, this is the first paper to present an optimal
task-level static mapping technique which exploits the reconfiguration capability
of the platform.

3 Problem Definition

The goal of our algorithm is to map a data streaming application represented as
a “task graph” onto a 2D array of tiles. Tese tiles or processing elements (PEs)
can be simple RISC processor [1]. The algorithm addresses the following cases;
Map a large application with more PEs requirements than that available on the
fabric as well as map more than one application onto the fabric simultaneously,
when the area provided by the fabric is inadequate. The objective is to minimize
either the total reconfiguration time or the total execution time. We make the
following assumptions regarding each task; the number of incoming edges for a
task of the task graph, cannot be more than the maximum possible number of
neighbours in a platform (e.g. 4 in 4NN). The code size as well as data size of
each task can be accommodated in the instruction and data memory respectively
of each PE, otherwise the task has to be decomposed. Computation time of each
task is fixed or we should be able to estimate an average execution time of each
task.
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The minimum number of snapshots(M) for the application is decided based
on M ≥

⌈
n

K×L

⌉
, such that n is the number of tasks, and K and L are number

of rows and columns in the CGRA. Therefore for our mapping ILP, we start
with minimum possible value for M and if it turns out to be infeasible then we
increment M , and repeat the mapping process.

The Input to the algorithm is a Task graph G=< V,E > representing
the application. V is the set of tasks V = {vi|i = 1, 2, ..., n}, and E is the
set of directed dependency edges representing data channels between tasks,
E = {ej |ej =< i1, i2 >, j = 1, 2, ..., ε}. Two different costs are associated
with each task and edge: computation cost and reconfiguration cost. Computing
cost is the runtime of the task ci, or time to transfer data through the edge cj .
Reconfiguration cost is the time to set up the task for computing ri, or set up
the channel for data routing rj .

The Hardware Platform is a set of homogeneous tiles set up in K rows and
L columns, {(k, l)|k = 1, ...,K and l = 1, ..., L}, in which any tile can be used
either for computing or routing purposes. The interconnection is mesh-like: each
tile is connected to its four nearest neighbours (4NNs), except the boundary
tiles. Data and instruction memories of all tiles are of the same size.

The Output is the set of M snapshots S = {Sm|m = 1, ...,M} such that
Sm = {Xm, Y m}, Xm is the set of computing tiles, and Ym is the set of routing
tiles in snapshot m. It must be mentioned that while only one computing tile is
assigned to each task, zero, one or multiple routing tiles could be allotted to an
edge.

The Mapping function f : G− > S partitions the application task graph
into labelled partitions p1,p2,...,pM such that each partition is mapped onto
the same fabric at different instances of time (snapshot), respecting the data
dependency constraints. In this case, computation time in each snapshot will be
evaluated based on the critical path latency of that snapshot, δm. Reconfigura-
tion time of a snapshot is the summation of reconfiguration time of all computing
and routing tasks allotted to each of the snapshots, γm.

The target applications in the proposed mapping flow are multimedia applica-
tions which go through a set of tasks to process a sequence of frames. Assuming,
I is the number of frames to be processed, then there will be I iterations for the
outer loop of the application. There are two possibilities: either the execution goes
through all the snapshots for each incoming frame, or the execution of the appli-
cation goes through an inner loop of size J to process J frames before switching
to the next snapshot. τ1 (Eqn. 1) is for the former case and τ2 (Eqn. 2) is for the
later case.

τ1 = I ×
M∑

m=1

(δm + γm) (1) τ2 =
I

J
×

M∑
m=1

(δm +(J − 1)×hm + γm) (2)

The mapping process consists of mapping both tasks and edges. In the next
section, we develop an Integer Linear Problem formulation (ILP) to solve this
mapping problem.
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4 Problem Formulation

In this section we will first develop an optimal mapping algorithm targeting
minimum reconfiguration cost, and minimum execution time for the application.
As there are likely to be both forward and backward data transfer edges in some
of the task graphs, the algorithm is subsequently modified to cover edges.

4.1 Objective: Minimizing Total Reconfiguration Time (ilpr)

Total execution time is the sum of total computation time and total reconfigura-
tion time. We first propose an ILP formulation for minimizing total reconfigura-
tion time. To build up the constraints set, two binary variables are introduced;
xiklm and yjklm.

xiklm =

{
1 if task i is mapped to tile (k, l) in snapshot m.
0 Otherwise.

(3)

yjklm =

{
1 if edge j is mapped to tile (k, l) in snapshot m

0 Otherwise.
(4)

Each task has to be mapped onto one and only one tile in one and only one
snapshot; (Eqn. 5).

∀i,
∑
k

∑
l

∑
m

xiklm = 1 (5)

Each tile can be assigned to at most one task or to any number of edge segments
originating from the same source task (Eqn. 6, Eqn. 7). ε represents the number
of edges in the task graph. Equation 6 represents that any tile (k, l) in any
snapshot m, can be occupied by either one task or at most ε edges, originating
from the same source node.

∀k, l,m, (ε ×
∑
i

xiklm) +
∑
j

yjklm ≤ ε (6)

Equation 7 binds the edges routed through a tile to the edges that originates
from the same source node.

∀k, l,m, j1, j2 associated with j, i.e. < i1,i2 >, yj1klm + yj2klm ≤ 1 (7)

The Eqn. 8 defines “edge segment forward dependencies”; dependencies of an
edge or edge segment to its destination task in the same snapshot, or to another
edge segment in the same or next snapshot. Similarly we need “edge segment
backward dependencies” equation, to represent dependencies of an edge segment
to its source task in the same or previous snapshot as well as its dependency to
another edge segment in the same or previous snapshot. Similar equations are
required to represent tasks dependencies in forward or backward direction. We
need to use both forward and backward constraints. These equations take care of
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dependencies between snapshots, otherwise the connectivity from source task to
destination task of an edge maybe lost in between. But due to space limitation
we have not given them here.

∀k, l,m, j, in which j =< i1, i2 > yjklm ≤ xi2(k−1)lm + xi2(k+1)lm+
xi2k(l−1)m + xi2k(l+1)m + yj(k−1)lm + yj(k+1)lm + yjk(l−1)m + yjk(l+1)m+

yjkl(m+1) (8)

We now consider the possibility of extra edge segments mapped to the last
snapshot while they are not connected to anything else except themselves. The
next two equations are written to avoid such cases. Equation 9 makes sure that
no edge segment of an edge appears in a previous snapshot of its source task
snapshot, and Eq. 10 makes sure that no edge segment of an edge is allotted in
a snapshot which comes after the snapshot containing its destination task.

∀j,m
∑
k

∑
l

yjklm ≤
∑
k

∑
l

m∑
p=1

xi1klp (9)

∀j,m
∑
k

∑
l

yjklm ≤
∑
k

∑
l

M∑
p=m

xi2klp (10)

Equation 11 represents total reconfiguration cost which consists of reconfigura-
tion cost for both tasks and edges.

γm =
∑
k

∑
l

{
∑
i

(xiklm × ri) +
∑
j

(yjklm × rj)} (11)

The first term in Eq. 11 is fixed as each task has to be mapped onto a computing
tile. Consequently the objective function reduces to minimizing the second term
which is the total reconfiguration cost for edges. Minimizing the total recon-
figuration cost results in minimum number of routing tiles and consequently
minimum corresponds also to the number of snapshots. Equation 12 is used as
objective for the ILP based on the constraint set defined in Eqs 3 to 10. The
overall objective is to minimize the total cost over all frames as given by τ3
below:

τ3 =
I

J
×

∑
m

γm (12)

4.2 Objective: Minimizing Total Execution Time (ilpx)

In the new ILP formulation, we can use the same set of constraints described
in Eqs. 3 to 10. We need to change the objective from τ3 given in Eq. 12 to
τ1 or τ2 in Eqs. 1 and 2. We target the latter. While different values of J will
converge to the same solution using ilpr but as seen in Fig. 2, Ilpx may converge
to different solutions. Different values of J may cause choosing different paths
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(a) ilpr: J=1 (b) ilpx: J=1 (c) ilpx: J=10 (d) ilpx: J=100

Fig. 2. ilpr vs. ilpx for the task graph given in Fig. 1 (I=1000)

as critical path in snapshot m. Accounting for reconfiguration cost (γm) for each
snapshot was done by adding reconfiguration cost of each task and edge segment in
that snapshot. However, for computation cost we need to find critical path latency
δm and the maximum task latency hm in each snapshot as stated in τ2 (Eqn. 2).
Finding critical path latency and maximum task latency in each snapshot while
maintaining linearity of the optimization problem is resolved by definition of a
new function called “Path Lister”. The Path Lister function receives a task graph
as input and gives two matrices as output. In both matrices the number of rows
is equal to number of paths in the task graph. In the first matrix, pt, each row
states which tasks exist in the corresponding path while in the other matrix pe
each row states which edges exist on the corresponding path (e.g. Fig. 3). Output
of function “Path Lister” is formulated in Eqs. 13 and 14. Following equations are

(a) Task Graph

(b) Matrix: Pt

(c) Matrix: Pe

Fig. 3. Task and Edge path (Pt, Pe) matrices

pt(i, p) =

{
1 if task i exists in path p.

0 Otherwise.

(13)

pe(j, p) =

{
1 if edge j exists in path p.

0 Otherwise.

(14)

new constraints besides Eqs. 3 to 10 for our new ILP problem. δpm is the latency
of path p in snapshot m, and hpm is the maximum latency task in path p in
snapshot m.

∀m, p ∈ {1..P}, δm ≥ δpm (15)

δpm =
∑
k

∑
l

{
∑
i

{xiklm × Ci × pt(i, p)} +
∑
j

{yjklm × Cj × pe(j, p)}}+

(J − 1) × hpm (16)
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∀i,m, p, hpm ≥
∑
k

∑
l

{xiklm × Ci × pt(i, p)} (17)

So far, Eqs. 16 to 17 are new constraints along with Eqs. 3 to 11, and the
objective function of our ILP is the one given in τ2 (Eqn. 2). The formulation
presented above works for task graphs with only forward edges, but some data
streaming applications (e.g. H.264 codec) also have backward edges. We need to
treat snapshots as though they are connected as a circular list. If data generated
by a task in snapshot 2 is going to be used in snapshot 1, the same tile assigned
to the task in snapshot 2 must do data buffering in snapshots 3, 4 and 1. Based

Fig. 4. Circular perspective of snapshots Fig. 5. PreProcessing Step

on this simple view, we replace Eq. 8 with the following equation, to cover both
forward and backward edges.

∀k, l,m, j, in which j =< i1, i2 >; yjklm ≤ xi2(k−1)lm + xi2(k+1)lm+
xi2k(l−1)m + xi2k(l+1)m + yj(k−1)lm + yj(k+1)lm + yjk(l−1)m + yjk(l+1)m+

(m! = M)yjkl(m+1) + ((m == M)&(i2 < i1))yjkl1 (18)

We also change “Path Lister” appropriately so by inserting “PreProcessing” and
“Postprocessing” steps to the default “Path Lister” algorithm which help convert
the circular buffer view into the task graph with only forward edges. The (M)ILP
formulation runs in a reasonable time if number of tasks and edges is not more
than 20. In the next section, we present the experimental results of running the
proposed algorithm on some synthetic and real application task graphs.

5 Experiments

In order to evaluate the accuracy of the (M)ILP formulation, we use two set of
task graphs; forty synthetic task graphs generated using TGFF package as well
as some real streaming applications. TOMLAB/CPLEX optimization toolbox
is used in Matlab to implement our (M)ILP approach, using cut-and-branch
solver. The Platform is a 2D mesh array of tiles of size 2 × 2, 3 × 3, and 4 × 4.
For the 40 synthetic task graphs some random values are assigned as execution
as well as reconfiguration time. The chosen range for random values is between
(1000, 100) for a task and (100, 10) for an edge. Experiments are performed on
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(a) MILP solver runtime (b) Application execution time

Fig. 6. Application execution time and Solver runtime for both ilpr and ilpx

a Intel core 2 duo CPU (1.60GHz with 6GB memory). Based on the illustrated
results while ilpx improves the total execution time of the target application by
only 13.97 percent but it takes 31X more time than ilpr approach. ilpx also
occupies 2.3X more space in RAM during execution than ilpr. The graphs are
sorted based on their complexity; number of tasks and edges. But we noticed
that (M)ILP solver for two task graphs with the same number of tasks and
edges takes different time to converge to a solution. The reason is a third factor;
length of edges. The proposed (M)ILP solver requires more time to converge to
optimal solution for the task graphs with a higher variety in their edges length
compared to the task graphs with almost equal length of edges. Note we could
not map the last four graphs using ilpx approach due to the RAM size limitation.
We also mapped other applications like JPEG Encoder, Sobel Low-Pass Filter,
Huffman Coding and JPEG2000 Decoder to assess the accuracy and efficacy
of the (M)ILP formulation. In Fig. 7 task graph of the JPEG Encoder along
with its implementation on a 3 × 3 array of reMORPH is given. Runtime and
reconfiguration cost of the tasks and edges is measured after implementation on
reMORPH; as given in Table 1. We implemented these applications on an array
of MicroBlazes using XUP-V5 FPGA board and summary results are shown in
Table 2.

Table 1. Task Costs

Task runtime reconf. cost
#cycles #cycles

S 720 11

D 133324 62

QZ 2296 47

H1 7934 71

H2 1587 56

H3 1651 151

H4 2300 180

H5 6823 109

(a) Task Graph (b) Mapping

Fig. 7. Mapping Jpeg Encoder to 3 × 3 grid
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Table 2. Testcases mapped to 2D mesh of microblazes in XUP-V5

Textcases 2*2 Platform Larger Platforms

Name #byte n ε M #routing exec. (#clk) M #routing exec(#clk)

Soble LowPass Filter 64 5 5 2 1 36195 1 0 26708

Huffman Coding 512 7 6 2 1 5270626 1 0 5121010

JPEG2000 Encoder 16K 8 7 3 2 55650087 1 0 53406896

6 Conclusion

This paper presents an optimal mapping technique for reconfigurable CGRA
fabrics. The results of mapping synthetic examples derived from TGFF as well
as real multimedia test cases show that the algorithm is able to achieve the
minimum execution time or minimum reconfiguration time. The algorithm is
scalable for mapping large task graphs as well as multiple task graphs that
cannot be accommodated in the given silicon area. In the future, we would like
to explore overlapping of execution of some of the grains while updating of other
grains with the next snapshot. We also intend to generalize the approach for 3D
fabrics as well as other interconnect topologies.
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Abstract. FPGA accelerators can achieve higher computation perfor-
mance and better power efficiency than CPUs and GPUs, because design-
ers can implement circuits that realize application-specific pipelined
hardware and data supply system. In this paper, we propose a portable
and high-speed FPGA accelerator employing USB3.0 which is a data
transfer interface with high versatility and high speed. We choose sort-
ing as a practical application for the FPGA accelerator, and then design
and implement the FPGA accelerator that executes sorting at high speed.
To demonstrate the high portability, we evaluate the FPGA accelerator
with several desktop PCs and laptop PCs. The evaluation result shows
the sorting speed of the proposed FPGA accelerator is 1.26x and 2.60x
higher than Intel Core i7-3770K operating at 3.5GHz and Intel Core i3-
4010U operating at 1.83GHz, respectively. From this evaluation, we also
show that the proposed FPGA accelerator has high portability.

Keywords: FPGA · Accelerator · Portable · High-speed · Sorting

1 Introduction

In order to achieve high computation performance and good power efficiency,
it is promising to accelerate poor tasks for CPUs by GPUs or FPGAs. In par-
ticular, FPGA accelerators can achieve higher computation performance and
better power efficiency than CPUs and GPUs, because designers can imple-
ment circuits that realize application-specific pipelined hardware and data sup-
ply system[4,10].

In this paper, we choose integer sorting as a practical application accelerated
with FPGA, because it is an extremely important computation kernel that has
been tried to be accelerated in a lot of fields, such as database, image processing,
data compression [6,7,9].

There are a lot of sorting algorithms. In particular, quick sort and merge sort
are known to be more practical algorithms than the others. Table 1 shows the
measured execution time of quick sort and merge sort. We used two input-data
sequences consisting of 32M and 64M elements, respectively. The data type of
the elements is 4-byte integer. Each input-data sequence has three types; random

c© Springer International Publishing Switzerland 2015
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Table 1. Execution Time of Quick Sort and Merge Sort

# of Elements 32M 64M

Data Sequence Random Sorted Reverse Random Sorted Reverse

QuickSort 2.754sec >2hours >2hours 5.817sec Unmeasured Unmeasured

MergeSort 4.121sec 1.562sec 1.494sec 8.512sec 3.253sec 3.125sec

Fig. 1. The Evaluation Environment (a Host PC and The FPGA board supporting
USB3.0)

data sequence (“Random”), sorted data sequence (“Sorted”), and reverse sorted
data sequence (“Reverse”). We implement quick sort and merge sort in C, com-
pile them with Microsoft Visual C++ Compiler 2013 (/Ox optimization), and
measure the execution time of them. Quick sort and merge sort are executed as
single thread of Intel Corei7-3770K operating at 3.5GHz. The execution time is
the processing time of only sorting, and does not include the time of initializing
data and displaying sorted data.

As shown in Table 1, although “Random” of quick sort is faster than merge
sort, “Sorted” and “Reverse” of merge sort are much faster than quick sort. This
is because the computational complexity of quick sort in the worst-case, where
data is already sorted, is O(n2), while the worst-case computational complexity
of merge sort is O(n logn). In general, quick sort is known as the fastest sorting
algorithm. However, quick sort depends on the input-data sequence type. For this
result, we figure out merge sort is a more practical sorting algorithm than quick
sort because merge sort is insulated from the influence of the input-data sequence
type. Then, we aim to accelerate sorting by FPGA accelerators, compared with
merge sort.

In the case of developing FPGA accelerators, a data transfer interface between
the host PC and the FPGA accelerators has to be considered. There are several
interfaces, such as UART, eSATA, Ethernet, PCI Express, and USB. Among
them, USB3.0 has the following advantages.

– High data transfer speed (up to 5Gbps).
– Hot swapping.
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– With the 900mA bus power supplies, low power devices can be operated by
just connecting a single USB cable.

– It is supported by most of modern computers.

Because these advantages are very desirable as a data transfer interface between
a PC and an FPGA accelerator, we propose an FPGA accelerator supporting
the USB3.0 connection. Fig.1 shows the proposed FPGA accelerator connected
with a Laptop PC. The FPGA accelerator receives the unsorted data from the
host PC, executes sorting, and sends back the fully sorted data. In this paper, we
evaluate the sorting performance of the FPGA accelerator employing USB3.0.
To demonstrate its high portability, we compare the sorting performance of the
FPGA accelerator with several desktop PCs and laptop PCs.

The paper is organized as follows. We present related works in Section 2. In
Section3, the design and implementation of the proposed FPGA accelerator are
explained. Section 4 shows the evaluation of the sorting performance. Finally,
we conclude this paper in Section 5.

2 Related Works

There are a lot of sorting algorithms that can be implemented on FPGAs. The
merge sorter tree [5] can achieve highly effective performance and efficient hard-
ware resource usage. The merge sorter tree is a datapath that executes merge
sort. Each sorter cell compares two input-values and output one of them depend-
ing on the comparison result.

Koch et.al [5] proposed an FPGA-based sorting method, which combines
an FIFO-based merge sort with the merge sorter tree. In this method, first the
FIFO-based merge sort is used. Then, the sorting is executed by using the merge
sorter tree several times. We employ this method to design our sorting logic.

In [7], sorting networks on FPGAs are discussed in detail. Sorting networks
can realize even-odd merge sort, bitonic sort, bubble sort, insertion sort and so
on, by changing the connection of the comparators. However, the input-dataset
width for this method depends on the implementation. If the input-dataset width
is wider, it is necessary to execute merge sort on a CPU. This means that the
sorting cannot be finished within FPGAs.

Recent works show that many applications are more highly accelerated by
FPGAs than CPUs and GPUs [4,10]. In [10], an FPGA accelerator for stencil
computation is proposed. Stencil computation is used in lots of field, such as fluid
calculation and weather calculation. This FPGA accelerator is implemented by
using multiple DE3 FPGA boards, each of which has an ALTERA Stratix II
I FPGA. Compared with Intel Core i7-3930K with six cores operating at 3.2
GHz, this FPGA accelerator achieves up to 13.7x higher computation perfor-
mance. [4] also proposes an FPGA accelerator for stencil computation. Unlike
[10], this accelerator is implemented by using multiple small FPGAs. This per-
formance/Watt value is about 3.8x better than NVIDIA GTX280 graphic card.

Recently, some companies use FPGAs to accelerate several specific applica-
tions [1,8]. [1] develops FPGA accelerators with hundreds of pipeline stages and
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sells them to companies, especially finance and oil exploration companies. In [8],
FPGAs are employed to accelerate data center tasks. This technology improves
PageRank throughput of Bing at twice.

3 Design and Implementation

3.1 Sorting Logic

Fig.2 shows the datapath of the sorting logic implemented on an FPGA.
The dotted line region in Fig.2 is the merge sorter tree, which executes the

main part of sorting. Squares and circles in the merge sorter tree represent
FIFOs and sorter cells respectively. The sorter cell is a combinational circuit
that compares two input-values, and then outputs one of them depending on the
comparison result.
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Interface Module in Fig.2 receives the unsorted data from a host PC and
sends back the fully sorted data. Interface Module sorts two elements each (this
parameter depends on the size of merge sorter tree and the number of elements
to be sorted) of this input-data sequence, and then stores them to Input Buffers.
Each Input Buffer is an asymmetry FIFO whose input-data width is 64bits (two
elements) and output-data width is 32bits (one element). A data sequence, which
is partially sorted in the merge sorter tree, is temporarily stored to an Output
Buffer. After that, the partially sorted data sequence is stored into DRAM. The
Output Buffer is an also asymmetry FIFO whose input-data width is 32bits (one
element) and output-data width is 64bits (two elements). Note that the DRAM
controller’s data width is 64bits.

Fig.3 shows how sorting is executed in the merge sorter tree. In this paper,
each leaf of the merge sorter tree is referred as a way. Next, we explain the
sorting process in the 4-way merge sorter tree shown in Fig.3.

First, at Cycle N, four numbers (8, 3, 1, 2) are read, each from a way. Then,
”8” and ”3”, as well as ”1” and ”2” are compared. Note that the sorted data
sequences are stored in the leftmost FIFOs. The sorter cells output smaller ele-
ments, unless their output FIFOs are full.

At Cycle N+1, ”3” and ”1”, ”8” and ”5”, ”3” and ”2” are compared by three
sorter cells. Every sorter cell outputs the smaller element of two input elements,
because all of the FIFOs are not full.

At Cycle N+2, every sorter cell compares two input elements. The sorter cell
that compares ”8” and ”7” does not output ”7” because its output FIFO is full.
If this FIFO is not full, ”7” is emitted. Finally, the whole sorted data sequence
is obtained from the root of the merge sorter tree.

4-way merge sorter tree can merge four sorted data sequences into one sorted
data sequence. If the number of sequences is more than four, the merge pro-
cess has to be repeated. For executing this process, the partially sorted data
sequence emitted from the merge sorter tree is temporarily stored in Output
Buffer. This buffer is used to mitigate the DRAM access overhead. After that,
the data sequence is stored in DRAM. We explain these processes in Section 3.2.

3.2 Entire Sorting Process

Fig.4 shows how the unsorted data (128 elements) sent from a host PC is sorted
as time goes on.

We define “Unit” as a portion of partially sorted data sequences, which is in
the input-data sequence of the merge sorter tree. A step that Units are merged
is defined as a “Phase”, and the number of executed Phases is defined as P .
When Phase is never executed (P = 0), U0 is the number of Units and E0 is
the number of elements in each Unit. In the same way, when Phase has been
executed one time (P = 1), U1 is the number of Units and E1 is the number of
elements in each Unit.

Fig.5 shows the entire sorting process. In Process A, Interface Module sorts
two elements each of the unsorted data, and then stores them into Input Buffers.
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“Initialized Data” in Fig.4 means a set of data sequences including the sorted
two elements. Here, U0 is 64 and E0 is 2 because Phase is never executed.

In Process B, these Units are merged in the merge sorter tree.
After Process B, Process C determines whether the input-data is fully sorted.

If sorting is finished, the fully sorted data sequence is sent to a host PC (Process
F). If sorting is not finished, the data sequence emitted from the merge sorter
tree is stored into DRAM (Process D). For example, 4-way merge sorter tree
can merge four Units into one Unit within one Phase. Consequently, in the case
of Fig.4, the data sequence (U1 = 16, E1 = 8) is emitted from the merge sorter
tree. As shown in Fig.4, the input-data sequence sent from a host PC is not fully
sorted. Therefore, the data sequence (U1 = 16, E1 = 8) is stored into DRAM
(Process D).

In Process E, in order to sort the data sequence stored in DRAM, the data
sequence is read from DRAM and is stored in Input Buffers.

By repeating Process B-E, the input-data is fully sorted (U3 = 1, E3 =
128). In the implementation of the proposed FPGA accelerator, Process B-E
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are overlapped in order to improve performance. Finally, the fully sorted data
sequence is sent back to a host PC via Interface Module.

In the data sequence (UP , EP ) with K-way merge sorter tree, the following
equations are obtained.

UP+1 =
UP

K
EP+1 = EPK (1)

where U0 > K. In order to sort the input-data sequence sent from a host PC,
the number of required Phases is logKU0.

3.3 Implementation Environment

In order to implement the proposed accelerator, we use TKDN ART7 BRD-2[3]
shown in the right side of Fig.1. This FPGA evaluation board contains a Xil-
inx Artix-7 FPGA and a DDR3 SDRAM (256MB) by Micron Technology. The
maximum data-transfer speed is 800MB/s between the FPGA and the DRAM.
To transfer data via USB3.0, EZ-USB (FX3CYUSB3014) by Cypress Semicon-
ductor is used as the USB3.0 peripheral controller. The maximum data-transfer
speed is 360MB/s between a host PC and EZ-USB, and is 400MB/s between
EZ-USB and the FPGA.

We implemented the sorting logic (shown in Fig.2) in Verilog HDL. To imple-
ment Interface Module, we use an IP core provided by Tokushudenshikairo Inc[3],
and use an IP core provided by Xilinx for DRAM Controller implementation[2].
All of the modules implemented on the FPGA operate at 100MHz, and DRAM
operates at 400MHz. This implemented accelerator occupies 20% of Block RAMs
and 18% of slices.

4 Evaluation

4.1 Efficient Data Transfer via USB3.0

We measured the data transfer speeds from a host PC to the FPGA board and
vice versa. To measure them, we prepared 11 different data sizes from 16 bytes
to 16M bytes.
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Table 2. Performance Evaluation Environment

Host PC Computer A Computer B Computer C Computer D

Type Tower Laptop Slim Desktop Laptop
CPU Intel Core i7 3770K Intel Core i3 4010U Intel Core i7 870 Intel Core Duo T2400

CPU Frequency 3.5 GHz 1.70 GHz 2.93 GHz 1.83 GHz
Memory Capacity 16 GB 4.0 GB 4.0 GB 1.0 GB

USB Ports USB3.0 × 4USB2.0 × 6 USB3.0 × 2 USB2.0 × 8 USB2.0 × 2

Fig.6 shows the measurement results. Although both data-transfer speeds
are low when small data size is used, these data-transfer speeds get close to
360MB/s (the maximum data-transfer speed between a host PC and EZ-USB),
as data size becomes bigger.

This result shows that high data-transfer speed between a host PC and the
FPGA accelerator cannot be achieved unless data size is big. In the case of our
sorting, data transfer speed close to the maximum value when the size of our
targeting data set is 128M bytes.

As mentioned in 3.2, Interface Module sorts two elements each of the unsorted
data sequence, and stores it in Input Buffers. Therefore, the FPGA accelerator
can perform sorting while receiving unsorted data sequence from the host PC.
Similarly, in the last Phase, the FPGA accelerator can perform sorting while
sending fully sorted data sequence to the host PC. Thus, by sending and receiv-
ing data more efficiently, we enhance the sorting performance of the FPGA
accelerator.

4.2 Performance Evaluation of The Proposed FPGA Accelerator

To demonstrate high portability of the proposed FPGA accelerator, we prepared
four host PC shown in Table 2, as the evaluation environment. Because the
library provided by Tokushudenshikairo Inc [3] to transfer data between a host
PC and the FPGA board is designed for Windows, we installed Windows7 on
all of them. We connect the FPGA accelerator via USB3.0 to Computer A and
Computer B, and connect it via USB2.0 to Computer C and Computer D. We
compared the execution time of the FPGA accelerator with that of merge sort
in the host PCs. All host PCs run merge sort by single thread. Note that merge
sort are implemented in C, and compiled it with Microsoft Visual C++ Compiler
2013 (/Ox optimization).

Fig.7 shows the elapsed time of sorting on four computers. Note that the
result shown in Table 1 was measured with Computer A. The sorting perfor-
mance of the FPGA accelerator is lower than that of Computer C and Com-
puter D, but higher than that of Computer A and Computer B. Especially, in
Computer B, the FPGA accelerator achieves 2.60x higher sorting performance.

4.3 Discussion

In this section, we discuss the reason why the sorting performance of the FPGA
accelerator is higher than that of Computer A and Computer B. As shown in
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Fig.7, the elapsed time for sorting is the same in all of the evaluation environ-
ments, but the data transmission time for sending and receiving is substantially
reduced. This fact shows that the FPGA accelerator benefits significantly from
the high communication speed of USB3.0.

In Computer C and Computer D connected to the FPGA accelerator via
USB2.0, the sorting performance of the FPGA accelerator is lower. Especially,
in Computer C, the sorting performance decreases 2.09x. Thus, when connecting
the FPGA accelerator with host PCs via USB2.0, sorting performance decreases
due to the much lower data transfer speed.

In contrast, in Computer A and Computer B connected to the FPGA accel-
erator via USB3.0, the sorting performance of the FPGA accelerator is improved
to 1.26x and 2.60x, respectively, because of the much faster data transfer speed.
Therefore, it can be said that if the host PCs support USB3.0 connection, the
FPGA accelerator can achieve higher sorting performance.

5 Conclusion

In this paper, we proposed a portable and high-speed FPGA accelerator employ-
ing USB3.0. We described its design and implementation, and evaluate its sorting
performance. If we connect the FPGA accelerator with host PCs via USB2.0,
the sorting performance decreased due to the low data transfer speed. However,
if USB3.0 is used, the sorting performance is improved up to 2.60x.

In future work, we will increase the number of ways of the merge sorter tree
and evaluate its performance. Besides, we will port the library for data transfer
via USB3.0 [3] to other operating systems in order to enhance the portability
of the proposed FPGA accelerator, and try to speed up other computational
kernels using the FPGA accelerator.
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Abstract. Recently, optically reconfigurable gate arrays (ORGAs) have
been developed as radiation-hardened field programmable gate arrays
(FPGAs) to realize a 10 Mrad total ionizing dose-tolerance. Specifically,
ORGAs offer important benefits of high-speed reconfiguration, numerous
reconfiguration contexts, and robust configuration. These three factors
are important to remove the soft-error of a configuration circuit on a pro-
grammable gate array and to increase the total ionizing dose tolerance.
Although the robust configuration capability has been confirmed using
radiation emulation, no actual radiation experiment has been reported
to date in the relevant literature. This paper therefore presents exper-
iments demonstrating the enhanced radiation tolerance of an optically
reconfigurable gate array using a cobalt-60 gamma radiation source.

1 Introduction

Embedded devices of spacecraft, satellites, and space stations are damaged con-
stantly by the total dose effect of radiation [1]–[3]. For that reason, radiation-
hardened SRAM-based field programmable gate arrays (FPGAs) have been
developed [4]–[7]. Such radiation-hardened FPGAs have been used for some space
missions already.

In a space system, weight is a crucially important concern since launch costs
are extremely high. According to JAXA’s newsletter, for a H2A rocket, the
launch cost is 8,862 USD/kg [8]. Therefore, radiation-hardened devices should be
used for space systems to decrease radiation-shielding weight. Currently, Xilinx
Corp. is providing the space-grade Virtex-5QV FPGA, which has a 700 krad total
ionizing dose (TID) tolerance. However, since the FPGA’s TID is insufficient
for shieldless systems, shielding must be used to decrease the TID effect. That
shielding could be removed if the TID tolerance of FPGA were increased.

Therefore, recently, optically reconfigurable gate arrays (ORGAs) have been
developed as radiation-hardened FPGAs to realize a 10 Mrad total ionizing
dose tolerance [9]–[14]. A shield-less programmable embedded system would be
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realized if the 10 Mrad total ionizing dose tolerance could be achieved on ORGA
architecture.

An ORGA consists of a holographic memory, an optically reconfigurable gate
array VLSI [11], and a laser array [9][12]. Many configuration contexts can be
stored on a holographic memory. To date, ORGAs with 256 configuration con-
texts have been demonstrated [14]. The configuration contexts can be addressed
by the laser array. By turning one laser on, one corresponding configuration
context can be read out from a holographic memory and can be programmed
onto an ORGA-VLSI. An ORGA-VLSI has a fine-grained programmable gate
array, as does an FPGA, and a photodiode array to receive an optically applied
configuration context from a holographic memory. In an ORGA, a configuration
procedure can be executed perfectly in parallel. Therefore, an ORGA can achieve
nanosecond-order high-speed reconfiguration. A 10 ns optical reconfiguration has
been demonstrated [10].

1.1 Total Ionizing Dose-Tolerance of ORGA

Current radiation-hardened FPGA: Currently, radiation-hardened FPGAs are
available [4]–[6]. Xilinx Corp. has produced a space-grade FPGA (Virtex-5QV)
with a 700 krad total ionizing dose (TID) tolerance. A radiation-hardened EEP-
ROM is also available [15]. For comparison, one might consider a radiation-
hardened nonvolatile 1Mbit (128K 8) EEPROM (W28C0108; Northrop Grum-
man Corp.) has 300 krad TID tolerance. Each time 100 krad radiation is absorbed
on the EEPROM, a rewrite operation must be executed on the EEPROM. How-
ever, as long as one performs that rewrite operation, the data on EEPROM can
be maintained up to 300 krad radiation. A configuration SRAM on an FPGA
is extremely sensitive to radiation: the configuration context on the configura-
tion SRAM is therefore constantly damaged by radiation. However, even if a
configuration context on a configuration SRAM is damaged, then the damaged
configuration context can be repaired by conducting a partial reconfiguration
or full reconfiguration. Currently, a 300–700 krad TID tolerance FPGA system
can be realized easily using such a radiation-hardened FPGA and a radiation-
hardened EEPROM.

However, currently, we are aiming at 10 Mrad TID tolerance for an FPGA,
thereby enabling the removal of shielding material from embedded systems
intended for use in space. In this case, a non-faulty condition cannot be expected
on an FPGA. Many parts of an FPGA can be damaged by radiation.

However, current FPGAs cannot allow such use because their configuration
circuits are invariably damaged first, before a gate array part is damaged. The
reason is simple. In an FPGA, many circuits serve to support the configuration
procedure. Therefore, the circuit area related to the configuration procedure or a
cross-section area for radiation is extremely large so that the configuration circuit
becomes extremely sensitive to radiation. Moreover, such circuits are connected
serially to each other. Therefore, the probability of failure of a configuration
circuit is much higher than the failure probability of each logic gate. As a result,
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in FPGAs, a configuration circuit is the first to fail: its configuration becomes
impossible. Therefore, its use in a faulty area is impossible on FPGAs.

Total ionizing dose tolerance of ORGA: However, an ORGA’s configuration is
a parallel configuration. Even if a part of the configuration circuit is damaged,
the other area can be reconfigured correctly. Therefore, even if only one look-
up-table (LUT) is functioning on a programmable gate array, the rest of the
LUTs can be reconfigured and be used on an ORGA. The ORGA’s parallel
configuration enables use of a partly faulty gate array. If optical components,
holographic memory and a laser array can withstand 10 Mrad TID so that the
optical configuration can be executed under 10 Mrad TID, then 10 Mrad TID
tolerance ORGA can be realized.

This paper therefore experimentally clarifies the 10 Mrad enhanced radiation
tolerance of optical components on ORGA using a cobalt 60 gamma radiation
source.

2 Experiment of an FPGA’s Radiation Tolerance

To demonstrate that a configuration circuit is first damaged in an FPGA, a
gamma radiation experiment was done for Cyclone II FPGA (EP2C70F) using
a cobalt 60 gamma radiation source. The FPGA board was exposed to a 0-
35 krad total ionizing dose in 5 krad increments. Results show that the JTAG
configuration circuit on the Cyclone II was first damaged at a 35 krad total
ionizing dose. However, a counter circuit on its programmable gate array was
able to function correctly at 30 krad immediately before the JTAG was damaged.
Therefore, this demonstration showed that the fault probability of configuration
circuit of an FPGA is much higher than that of the other components because
of the serial connection. In actuality, FPGAs cannot support a partly fault gate
array since the configuration itself is impossible.

3 ORGA Experiments

3.1 Polymer-Dispersed Liquid Crystal Holographic Memory
Material

Here, a polymer-dispersed liquid crystal holographic memory including the pre-
polymer composed of dipentaerythritol hydroxyl penta-acrylate (Wako Pure
Chemical Industries Ltd.) with liquid crystal materials was used. The mixture
ratio of the prepolymer was 60 wt%. A liquid crystal material (DIC RDP98487)
was added to the previously described prepolymer mixture at 40 wt % in the
fraction of all ingredients. N-phenylglycine and xanthene dye (dibromofluores-
cein) were introduced, respectively, as a co-initiator and a photo-initiator. Then,
the mixture of the liquid crystal material and prepolymers was injected and
poured into the 10 µm air gap separating two glass plates. The glass plate cell
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Fig. 1. Block diagram of the reconfiguration system in which a light source was placed
at +30◦. The configuration is executed with a +30◦ incident angle for a holographic
memory.

was fabricated by two glass plates with dimensions of 25 mm × 20 mm × 1 mm.
A photograph is presented in Fig. 3(a).

The multi-context information is written to the isolated regions in the photo
area of 25 × 20 mm2 in the angle-multiplexed holographic memory. The angle-
multiplexing recording of multi-context is described as follows. After the position
of movable pinhole for the laser exposure is fixed at the specific region on the
liquid crystal composites by driving the X–Y stage, the configuration context in
the photomask is selected by shifting the photo area using the motorized X-stage.
Then, the laser light is illuminated for 2 min by opening of an optical shutter.
After the first exposure of laser interference at a slanted angle of 30◦, the second
exposure is implemented in the same photo area at the symmetric angle of -30◦

by controlling the location of half mirror using the motorized rotating stage. The
formation of the holographic memory by angle-multiplexing recording of a multi-
context is fabricated by repeating the previously described process successively.

3.2 ORGA Reconfiguration System

The constructed optical system is presented in Fig. 1. The photograph is por-
trayed in Fig. 2. A laser of the same wavelength as that of the recording system,
a 532 nm – 300 mW laser (torus 532; Laser Quantum), was used. The ORGA
reconfiguration system was constructed simply using a laser, a polymer-dispersed
liquid crystal holographic memory, and an ORGA-VLSI including a fine-grained
programmable gate array [9]–[12]. The laser beam was collimated and was then
incident to a polymer-dispersed liquid crystal holographic memory, as depicted in
Fig. 3. The ORGA-VLSI was placed 195 mm distant from the polymer-dispersed
liquid crystal holographic memory. The ORGA-VLSI was fabricated using a 0.35
µm three-metal 4.9 × 4.9 mm2 CMOS process chip. In this fabrication, the dis-
tance between photodiodes was designed as 90 µm. Each of the 340 photodiodes
is 25.5 × 25.5 µm2 to ease the optical alignment. The configuration context



Total Ionizing Dose Effects of Optical Components on an ORGA 397

Fig. 2. Photograph of an experimental system in which a light source was placed at
+30◦. The configuration is executed with a +30◦ incident angle for a holographic
memory.

size is 20 × 17 bits. The gate array’s gate count is 68. Results of preliminary
experiments confirmed that the ORGA-VLSI itself can be reconfigured in 10 ns.

3.3 Experimental Results

Here, a simple NAND circuit among 18 recorded configuration contexts on an
original polymer-dispersed liquid crystal holographic memory was selected and
implemented onto the ORGA-VLSI. First, an original polymer-dispersed liquid
crystal holographic memory was implemented onto the ORGA system shown
in Figs. 1 and 2. A photograph of the original polymer-dispersed liquid crystal
holographic memory is shown in Fig. 3(a). The configuration context generated
from the original polymer-dispersed liquid crystal holographic memory is also
shown in Fig. 4(a). Finally, it was confirmed that the configuration context was
programmed correctly onto the ORGA-VLSI.

Next, the radiation tolerances of optical components, or a holographic mem-
ory and a laser were confirmed. First, the original polymer-dispersed liquid crys-
tal holographic memory described above was exposed to a cobalt 60 gamma
radiation source. A photograph of the polymer-dispersed liquid crystal holo-
graphic memory after 29 Mrad radiation was applied is shown in Fig. 3(b). Its
appearance has been changed from a transparent condition to a brown color.
Nevertheless, a configuration procedure using the 29 Mrad total ionizing dose
holographic memory was executed successfully. The CCD captured configuration
context pattern is shown in Fig. 4(b).

In addition, the radiation tolerance of lasers was examined. In an ORGA, a
laser-array is used to address configuration contexts inside a holographic mem-
ory. Therefore, an optical configuration procedure must be executed using a
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(a) Original holographic memory (b) 29 Mrad total ionizing dose holographic memory

Fig. 3. Polymer-dispersed liquid crystal holographic memory. Panel (a) depicts an
original polymer-dispersed liquid crystal holographic memory before gamma radiation
is applied. Panel (b) portrays the radiation-applied polymer-dispersed liquid crystal
holographic memory after 29 Mrad was applied using a cobalt 60 gamma radiation
source.

(a) (b)

Fig. 4. CCD-captured configuration context images of an NAND circuit generated
from (a) original holographic memory and (b) 29 Mrad total ionizing dose holographic
memory, shown respectively in Figs. 3(a) and 3(b)

laser-array in addition to a holographic memory. As presented above, holographic
memories are extremely robust against radiation. However, to demonstrate an
optical configuration’s robust ability, the radiation tolerance of a laser must be
measured. Therefore, here, the radiation tolerance of laser was also measured as
shown in Fig. 5. The laser is a vertical cavity surface emitting laser (VCSEL,
AS-0001-K; Fuji Xerox Co. Ltd.). The wavelength is 850 nm. The VCSEL was
exposed up to 10 Mrad cobalt 60 gamma radiation. Even when the VCSEL was
exposed to 10 Mrad radiation, the VCSEL worked correctly. No degradation of
the voltage current relation and light power was found.

Therefore, an optical configuration mechanism along with a holographic mem-
ory and a laser-array is strong for radiation compared with the robust configu-
ration ability of 300–700 krad of currently available radiation-hardened FPGA
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Fig. 5. Gamma radiation experiment of a laser (VCSEL-AS-0001-K: Fuji Xerox Co.
Ltd.). The wavelength is 850 nm. The VCSEL was exposed up to 10 Mrad cobalt 60
gamma radiation. Even after a VCSEL was exposed to 10 Mrad radiation, the VCSEL
functioned correctly. No degradation of the voltage current relation and light power
was found.

and radiation-hardened EEPROM. Even if optical devices are exposed 10 Mrad
radiation, the correct configuration procedure can be executed on an ORGA.

4 Conclusion

Recently, optically reconfigurable gate arrays (ORGAs) have been developed
as radiation-hardened field programmable gate arrays (FPGAs). ORGAs offer
important benefits of high-speed reconfiguration, numerous reconfiguration con-
texts, and robust configuration. These three benefits are extremely important
to mitigate or prevent soft-errors on a programmable gate array and to increase
the total ionizing dose tolerance. To date, although the robust configuration
capability has been confirmed through radiation emulation, no actual radiation
experiments have been reported in the relevant literature. This paper therefore
has presented experimental results showing that optical components of an opti-
cally reconfigurable gate array can withstand up 10 Mrad radiation from a cobalt
60 gamma radiation source. Future work will demonstrate that the ORGA’s gate
array part can also withstand up 10 Mrad radiation, although many parts might
be damaged.
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Abstract. Most of embedded signal processing applications require the
computation of complex arithmetic operations. Tightly coupled with a
host processor, the CORDIC algorithm is one possible solution to estab-
lish a processing base, which is capable of performing a wide spectrum of
operations with high precision. A software implementation as well as fully
programmable and dedicated hardware implementations of the CORDIC
algorithm are compared with each other in this paper. Especially, the
use of non-programmable, area-efficient modules with a pre-determined
functionality is particularly suited for use in dynamical partial reconfig-
uration (DPR) systems. This paper discusses the different aspects and
design issues of different implementation strategies and shows that the
initial reconfiguration overhead introduced by DPR systems is negligible
in contrast to the speedup gained by the reconfiguration of the hard-
ware accelerator when computing the same function more than 51 times
consecutively (depending on the arithmetic function to be computed).

Keywords: CORDIC · Soft-core processor · FPGA · Dynamic partial
reconfiguration

1 Introduction

Modern multimedia applications, for example in the field of robotics or computer
vision systems, are becoming increasingly complex, requiring higher processing
performance while also demanding high computational precision. One possibil-
ity to meet these demands is to implement application-specific instruction-set
processors (ASIPs), where a baseline processor is specialized for the efficient
execution of a specific application or a set of applications. This specialization
is usually performed by extending a baseline processor with new application-
specific instructions or co-processors.

The TUKUTURI project [3] at the Institute of Microelectronic Systems stud-
ies the possibility of using reconfigurable devices to increase the capability of spe-
cialization of an ASIP by taking advantage of dynamic partial reconfiguration
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 401–410, 2015.
DOI: 10.1007/978-3-319-16214-0 36
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Fig. 1. Simplified architecture block diagram of the TUKUTURI VLIW-SIMD soft-
core processor [3]. Reconfigurable parts are highlighted in blue. The processor contains
a DMA-ICAP for transferring the bitstreams into the Xilinx ICAP module.

(DPR). DPR is provided by commercial Xilinx FPGA devices and can be used
to reconfigure parts of the ASIP architecture while simultaneously executing a
target application on the ASIP. For example, the TUKUTURI processor [3],
depicted in Fig. 1, makes use of a DMA-ICAP controller to dynamically self-
reconfigure the data-path. However, there is a drawback: the time required to
reconfigure a specific region of a Xilinx FPGA directly depends on the size of the
region and highly influences the achievable processing performance. For example,
in video-based processing algorithms, depending on the required reconfiguration
time, DPR can be used during inter- and/or intra-frame processing. It is manda-
tory, therefore, to explore the design space before implementing either large static
application-specific hardware units or small reconfigurable ones.

Elementary arithmetic functions, like sine, cosine, square root or exponen-
tial functions, are commonly used in most embedded media applications. In
applications, where the use of this kind of operations is spare, a software-based
computation might be sufficient, but for higher usage frequencies, a hardware-
based implementation by means of a co-processor architecture is more suitable.
Furthermore, since the actually necessary operations might change during the
processing of the application, a flexible processing kernel is needed. This paper
explores the design space of using small reconfigurable co-processor units against
large ones or simple software solutions for computing such elementary arith-
metic functions on a soft-core ASIP, i.e., TUKUTURI processor. For that, a
parametrized CORDIC hardware module as well as dedicated software ker-
nels have been implemented. Both schemes comply with the requirements of
embedded media applications. Due to the utilization of dynamic partial recon-
figuration and the high configuration degree of the CORDIC module, a cer-
tain specialization can be performed to reduce the reconfiguration time. This
requires the analysis of the target application in order to plan the use of the
DPR mechanisms. The methodology to find an optimal implementation scheme
(i.e, based on a programmable CORDIC co-processor, a function-specific recon-
figurable CORDIC co-processor, or a software approach) as well as the proposed
parametrized CORDIC co-processor architecture, hereafter called rCORDIC, is
the main topic of this paper. For that, four elementary arithmetic functions are
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used as a case study. These are sine and cosine (SINCOS ), square root (SQRT ),
exponential function (EXP) and division (DIV ). In this paper, all exemplary
functions use fixed-point arithmetic.

This paper is organized as follows: Section 2 presents previous work, where
CORDIC architectures have been implemented on FPGAs. In Section 3, the
proposed rCORDIC architecture is presented in detail. Besides the architec-
ture, this section also explains the implementation parameters, the coupling with
the TUKUTURI processor, the hardware implementation as well as additional
design considerations. Then, Section 4 evaluates the results of using the proposed
reconfigurable function-specific rCORDIC against a programmable rCORDIC
and a software approach for the given functions. Finally, the conclusion of this
work is given in Section 5.

2 Related Work

The classical radix-2 CORDIC algorithm [1] is a good choice to implement a
basic kernel, which is capable of computing the required functions while pro-
viding a high precision. The desired functionality is determined by the content
of the internal look-up-tables and the operation mode. Moreover, each specific
functionality (e.g., square root) requires a dedicated pre-processing to eventually
map the input argument(s) into the convergence area of the CORDIC algorithm.
Furthermore, a post-processing step is required to undo the convergence mapping
from the initial pre-processing stage and to multiply the processing result with
a fixed final scale factor. Both steps can be implemented in hardware, resulting
in high hardware costs, or in software, slowing down the processing throughput.
Due to the iterative shift-and-add nature of the CORDIC algorithm itself, it can
be easily implemented in hardware. Therefore, the low implementation complex-
ity of the CORDIC kernel makes it profitable for hardware implementation.

Even though the original CORDIC algorithm is older than 50 years, it is still
very popular and has been continually researched and improved. Lakshmi et al.
[4] present a survey explaining different types of CORDIC algorithms, including
signed-digit and carry-save arithmetic, various scale factor computation schemes,
pipelined and serial architectures as well as different high-radix versions. In addi-
tion, we have previously presented in [2] a programmable radix-4 CORDIC co-
processor for the use as arithmetic accelerator of a soft-core processor system.
In [5], Valls et al. examine the use of redundant arithmetic for FPGA imple-
mentation to reduce the critical path. The impact on the hardware costs caused
by the specialized arithmetic is also analyzed. Mencer et al. [6] researched for
an automatic CORDIC design methodology for FPGAs to allow generation of
optimal application-specific CORDIC implementations. Wang et al. [7] incorpo-
rated the partial dynamic reconfiguration feature to connect several CORDIC
modules via a configurable fabric, so they can be boarded to perform complex
operations like FFT algorithms.

This work uses the dynamic partial reconfiguration mechanism to reconfigure
programmable or optimized CORDIC-based accelerators if a software implemen-
tation is not sufficient for a given application.
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3 The rCORDIC Co-Processor

In order to meet the requirements of changing processing demands, a flexible
computation scheme is necessary. The proposed rCORDIC co-processor archi-
tecture implements a fully programmable rCORDIC co-processor module, which
can be configured by the TUKUTURI processor for performing a specific ele-
mentary arithmetic function. However, the required programmation overhead
(performed by the TUKUTURI processor) can be avoided by directly imple-
menting a specific configuration of the proposed rCORDIC. By making use of
the dynamical partial reconfiguration feature of Xilinx FPGAs, function-specific
rCORDIC co-processor modules can be ”inserted” into the TUKUTURI proces-
sor during run-time.

3.1 Architecture

The rCORDIC co-processor architecture implements three basic pipeline stages,
illustrated in Fig. 2: Whenever a new processing task is started, the pre-processing
stage configures theCORDICkernel to compute the correspondingoperations, pre-
processes the input argument(s) (e.g., in case of the sine computation, a quadrant-
mapping is performed to achieve convergence) and starts the actual CORDIC
computation. In theCORDICstage, thenumberof kernel iterationsof theCORDIC
algorithmper clock cycle canbe setduring implementation.The last stageperforms
thepost-processing.Here, finalmodifications are applied to the kernel’s outputdata
(i.e., quadrant remapping, operand re-sorting into the output register).

Amongst the internal hardware-implemented pre- and post-processing, an
additional, software-based pre- and post-processing has to be performed before
and after each CORDIC module computation. The software part of the pre-
processing transforms the input operands into the convergence area of the algo-
rithm. In many cases (e.g., DIV, SQRT ) this is done by obtaining the number
of leading zeroes of the arguments and performing shifts to adapt the fixed-
point format. For this purpose, the TUKUTURI processor implements a custom
count-leading-zeroes instruction. The additional post-processing software step
undoes the initial argument remapping and performs the multiplication with
the fixed final scaling factor using the multiplier functional unit of the TUKU-
TURI processor. The additional software-based pre- and post-processing steps
have been chosen to reduce complexity, timing, hardware resources and, there-
fore, the reconfiguration time of the rCORDIC co-processor.

An initialization of the module’s internal configuration memories (i.e., micro-
rotation look-up-table, arithmetic constants, function ID) is necessary once before
the module is used for the first time. Besides the configuration for the desired func-
tion, the number representation of the look-up-table content also determines the
used fixed-point format. This step is only required, if a full or partly programmable
rCORDIC is used. Otherwise, when using a function-specific rCORDIC, the con-
figurable parameters have to be set during implementation.
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Fig. 2. Block diagram of the rCORDIC co-processor architecture. Configurable register
are highlighted in gray.

3.2 Parameters

The rCORDIC co-processor architecture offers different configuration parame-
ters, which can be used to specialize the hardware to a specific requirement of
a target application (see Fig. 2). These parameters can be programmed by the
TUKUTURI processor during run-time or configured during implementation,
limiting the functionality and flexibility of the resulting implemented rCORDIC
co-processor. The resulting limitation of functionality has a direct impact on the
required FPGA hardware resources and, therefore, on the reconfiguration time
(in case of using DPR). Moreover, for many applications, a subset of the max-
imum flexibility is sufficient. This section presents the available configuration
parameters, summarized in Table 1, and their effects.

The programming of the rCORDIC co-processor for a specific function (e.g.,
sine) is performed by initializing the micro-rotation angle LUT, the arithmetic
constants, and the function ID register, which determines the actual computed
function. By setting the function ID during implementation, the rCORDIC co-
processor is limited to a specific function, but the required hardware resources
are dramatically reduced (due to the elimination of all these logic shifters or
multiplexers which are not required anymore). The function ID register is used
to select the operating mode (rotating, vectoring) and the coordinate systems
(circular, linear, hyperbolic) required by the desired arithmetic operation.

Implementing all these configuration possibilities as RAM/registers (pro-
grammable mode, ”prog”) in a FPGA gives the maximal flexibility but certainly
leads to higher hardware resource utilization and reconfiguration times. By using
a programmable angle LUT and registers for storing parameters, the actual fixed-
point format of the computation is still programmable and can be altered during
operation. If no adaptable fixed-point format is required, this RAM/registers
can also be implemented as ROM/constants (fixed mode, ”fixed”) initialized at
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Table 1. Available configuration parameters in rCORDIC co-processor. These param-
eters can be programed during run-time (when using a programmable rCORDIC
co-processor) or set during implementation, implementing static, function-specific
rCORDIC co-processors.

Parameter Description

config.
mode

The rCORDIC module can either be full programmable to compute any
function, function-specific programmable to reconfigure only the fixed-
point format of a specific function or function-specific with a fixed function.

function
ID

The function ID determines the actual computed function of the module.
All functions (SINCOS, EXP, SQRT, DIV, ...) get specific indetifying num-
bers, which are fed to an LUT to obtain the operation mode and the used
coordinate system of the CORDIC kernel (see table in Fig. 2).

SIMD
mode

When this implementation option is enabled, the single-issue rCORDIC
module is equipped with an additional processing path (double-issue).

CORDIC
iterations

The parameter M determines the number of implemented CORDIC itera-
tions, which are processed in every clock cycle.

implementation time. This fully specialized rCORDIC modules provide the low-
est implementation costs but since no programmability is left, a change of the
function or the fixed-point format during run-time is only possible by completely
replacing the module via partial reconfiguration of the FPGA.

The hardware kernel normally processes only one computation at a time
(single-issue). By using the SIMD mode, a second processing path is added
allowing it to compute two task, e.g., two square roots, at once (double-issue).
Due to the shared internal resources, like iteration control, angle look-up-table,
etc., the two issues have to compute the same arithmetical function (e.g., divi-
sion), but the hardware costs are less than using two single-issued rCORDIC
modules.

The parameter ”M” determines the actual number of processed CORDIC
iterations per clock cycle (e.g., M=1 → 1 CORDIC iteration per issue-slot and
clock cycle). With increasing M, additional CORDIC kernels are added to the
module’s processing pipeline stage. Using a high M allows the desired precision
to be reached in less clock cycles but increases the hardware cost as well as the
critical path. For instance, M can be set to a maximum value, where the longest
path of the rCORDIC module is still shorter than that of the remaining system.

3.3 Coupling and Scheduling

The rCORDIC co-processor is accessed by the TUKUTURI by performing mem-
ory transfers. This allows high transfer rates and provides a mechanism to control
the precision of the CORDIC results by scheduling the load/store instructions.
This mechanism is also used for programming the angle table, the arithmetic
constants, and the function ID of a programmable rCORDIC co-processor.

The rCORDIC co-processor starts whenever new operands (amount depends
on the actual processed function) are written to the specific input registers.
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After computing the pre-processing stage in the first cycle, the CORDIC kernel
stage will start processing M iterations every cycle (where M is the number
of consecutive implemented iterations in the CORDIC kernel stage). When the
maximum number of iterations (which depends on the number of entries in the
angle LUT) is reached, the computation stops. For each kernel result, the post-
processing stage also generates a valid output one cycle later. Therefore, a valid
result can only be obtained after at least three cycles (i.e., the CORDIC kernel
has been processed only for one cycle, since the pre- and post-processing stages
also require a single cycle each), due to the three pipeline stages. The precision of
the final result depends on the number of executed kernel iterations. Because of
this, the rCORDIC access operations (load and stores) can be exactly scheduled
in the application program to meet the target accuracy by setting the number of
cycles between starting the rCORDIC computation and reading the result [2].

3.4 FPGA Hardware Implementation

The kernel stage, illustrated in Fig. 2, is the crucial element of the rCORDIC
module. Here, the core of the algorithm is processed, presenting the dominant
part of the required hardware resources, determining the overall critical path
of the co-processor. Appending additional kernel stages (increasing parameter
M ) leads to more CORDIC iterations being processed in each clock cycle. This
improves throughput on the one hand, but also adversely affects the maximum
operation frequency and hardware costs on the other hand. Some function-
specific kernels, like DIV, do not incorporate as much logic for each kernel as
others like SQRT. Therefore, a dedicated DIV rCORDIC module might be syn-
thesized with a higher parameter M without having a major impact on the
critical path and the amount of required hardware resources.

Different configurations of the proposed CORDIC co-processor were synthe-
sized and mapped on a Xilinx Virtex-6 FPGA. Fig. 3 shows that doubling the
kernel stages does not imply a double amount of hardware resources. In some
cases, different iteration stages can be merged together to reduce overall imple-
mentation costs. Additionally, some operations (like DIV ) use partly-hardwired
shifters in adjacent stages due to their linear sequence of shifts, which again
reduces hardware claims. Due to the synchronous coupling with the TUKU-
TURI, which operates at 100 MHz, the same frequency is desired. Therefore,
only the rCORDIC configuration with M=1 and M=2 are considered hereafter.

Another interesting effect is related to the minimum number of reconfigu-
ration blocks required by each configuration. The minimal reconfiguration par-
tition in a Virtex-6 is a 40 CLB height by 1 CLB width block. As it is shown
in Fig. 3, this number is related to the amount of LUTs and FFs required per
configuration, however this relation is not linear. During the implementation of
the ”static” part of the design, i.e., the TUKUTURI processor and I/O system,
the connection inputs and outputs (called virtual pins) of the reconfiguration
block are fixed to LUTs located in the border of the reconfiguration partition.
The location of these LUTs influences the implementation results greatly during
the place-and-route process.
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Fig. 3. Synthesis results for different implementations of the rCORDICs co-processor
on a Virtex-6 XC6VLX240T-1 FPGA. For each rCORDIC configuration, the number
of reconfiguration frames required for its implementation together with a TUKUTURI
processor is also given (only for configurations that implement 1 and 2 iterations).

4 Evaluation

In order to analyze the speedup gained by using the function-specific rCORDIC
co-processors, four processing kernels (DIV, EXP, SINCOS, SQRT ) have also
been implemented in software, optimized for the TUKUTURI processor and for
the same precision. Table 2 shows the number of required processing cycles for
each kernel implementation to compute a function. Obviously, the pure software
implementations represent the kernels with the highest run-time. Since no hard-
ware reconfiguration at all is necessary for the software kernels to operate, this
implementation scheme might be very well suited for applications, that require
only a few computations. However, when using the same function over and over
again, the impact of the initial partial reconfiguration and the programming
(in case of a programmable module) moves to the background and the actual
processing cycles dominate.

Fig. 4 shows the number of total clock cycles over the number of computed
SINCOS and EXP functions, respectively. In case of the SINCOS kernel, a
dynamical reconfiguration using an accelerator is better suited when computing
SINCOS more than 70 times. The dedicated (fixed) single-issue implementa-
tion with M=1 is the best option (hw.single.fixed.m1 ), since it computes the
most tasks within a minimum of cycles. For computing more than 495 times
the SINCOS function, the programmable or the fixed-function modules with
M=2 present optimal cycle usage (hw.single.{fixed,prog}.m2 ). In case of EXP,
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Fig. 4. Number of cycles required to compute the SINCOS (top) and EXP (bottom)
function for random inputs. All the rCORDIC modules are initially reconfigured by
using DPR before using them (for 0 computations the number of cycles correspond to
the required reconfiguration time).

an accelerator is more efficient when processing more than 50 functions. While
computing less than 153 computations, the fixed-function and the programmable
single-issue versions (hm.single.{fixed,prog}.m1 ) both present an optimal cycle
usage, since the initialization cycles for the programmable module are negligible.
If more computations in a row are required by the application, the programmable
SIMD (double) module features an optimal throughput per cycle.

For a high number of computations, the initial cycles for reconfiguration and
programming become irrelevant. Only the cycles needed for a single computation
have an impact on the actual cycles required. Therefore, the SIMD (double-issue)
CORDIC kernels with a maximum of CORDIC iterations per issue and clock
cycle (here M=2) are ideally suited implementations when focusing only on the
overall execution cycles. These modules, of course, offer the highest throughput,
but also bear the highest hardware costs.
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Table 2. Required cycles for initialization (init) and computation (comp) for the
software and the programmable hardware kernel. Nomenclature: N = number of leading
zeroes of the input argument, I = number of kernel iterations, A = {input argument}/ln
2, and M = number of CORDIC iterations per clock cycle.

DIV EXP SINCOS SQRT

SW
init 48 48 48 48

comp1 5N + 16I + 16 5A + 20I + 22 [10..21] + 16I + 25 5N + 19I + 26

HW
single

init 51 51 51 51
comp1 I/M + 33 5A + I/M + 18 I/M + 22 I/M + 34

HW
double

init 51 51 51 51
comp1 IT/M + 57 5A + I/M + 18 I/M + 15 I/M + 34
1Computations = (pre-processing +) kernel + post-processing

5 Conclusions

This paper presents a parametrized and dynamically reconfigurable CORDIC-
based hardware accelerator for the computation of a wide variety of arithmetical
functions. The accelerator provides several pre-synthesis configuration options to
reduce the amount of hardware resources by limiting the functionality. The DPR
feature of Xilinx Virtex FPGAs is used to exchange the accelerators during run-
time to adapt the system to changing computation demands. Especially when
computing the same function several times in a row, the DPR mechanism can be
successfully. The evaluation shows, that the reconfiguration overhead is negligible
in contrast to the speedup gained by the rCORDIC hardware accelerator when
computing the same function more than 50 times consecutively (depending on
the arithmetic function to be computed).
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Abstract. In this paper, we present an improved Mesh of Clusters
(MoC) architecture with new hierarchical Switch Box (SB) topology and
depopulated intra-cluster interconnect with flexible Rent’s parameter.
The aim of this paper is to explore the effect of different architecture
parameters like architecture Rent’s, design Rent’s and channel width.
Then, we analyze how these factors interact and the way to tune them
to satisfy various specific application constraints and quality metrics like
power consumption and area. The proposed exploration methodology
unifies two procedures which are analytical method based on Rent’s rule
modeling and experimental method based on benchmarks circuits imple-
mentation. A comparison with VPR mesh architecture shows gains in
terms power and area equal respectively to 30% and 32%.

1 Introduction

Modern Mesh FPGA architectures are based on a clustered architecture where
several Look-Up-Tables (LUTs) are grouped together to act as a Cluster Logic
Block (CLB). Experiments show that using these architectures allows exploiting
signal sharing among LUTs locally and then improving overall performance of
the FPGA [1]. The best characterization to date which empirically estimates
interconnect requirements is Rent’s Rule [2]. Rent’s rule could be applied as
follows to MoC-based cluster architecture: IO = c ∗ kp where k is the cluster
arity, c is the number of inputs/outputs of a Logic Block (LB), IO is the number
of inputs/outputs of the cluster and p is the Rent’s parameter. Intuitively, p
quantifies the locality of interconnect requirements. This parameter is used to
qualify and control both architecture clusters bandwidth (architecture Rent’s
parameter) and design clustering characteristics (design Rent’s parameter). We
can distinguish in previous works two families of MoC-based FPGAs:

– A VPR-style interconnect [3] which has a sparsely populated connection
block and a fully populated intra-cluster crossbar with low Rent’s param-
eter (small inputs bandwidth). The fully populated intra-cluster crossbar

c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 411–418, 2015.
DOI: 10.1007/978-3-319-16214-0 37
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is simple and ensures a complete local routability, but it takes no advan-
tage of the logical equivalency of LUT inputs and induces a significant area
overhead.

– An improvedVPR-style interconnectwhichwasproposedbyFeng [4].He inves-
tigates joint optimization ofConfigurableBlocks (CBs) and intra-cluster cross-
bars depopulation while using a high Rent’s parameter (p = 1). He achieves
an area saving of 28%. However, he optimized only connection of external sig-
nals to LB inputs and keeps the use of a full crossbar to connect feedbacks (LB
outputs) to LB inputs, which can be very penalizing.

In this paper, we propose an improved MoC-based architecture with new hierar-
chical SB and depopulated intra-cluster interconnect based on the Butterfly-Fat-
Tree (BFT) topology with flexible Rent’s parameter. The goal of our work is to
explore the effect of architecture parameters on performance. Then, we analyze
how they interact in order to balance different trade-offs and satisfy application
constraints. In order to compare and evaluate various architectures, we rely on
two different procedures which are analytical method based on Rent’s rule mod-
eling and experimental method based on benchmarks circuits implementation.

The remaining of this paper is organized as follows. Section 2 presents the
proposed MoC-based FPGA architecture. Section 3 presents the used exploration
methodologies. Section 4 details the experimentation platform and used metric
models. Experimental results are discussed in Section 5.

2 Proposed MoC-based FPGA Architecture Overview

Inspired by the Tree topology [5], we propose an improved MoC-based archi-
tecture with new hierarchical SBs, depopulated intra-cluster interconnect and
unidirectional routing network. This architecture is a matrix of clusters placed
into regular 2D grid.

2.1 Cluster Architecture

Each cluster contains local LBs connected with a depopulated local switch block.
Each LB consists of a 4-input LUT and a Flip-Flop (FF). Figure 1 illustrates an
example of cluster with 8 LBs. The depopulated local switch block is divided into
Mini Switch Blocks (MSBs). The local interconnect is composed of a downward
network and an upward network. The downward network is based on the BFT
topology, which connects Downward MSBs (DMSBs) outputs to LBs inputs.
Each DMSB connects each LB in only one input. The upward network connects
LB outputs to an Upward MSB (UMSB) and allows all LBs outputs to reach all
DMSBs and cluster outputs.

Nb DMSB = LB inputs
DMSB inputs = Cluster inputs

Nb DMSB
and DMSB outputs = Cluster size

UMSB inputs = UMSB outputs = Cluster size
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LB0 LB1 LB2 LB3 LB4 LB5 LB6 LB7

DMSB0 DMSB1 DMSB2 DMSB3

UMSB0

MUX0 MUX1 MUX2 MUX3

Cluster inputsCluster outputs

DMSB/UMSB

Fig. 1. Cluster Interconnect with 8 LBs and architecture of the interconnect crossbar

Fig. 2. MoC-based FPGA Architecture:
Unidirectional interconnect Fig. 3. Multilevel SB Interconnect

2.2 Mesh Routing Interconnect

In the proposed mesh routing interconnect, a new multi-levels interconnect of
the SB is proposed to assure connection between horizontal and vertical adjacent
routing channels and also between clusters inputs/outputs and adjacent routing
channels. Figure 3 shows a detailed view of the interconnect of a SB and a
global view of the 4 adjacent SBs (Top, Bottom, Right, Left) and the 4 adjacent
clusters (A, B, C, D) highlighted in Figure 2. Similarly to cluster, the SB has a
multilevel topology including 3 main Boxes organized as follows:

1. SB to SB: Each SB is connected to the 4 adjacent SBs using short wires
through Box 1. Box 1 is composed of MSB each one drives only one track in
the 4 neighboring channels. This topology is similar to VPR disjoint SB [3].
Thus, the number of MSB in Box 1 is given by:

Nb MSB 1 = Channel width
2

and MSB 1 inputs = Nb short adj SBs = 4

2. SB to Cluster: Each SB is connected to the 4 neighboring clusters through
2 interconnect levels. Outputs of MSB located at Box 1 drive MSB located
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at Box 3 whose outputs drive 1 input of each of the 4 neighboring clusters.
Since the cluster is connected to the 4 neighboring SBs, the number of MSB
located at Box 3 is given by:

Nb MSB 3 = Cluster inputs
4

and MSB 1 outputs = 1 + Nb short adj SBs = 5

3. Cluster to Cluster: Each cluster is connected to the neighboring clusters
through 2 interconnect levels. Cluster outputs drive MSB located at Box 2
whose outputs drive MSB located at Box 3. Since each cluster is connected
to the 4 neighboring SBs, the number of MSB located at Box 2 is given by:

Nb MSB 2 = Cluster outputs
4

and MSB 3 inputs = Nb MSB 1
Nb MSB 3

= 2∗Channel width
Cluster inputs

4. Cluster to SB: Outputs of MSB located at Box 2 drive MSB located at
Box 1 whose outputs drive 1 input of each of the 4 neighboring SBs. There-
fore, Cluster outputs which drive Box 2 are connected to 4 neighboring SBs
through 2 interconnect levels:

MSB 2 inputs = Nb adj Clusters and MSB 2 outputs = 2∗Channel width
Cluster outputs

3 Exploration Methodologies

3.1 Analytical Model

As we parameterize proposed MoC-based FPGA, we can now evaluate switches
requirement. We consider a MoC arranged in a NxN array with k cluster size
and W channel width. The total switch number in the MoC-based FPGA:

Nbswitch = Nbswitch(SB) ∗ (N + 1)2 + Nbswitch(CLB) ∗ N2

Nbswitch(SB) = Nbswitch(Box 1) + Nbswitch(Box 2) + Nbswitch(Box 3)

Since MSBs are full crossbar, we have:

Nbswitch(Box 1) = Nb MSB 1 ∗ MSB 1 inputs ∗ MSB 1 outputs

Nbswitch(Box 1) = 10 ∗ W

Similarly, we have: Nbswitch(Box 2) = 2 ∗W and Nbswitch(Box 3) = 2 ∗W . Thus,
the number of switch per SB: Nbswitch(SB) = 14 ∗ W

Nbswitch(CLB) = Nbswitch(DMSBs) + Nbswitch(UMSB)

Since DMSBs and UMSB are full crossbar, we have: Nbswitch(UMSB) = k2 and
Nbswitch(DMSBs) = Cluster inputs ∗ k. Thus, the number of switch per CLB:

Nbswitch(CLB) = Cluster inputs ∗ k + k2

So, the total number of switch in the FPGA:

Nbswitch = 14 ∗ W ∗ (N + 1)2 + (Cluster inputs ∗ k + k2) ∗ N2

Based on Rent’s rule, we have:

Cluster inputs + Cluster outputs = c ∗ kp
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where c is the number of inputs/outputs of a LB and p is the Rent’s parameter.
As Cluster outputs = k, we get: Cluster inputs = c ∗ kp − k. Finally, the total
number of switch in the FPGA can be modeled with the following equation:

Nbswitch = 14 ∗ W ∗ (N + 1)2 + (c ∗ kp+1) ∗ N2 (1)

As illustrated in the equation 1, the interconnect flexibility of proposed MoC-
based FPGA is controlled by these architecture parameters: Rent’s parameter,
cluster size, channel width and LB inputs/outputs. Rent’s parameter and cluster
size control local clusters interconnect whereas channel width controls external
clusters interconnect.

3.2 Experimental Comparison

Rent’s rule provides an empirical estimation of switching requirements. Never-
theless, this is not sufficient since it does not give accurate information about
interconnect routability. To explore the interconnect flexibility of proposed MoC-
based FPGA, we aim at varying, on one hand, architecture parameters described
in equation 1 and, on the second hand, resulting design clusters communication
locality. We can distinguish two Rent’s parameters:

– Architecture Rent’s: It depends on the inputs/outputs number of architec-
ture cluster.

– Design Rent’s: It depends on the inputs/outputs number of a design clus-
ter. This inputs number constraint is taken into account by the T-VPACK
clustering tool[6].

4 Exploration Platform and Metrics Models

To explore our architecture, we investigate the configuration flow illustrated in
figure 4. In this configuration flow, we use the T-VPack tool [6] to achieve the
packing and clustering phase of the Netlist. We use simulated annealing algo-
rithm [3] to place the CLBs/IOs and Pathfinder routing algorithm [7] to route
the circuit. A description of the used FPGA architecture is provided to the MoC-
based FGPA CAD tool in the form of an architecture file containing information
such as cluster size, LUT size, segment length and process parameters.

Fig. 4. Proposed MoC configuration flow
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ACE2 and MoC-Power modules, integrated in proposed MoC configuration
flow, are used to estimate power consumption. The first module is the activity
estimator (ACE2 [8]) which employs a transition density model to determine
the switching density of all nets. The second module is the MoC-Power which
incorporates two components: Architecture generator and Low-Level Power Esti-
mation. The architecture generator uses the routing resource graph to decompose
the entire MoC-based FGPA circuit into low-level components which are invert-
ers, multiplexers and wires. Then, the Low-Level power estimates the dynamic
and static powers of each component as defined in VersaPower model [9].

Used area model is based on transistor-counting function to compute com-
ponents area. We use routing graph resource to parse all FPGA components
(MSBs, LBs and buffers) to accurately compute the total number of transistor
in the FPGA. The area is expressed as function of λ which is equal to the half
of the minimum distance between source and drain of transistor.

Timing analysis allows evaluating performances of a circuit implemented on
a FPGA in term of functional speed. The length of local wires is determined by
approximating the size of entities through transistor-counting functions. Then,
wire and switch (crossbar, multiplexer) delays are extracted from the SPICE
circuit simulator using ST Micros 130nm Technology node.

5 Exploration Results

5.1 VPR MoC-based vs. Proposed MoC-based FPGA Architectures

In this section, we perform detailed exploration comparison between VPR and
proposed MoC-based FPGA architectures in term of power, area, delay, total
buffer number in the FPGA and minimal channel width. Comparison results
using biggest MCNC1and IWLS2 benchmarks are illustrated in table 1. In this
experimentation, we use VPR7.0 [10] and proposed MoC configuration CAD
tools while using same packing options and same place and route algorithms. For
both architectures, we consider clusters arity 8 and LUT size 4, a unidirectional
routing network with single length segments and a disjoint switch block. VPR
cluster architecture contains 18 inputs and 8 outputs. For proposed MoC-based
FPGA, the design Rent’s parameter is fixed to 0.89 (Design cluster inputs =
24) and the architecture Rent’s parameter is fixed to 1(cluster inputs = 32).
Table 1 shows that proposed MoC-based architecture can implement all circuits
with lower channel width. In fact, the maximal channel width used is equal to 85
and 56 respectively in the VPR and the proposed MoC-based architecture. This
induces an average reduction of 24% in total buffer number in the FPGA. Most
of the power and area savings (respectively 30% and 32%) obtained in proposed
MoC-based FPGA are due to the reduction in total buffer number.
1 http://er.cs.ucla.edu/benchmarks/ibm-place.
2 http://iwls.org/iwls2005/benchmarks.html



Exploration Methodology and Interconnect Optimization 417

Table 1. Comparison Results : VPR and Proposed MoC-based FPGA

VPR MoC Proposed MoC Gain
Bench Primitives Power Area Delay Total Min FPGA Power Area Delay Total Min FPGA Power Area Buff

mW 106λ2 ns Buff CHW size mW 106λ2 ns Buffer CHW size % % %
clma 8416 264 2560 31.5 175032 78 33x33 170.39 1593 45.53 116688 52 33x33 37 38 33
elliptic 4726 100.8 970 24.93 52624 60 22x22 71.2 650 32.18 44528 44 22x22 29 33 15
ex1010 4898 142.2 1368 26.94 75400 70 25x25 86.95 810 29.84 57600 48 24x24 39 41 24
ex5p 1064 36.1 272 13.54 16224 54 12x12 26.39 211 15.45 15600 50 12x12 27 22 4
frisk 3556 110.4 1204 24.24 62744 68 22x22 72 666 31.86 46552 46 22x22 35 45 26
misex3 1397 46.2 352 13.74 18480 50 14x14 31 246 15.72 15960 38 14x14 33 30 14
pdc 4575 170.1 1601 30.29 96200 86 25x25 96 886 38.62 67200 56 24x24 44 45 30
s298 1930 38.3 345 28.62 19584 34 16x16 32.41 295 28.64 17408 32 16x16 15 14 11
s38417 6406 168.7 1501 22.8 83520 52 29x29 109.8 986 26.34 59160 34 29x29 35 34 29
s38584 6447 188.9 1479 17.3 87000 50 29x29 126.43 1266 19.56 59160 34 29x29 33 14 32
USB Funct 6537 127.5 1344 41.5 88400 68 25x25 102.02 905 20.67 65000 50 25x25 20 32 26
B22 C 5293 429 4632 41.5 291648 62 48x48 376.35 3179 48.91 206976 44 48x48 12 31 29
AVA2 10437 227.9 2406 41.5 160512 76 32x32 158.96 1507 42.33 109824 50 32x32 30 37 32
AES Core 9378 243 2293 41.5 142800 60 34x34 177.49 1592 49.46 104720 44 34x34 27 31 27

Average 30 32 24

5.2 Architecture Optimization

Rent’s exploration The objective consists in exploring and analyzing how
design Rent’s and the architecture Rent’s parameters interact and the way to
tune them to satisfy various specific application constraints. The architecture
used here contains clusters with 8 LBs. Results correspond to interconnect area
and the average power of MCNC benchmarks using the biggest array and chan-
nel width that implement all circuits. Figures 5, 6 and 7 show the variation of
respectively the total power, area and channel width with architecture Rent’s for
different design Rent’s. Each curve corresponds to a design Rent’s parameters.
Figure 8 illustrates the variation of FPGA size with design Rent’s. In figures 5
and 6, we remark that for each design Rent’s parameter, there is a reduction in
interconnect power and area until we reach a certain architecture Rent’s param-
eter (the break point) from which the increase of architecture Rent’s induces
an increase in power and area. In fact, at this point, the reduction of the chan-
nel width with the increase of architecture Rent’s becomes insufficient to route
circuits (see figure 7).

Results shows that the area and power consumption increase with low design
Rent’s parameter. In fact, when design rent’s is equal to 0.56, we depopulate clus-
ter interconnect and we reduce the congestion and then we can reduce the chan-
nel width(see figure 7). Nevertheless, the total number of clusters in the FPGA
increases (45x45) as illustrated in figure 8. Based on results of transistor-count
area model, the most optimized MoC-based architecture in term of power and
area corresponds to design Rent’s parameter equal to 0.89 and architecture Rent’s
parameter equal to 1.05. However, if we opt for the use of architecture rent’s of 1
or higher, meaning full connectivity, there might be a lot of congestion in the rout-
ing lines and then the development of 2D physical design becomes complex [11]
because the wires might have a lot of vias to cross each other. This would affect
the wire capacitance and power. Thus, we can relax wire complexity by choosing
lower architecture rent’s (equal to 0.98) with low wires at the cost of increasing
active area by 7%.
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Fig. 5. Variation of Power with the
Architecture Rent’s for different Design
Rent’s

Fig. 6. Variation of Area with the
Architecture Rent’s for different Design
Rent’s

Fig. 7. Variation of Channel width
with the Architecture Rent’s for differ-
ent Design Rent’s

Fig. 8. Variation of FPGA size with
the Design Rent’s

6 Conclusion

In this paper, we present and explore a new MoC-based FPGA architecture. As
a future work, we plan to develop the layout of the proposed architecture and
explore the impact of wiring complexity on performances.
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Abstract. NoC-Based Dynamic Reconfigurable Systems (DRSs) imple-
mented over FPGA devices change their configuration during operation
time by positioning or replacing new processing modules over the network
structure, being known as Dynamically Reconfigurable NoCs (DRNoCs).
In the literature, there are different proposals of DRNoCs implementing
adaptive routing algorithms in order to handle the network structure
alteration. Nevertheless, their implementation cost is high in terms of
chip area, and in the time required to reconfigure the routing algorithm,
which result in non-well-scalable solutions for DRSs. In this work, we
propose an alternative DRNoC, based on a traditional 2-D mesh, using
a logic-based implementation of the Flexible Direction Order Routing
(FDOR) algorithm, characterized by its simplicity, low complexity and
deadlock-freeness. Simulation examples were made in order to test the
feasibility of the FDOR algorithm for a DRNoC, accompanied by per-
formance and synthesis results.

Keywords: DRNoCs ·FPGA ·Routing algorithm ·Deadlock ·Dynamic
reconfiguration

1 Introduction

Dynamically Reconfigurable Systems (DRS) are characterized by their high level
of modularity and flexibility, which allows to implement a higher number of pro-
cessing modules over a smaller chip area than the traditional System on-Chip
(SoC), altering their functioning according to the computation needs by reconfig-
uring themselves during operation time. One particular case of DRSs, is known
as Dynamically Reconfigurable Network on-Chip (DRNoC), which is an exten-
sion of the Networks on-Chip (NoC), capable of changing their communication
structure during the allocation and placement of processing modules over the
network structure during dynamic reconfiguration.
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 419–426, 2015.
DOI: 10.1007/978-3-319-16214-0 38
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The same properties of traditional NoCs are presented in DRNoCs, as topol-
ogy, routing algorithm, arbitration policy, etc. The routing algorithm is directly
related to the network topology, because it adapts itself to the new irregular
topologies obtained by the positioning of new processing modules after the
dynamic reconfiguration processes. The routing algorithm plays an important
role in DRNoCs, since they must guarantee safe communications for all the
contexts, even with the presence of obstacles generated by the processing mod-
ules placement. Ensuring this condition is not so simple because the transition
between two routing algorithms induces extra dependencies that may lead to
deadlock and/or livelock.

Some related works about DRNoCs have been proposed presenting differ-
ent implementations of routing algorithms. Some examples, as DyNoC [1] and
CuNoC [2] based on a 2-D mesh structure composed of routers, use a modi-
fied Dimension-Order-Routing or DOR algorithm (e.g. XY and YX algorithms)
known as Surrounding XY (S-XY), which requires a high implementation cost.
Other works can accomplish a safer deadlock-free communication, as QNoC [3]
and CoNoChi [7], that use a Table-Based Routing (TBR) algorithm as an alter-
native, these solutions require a pretty long time to update all the routing tables
during the dynamic reconfiguration process, thus turning out as non-scalable
solutions.

Other routing algorithms have been proposed for the implementation of fault-
tolerant NoCs [9,11]. A 2 Virtual Channel (VC) switching approach is adopted to
avoid deadlock conditions, but the algorithms require significant extra resources
for their implementation. In [11], the algorithm is based on an extra communica-
tion link in the network for backtracking in order to perform an adaptive routing,
while [9] implements a Logic-Based Distributed Routing (LBDR) changing 26
configuration bits per router in order to reconfigure the network.

In this work, we present the Dynamic AFDOR-based NoC (DyAFNoC), a
DRNoC adopting the Flexible Dimension Order Routing (FDOR) algorithm [8],
which is a deadlock-free routing solution with a significantly lower complexity
in comparison with the LBDR and TBR implementations, turning out to be
an interesting alternative for DRNoCs than the related works. It is based in a
single Virtual Channel switching approach and guarantees full connectivity in
irregular shaped topologies obtained from the distribution of processing modules
over the network [8]. It is based on the 2-D mesh DyNoC structure [1], due to
its simplicity and the use of conventional 5-port routers. The DyAFNoC archi-
tecture was described in VHDL and simulated by using the Dynamic Circuit
Switching (DCS) Technique [4] to test the partial dynamic reconfiguration pro-
cess. A performance analysis was also made in order to characterize the traffic
in different FDOR topologies that can help the designer to choose the adequate
module positioning for obtaining the best traffic performance in the different con-
texts that conform a DRS. The remainder of this paper is organized as follows:
Section 2 presents the DyAFNoC architecture, Section 3 presents the Experi-
mental Results and finally Section 3 presents the Conclusions and Future Works
of this work.
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2 DyAFNoC Architecture

The DyAFNoC architecture is composed of its 2-D Mesh structure, and the con-
trol blocks responsible for the 2-D Mesh routing algorithm reconfiguration and
the dynamic reconfiguration processes, named as Mesh Reconfiguration Control
System (MRCS) and Partial Dynamic Reconfiguration Control System (PDRCS)
respectively.

2.1 The Mesh Structure - Topologies and Reconfigurability

The DyAFNoC’s 2-D Mesh i composed of NxN routers, whose architecture was
developed taking as base the HERMES network architecture [5]. The routers
have five bidirectional ports with two registers for storing incoming flits of a
packet. The register size is defined for a flit in order to be used for the Worm-
hole Switching mode. In a basic regular topology, each router is connected to
a Processing Element (PE) by the local port. Application’s Processing Modules
(PMs), which can be the PEs size or its multiple, will be allocated and positioned
over the network forming different reconfigurable contexts during the run time
of DyAFNoC, as it is required by the system application needs. Figure 1a shows
an example of a 5x5 mesh structure formed by routers and PEs, while Figures 1b
and 1c are examples of different large modules are placed over the network struc-
ture. The resulting router network becomes irregular corresponding to particular
topologies.

Fig. 1. (a) 5x5 Mesh structure, Module positioning forming a ’s’ topology (b) along
the Y direction, (c) along X direction

It can be observed in Figure 1b that if M3 sends a packet to any one of the
blue PEs, the XY routing algorithm will fail because M2 will blocks any packet
directed to the right. The FDOR [8] circumvents this problem, besides avoiding
deadlock, by defining two types of regions: the flanks, with the XY (or YX)
routing, and the core, with an YX (or XY) routing, as shown in the examples
in Figure 1. The flank(s)-core relative positions determine the types of topology.
For instance, Figures 1b and c presents ‘s’ and ‘inverted s’ topologies. Due to the
flank and core opposite routing algorithms, FDOR can only work in non-concave
topologies.
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2.2 Reconfiguration Control

The reconfiguration control process is performed in the DyAFNoC through two
main blocks: MRCS (Figure 2a) is in charge of automatically adapting the rout-
ing algorithm of each router to network topology variations when placing new
PMs over its structure. Each router has a control signal from the MRCS to
determine which DOR algorithm will be used (XY or YX). Each router will
have a different routing configuration depending on the region (core or flanks)
where it belongs, explained in the FDOR theory in [8]. More details about this
controller are presented in [10]. The second control block is the PDRCS (Figure
2b), responsible for the partial dynamic reconfiguration process of the network.
It receives signals from all the PMs and PEs, indicating that their respective
processing tasks are finished and their logic resources are able to be reconfig-
ured for implementing new PMs. It is also in charge of sending the configuration
maps to the MRCS when the network structure will be affected. More details
are explained in [10].

Fig. 2. Reconfiguration Control Blocks: a) MRCS and b) PDRCS

3 Experimental Results

3.1 DyAFNoC Validation

Figure 3 shows an example of the DyAFNoC operation in a time-line composed of
different reconfigurable contexts forming different irregular topologies which are
considered as valid by the FDOR algorithm. It can be observed that the system
starts with its basic structure composed of basic PEs, then when some of them
have finished their respective tasks (red curved arrow), their hardware resources
are used to implement bigger PMs applying partial dynamic reconfiguration.

This application example in Figure 3 was generated by DRSimGen, a tool
based on MATLAB scripts developed in order to generate a VHDL code of the
DyAFNoC architecture for DCS simulation and its testbenches. It was simulated
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Fig. 3. Time Diagram of the different scenarios in the DyAFNoC processing

and validated using the ISim tool from Xilinx. The results showed that just one
clock cycle is necessary to calculate and apply a new routing scheme using the
FDOR algorithm, then the reconfiguration overhead will depends on the packets
draining time, which also depends on the traffic presented on the network when
the reconfiguration starts. However, the partial reconfiguration process does not
introduce an overhead because packets can be transmitted immediately after the
new FDOR configuration was applied. While the partial ares is being reconfig-
ures, the PMs continue their respective tasks and packets can be transmitted
over the network.

3.2 Mesh Traffic Analysis

The FDOR algorithm was implemented over a high level system simulator,
Noxim [6], in order to evaluate the traffic performance for some common irreg-
ular valid topology in a 8x8 mesh indicating the FDOR sub-regions (core or
flanks) with their respective DOR algorithm (XY ou YX), as shown in Figure 4.
To have a fair comparison, all topologies presented similar number of active PEs,
in this case 48. The performance is evaluated based on two main parameters:
Average Latency and Average Throughput.

The Average Latency results are shown in Figure 5, in function of the packet
injection rate (PIR) for the range of [0; 0.4] flits/cycles/Switch. Results and
discussions for Maximum Latency are similar, therefore will not be presented.
It can be observed that topology ‘d’ has the highest average latency results. It
is due to the intense traffic at the bounding line that separates the core and X-
flank regions. The topologies with lower average latency values are the ‘inv s’
topology and its symmetric shape ’inv s 2’, because the number of active PEs
are most in the core region, which is centralized with respect to the mesh. It is
also considered the arbitration policy that gives priority to the ports in the Y
direction (North to South) and then to the X direction (West to East), this makes
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Fig. 4. Irregular FDOR topologies for an 8x8 mesh

that the ‘inv s’ and ‘inv s 2’ topologies have a lower average latency value in
comparison with the ‘s’ topology. The ‘t’ topology presents the same properties
as ‘s’ topology, obtaining similar results of average latency, however, the flanks
are in the same height with respect to the mesh, which reduces the average
distance between routers. For the ‘p’ topology case, it has an inverted shape of
the ‘d’ topology with a higher number of PEs in the core region, reducing the
number of transitions from the flank to the core. This makes that packets do not
clog the vertical line that separates the two regions as in the case of ‘d’ topology,
therefore the average latency is lower. Finally, the results obtained for the ‘+’
topology show that the average latency is lower than the ‘d’ topology case, but
higher than the rest of them, although its shape is similar to the ‘t’ topology.

Fig. 5. Average Latency vs. Injection Rate

The Average Throughput results in Figure 6, show that ‘d’ topology obtained
the lowest value, because a high number of PEs in the X-flank transfer packets
within the core region, clogging the vertical line of the core region adjacent
to the X-flank. All these packets pass this vertical line of routers obligatory,
so the average throughput value is reduced. The highest value of the average
throughput is for the ‘p’ topology case, because no clogging lines are generated,
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Table 1. Synthesis Results for Virtex-6

Router PDRCS MRCS(5x5) MRCS(8x8) MRCS(12x12)

Slice FFs 302 21 81 201 438
LUTs 304 48 140 367 817
Slices 360 31 121 284 542

although it has the same shape as ‘d’ topology, it has a higher number of PEs
in the core region. As most of the traffic is presented in this region, routing the
packets is similarly as a NoC with a DOR algorithm. The ‘+’ and ‘t’ topology
cases have the highest average throughput results after the ‘p’ topology. Their
similar structures composed of two flanks horizontally aligned and separated by
a centralized core region, are where most of the traffic occurs, obtaining similar
average throughput values. These results are higher than the ‘s’, ‘inv s’ and ‘inv
s 2’, due to the average distance increment between routers and the clogged lines
adjacent to the flanks in the core regions.

Fig. 6. Average Throughput vs. Injection Rate

3.3 Synthesis Results

The Synthesis Results of the DyAFNoC architecture were obtained for three dif-
ferent mesh sizes (5x5, 8x8 and 12x12) and targeting Xilinx Virtex-6 XC6VLX75T
FPGA. The hardware resources cost of DyAFNoC blocks responsible for dynamic
reconfiguration is comparable to a simple 5-port router, as shown in Table 1.

4 Conclusion

The DyAFNoC has been proposed with the main target to be a platform to imple-
ment a DRS that requires large number irregular topologies while ensuring a
deadlock-free communication. Using the FDOR algorithm, these was be obtained
with a low hardware implementation cost. The simulation results demonstrate the
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desired functionality of the DyAFNoC architecture for the dynamic reconfigura-
tion processes, whose required time just depends on the packets draining time. The
performance analyses demonstrated the limitations of each FDOR irregular topol-
ogy, whose results of Average Latency and Throughput would help the designer
to choose the best modules placement over the mesh for obtaining the best per-
formance in each context of the DRS.
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Abstract. Implementing a custom Artificial Neural Network (ANN) in
hardware lacks the scalability and the flexibility of changing from one
topology to another at run time. This paper presents a Multilayer Per-
ceptron Co-processor (MLPCP) targeting FPGAs that is configurable
during design time and programmable during run time. The MLPCP
can be reprogrammed at run time to rapidly change network topologies
and use different activation functions. This allows application developers
to change parameters of a given network without the need to resynthe-
size. This also allows the MLPCP to be used for different applications
during run time. Run time results show the MLPCP can deliver perfor-
mance levels close to those of a custom ANN, and can execute network
topologies that cannot fit into FPGAs with limited resources. Perfor-
mance comparisons against software versions show up to 70x speedup
compared to a MicroBlaze running at 100 MHz, and 4x compared to a
Zynq running at 667 MHz.

1 Introduction

Researchers have been exploring the performance benefits of implementing cus-
tom Artificial Neural Networks (ANNs) within FPGAs [1][10][9][8][3][7]. Although
FPGA densities are growing their finite set of resources will limit the size and accu-
racy of the ANN. Investigations have occurred to reduce the resource footprint
required to implement a custom ANN [9],[1],[6].

However constructing a custom ANN requires that the topology of layers,
as well as the types of arithmetic and activation functions used in the neu-
ral network be defined before synthesis. This prevents run time changes to the
topology of the network as well as key parameters that effect accuracy such as
arithmetic precision and types of activation functions implemented in the neural
network[11]. Clearly it would be desirable to synthesize once, and then reuse the
neural network under different configurations for different applications.

Esmaeilzadeh et al. [4] addressed this lack of flexibility by proposing a pro-
grammable neural network co-processor targeted for implementation as an Appli-
cation Specific Integrated Circuit (ASIC). The co-processor is first optimized
through design space exploration prior to fabrication. Once a design is selected
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 427–434, 2015.
DOI: 10.1007/978-3-319-16214-0 39
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and fabricated it can then sequence the execution of multiple topologies at run
time.

This paper presents a configurable and programmable Multilayer Perceptron
Co-Processor ( MLPCP) for implementation on FPGAs that extends the con-
figurability of the design reported in [4]. During the design phase the number
of PEs, data representation (floating point or fixed point), Activation Func-
tion (AF) implementation approach (BRAM lookup tables or synthesized using
Vivado HLS) can be configured by setting parameters. Once configured the
MLPCP co-processor design automatically scales the register set and intercon-
nect to support the number of PEs specified. Once synthesized the MLPCP is
then programmable at run time to implement any topology (up to a set max-
imum) and use mixes of different types of activation functions. This provides
the flexibility to change the precision and accuracy of results, or reuse the co-
processor to support the needs of multiple application domains without having
to resynthesize hardware.

The results in section(4) show the benefits as well as performance costs of
this flexibility. Performance results show the flexibility and reprogrammability
of the MLPCP do come at a modest decrease in peak performance compared to
fully custom implementations of small to modest sized neural networks. Results
then show the same MLPCP can continue to compute larger neural networks
that exceed the resource limitations of the FPGA for a custom implementation.

2 MLPCP Architecture

Figure 1 shows the generic structure of an MLPCP core. The MLPCP archi-
tecture consists of a linear array of Processing Elements (PEs), a scheduler,
controller, configuration registers, local memory and three external interface con-
nections. Both input data and weights are transferred through the same input
channel. The MLPCP

is automatically generated based on a set of configuration parameters pro-
vided by the user. The main parameters are the number of PE’s, type of acti-
vation functions, and arithmetic precision. Designers can vary these parameters
to explore area and performance tradeoffs for a particular FPGA. Once the
parameters have been set, the core scales itself and can then be synthesized.
Regardless of how the parameters are set, all configurations are still run time
programmable and will support different topologies, number of neurons, and
activation functions (up to a set maximum). Thus designers can perform cost
performance tradeoffs to arrive at an MLPCP tailored for their FPGA and set
of system requirements.

Processing Elements Figure 1.b shows a block diagram of the neuron PEs.
Each PE contains support for three types of AFs: a step function, log sigmoid,

and tangent sigmoid. During the design phase, designers can choose to imple-
ment the AFs as either computed functions (synthesized hardware) or using
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mulation Registers); (c). AF unit.

LUTs. Each layer can utilize different AFs programmed through the configura-
tion registers at run time. This provides the flexibility to implement different
networks at run time.

Scheduler The scheduler divides each layer into group(s) of neurons equal in
size to the available number of PEs.

Thus for some topologies, the number of neurons in a layer is not divisible
evenly by the number of PEs. In these cases, the remaining neuron(s) will be
assigned to the first PE(s) during the next cycle. For example, with 8 PEs and
20 neurons in a layer, the scheduler will sequence two groups of eight neurons
and one group of four. All neurons in a group are processed concurrently, with
different groups processed sequentially. Based on the scheduler assignment, the
controller aligns weights and inputs for each neuron in each PE’s FIFO. Figure
2 illustrates how the scheduler computes neurons in an MLPCP with four PEs.
The network is divided into 7 groups (G1 to G7). The scheduler then assigns
each group sequentially onto the PEs. The outputs of each group within a layer
are saved in the Layer Buffer, and assigned as inputs to the next layer.

Controller The controller is responsible for organizing weights and inputs for
the neurons. During setup time, if AFs are not built in HW (synthesized), the
controller reads the AFs values throughout the streaming input channel and
stores them in PEs’ local memory. Also, it calculates the number of weights
that will be streamed to the MLPCP based on the configured registers. The
controller divides the weight matrix into groups equal to the number of PEs and
aligns them into each PE’s FIFO. The controller also aligns the outputs of each
layer with the appropriate weights to be used in the next layer. At the output
layer, the controller streams the results out of the programmable MLPCP and
generates “last” signal.
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Configuration Registers The following programmable registers are provided:

– #Layers: number of layers in the network.
– #Inputs: number of inputs.
– #Outputs: number of outputs.
– #Neurons L1: number of neurons in first layer.
– #Neurons L2: number of neurons in second layer.
– #Neurons Ln: number of neurons in nth layer.
– #AF L1: the type of activation function in first layer.
– #AF L2: the type of activation function in second layer.
– #AF Ln: the type of activation function in nth layer.

The number of registers scales based on the maximum network settings such
as: Maximum Number of Layers (MNL), Maximum Number of Neurons (MNN),
Maximum Number of Neurons in Largest Layer (MNNLL), Maximum Number
of Inputs (MNI), and Maximum Number of Outputs (MNO).

3 Evaluation and Results

The MLPCP was written in C++ and generated using Xilinx’s Vivado-hls 14.2
tools. We configured, synthesized and ran four versions of the MLPCP and com-
pared their performance against software implementations for three applications.
Comparisons were performed against a 660 MHz diffused ARM processor on the
Zedboard(xc7z020clg484-1) and a 100 MHz soft IP MicroBlaze processor.

Performance results for these tests are presented in Section 3. We then imple-
mented two custom neural network versions of three different test applications
on the Zedboard for size comparisons. These results are presented in Section 3.1.

MLPCP Configurations: The following four versions of the MLPCP were
used in our evaluations:

1. MLPCP-1: Four PEs, arithmetic floating point, AFs: synthesized (Vivado-Hls).
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Table 1. Execution times for software (MicroBlaze, ARM) and MLPCP-x

Func. Network SW(µs) MLPCP-1 MLPCP-2 MLPCP-3 MLPCP-4
Order Topology Microbl. ARM run run run run

time(µs) time(µs) time(µs) time(µs)

Sched.

1 9,2,6 52.36 2.52 5.91 5.24 5.04 4.6
2 9,4,6 78.43 4.82 6.5 5.7 5.42 4.9
3 9,16,8,6 296.49 17.84 17.63 11.22 12.22 8.7
4 9,40,6 449.83 30.40 29.8 17.96 19.54 13.72
5 9,12,27,6 510.91 31.54 29.8 17.96 20.22 15.93

JPEG

6 64,16,64 1319.48 94.86 83.66 50.31 58.45 39.36
7 64,32,16,64 2848.89 158.9 137.93 81.58 93.19 60.74
8 64,32,16,32,64 4021.37 279.62 190.2 112.67 125.91 80.15
9 64,32,16,48,40,16,64 6682.37 411.32 213.41 133.84 143.32 95.52

2. MLPCP-2: Eight PEs, arithmetic floating point, AFs: synthesized (Vivado-Hls).
3. MLPCP-3: Four PEs, arithmetic fixed point, AFs: lookup table in BRAM (100

samples with 8-bit resolution).
4. MLPCP-4: Eight PEs, arithmetic fixed point, AFs: lookup table in BRAM (100

samples with 8-bit resolution).

Both MLPCP-3 and MLPCP-4 used (sign=1,word size=8,fraction=4) inputs,
(1,17,8) weights, (1,29,16) weighted sum, and (1,8,4) outputs in fixed point data
representation. The configuration parameters were set to the following values
to bound the maximum network size that each MLPCP would run: MNL=6,
MNN=348, MNNLL=64, MNI=64, MNO=64.

Test Applications Three applications were used in our evaluations. The first
is inversek2j an inverse kinematics application for a 2-joint arm[4].

The second is an adaptive smart-scheduler reported in [2]. The third is a
standard JPEG encoder. Each application was first trained offline on a desktop
PC in MATLAB. Different topologies were evaluated during the training phase.
The topologies used in this study are not guaranteed to provide the best efficiency
and accuracy.

Performance Evaluation The four versions of the MLPCP were evaluated
against software implementations on both a MicroBlaze and ARM .The soft-
ware source code could be found in [5]. It was modified and optimized to run
on embedded processors. Data and instruction caches were turned on for both
processors. Input data sets were transfered using DMA into local BRAMs for
all test cases (processors and MLPCPs). The reported time in Table 1 included
transfer and execution time.

Table 1 lists execution times for the smart scheduler and JPEG encoder
applications trained using nine different topologies. Each of the four MLPCP
systems were programmed at run time to implement each of the topologies.
For a given topology, the first number represents the number of inputs. The
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Fig. 3. Speed up over software on MicroBlaze (left) and ARM (right) processors

cardinality of the n− 1 remaining integers represent the number of layers, with
each integer representing the number of neurons in that particular layer.

The execution times from Table 1 are replotted in Figure 3 to show the speed
up over software implementations run on the MicroBlaze and ARM processors
respectively.

The MicroBlaze was running at 100 MHz, the same clock frequency as the co-
processor. The ARM however, was running at 667 MHz, 6.6x faster than the 100
MHz MLPCP. Even with the 6.6x advantage, the MLPCP begins outperforming
the ARM at topology (3); a relatively small and simple neural network with
three layers and 30 neurons. In both cases, speedups generally increase as the
size and complexity of the topology increases.

3.1 Resource Comparisons

Generalization typically comes with performance and resource efficiency costs
compared to customization. This analysis shows the performance and resource
efficiency costs associated with the programmable MLPCP. We quantified these
costs by building and then comparing the following two custom designs with our
four MLPCP systems.

Custom hardware Designs: The following two custom hardware design
approaches are from [1],[10] and [6]:

1. CNN1: A fully parallel network (the number of PEs equal to the number of neurons
in the network) with pipelining between layers.

2. CNN2: A network with the number of PEs equal to the number of neurons in the
largest layer. Each layer was then multiplexed on the array of PE’s.

Table 2 shows the resource usage for our four MLPCP systems on the Zed-
board.

Comparisons Between MLPCP-4 and CNNx : For comparisons we imple-
mented the two custom networks on the Zedboard. One specific topology was
used for each application and then implemented using the CNN1 and CNN2
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Table 2. Resource Utilizations on Zedboard

Version PEs AF BRAM 18k DSP48E FF LUTs

MLPCP-1 4 Synth 8.9% 37% 6.59% 16.21%

MLPCP-2 8 Synth 13.2% 74.09% 12.13% 31.15%

MLPCP-3 4 LUTs 4% 4% 0.2% 3.2%

MLPCP-4 8 LUTs 8.2% 7.7% 2.9% 4.9%

Table 3. Resources Comparisons for MLPCP-4 and CNNs on Zedboard

Function Design PEs BRAM 18k DSP48E FF LUTs Performance
(µs)

Inversek2j CNN1 6 0 2.2% 1.1% 6% 2.29
(2,4,2) CNN2 4 0 1.3% 0.9% 4.9% 2.49

MLPCP-4 8 7.5% 7.2% 2.9% 4.9% 3.86

Scheduler CNN1 16 0.3% 13.6% 4.2% 16.32% 3.8
(9,10,6) CNN2 10 0.3% 9.0% 3.4% 12.6% 4.4

MLPCP-4 8 7.5% 7.2% 2.9% 4.9% 5.9

JPEG CNN1 72 25.7% 37.7% 15.4% 122% -
(64,8,64) CNN2 64 22% 30% 11% 100% -

MLPCP-4 8 7.5% 7.2% 2.9% 4.9% 25.67

approaches. Inversek2j was first trained and then implemented using fixed point
arithmetic and lookup tables for the AFs. The MLPCP-4 system was chosen for
comparison.

Several interesting results can be drawn from the comparisons in Table 3. The
inversek2j application represents a very small custom neural network with fewer
than the eight PEs contained within MLPCP-4. Thus the MLPCP-4 includes two
PEs and additional control and sequencing logic not used. For this case the CNNs
were more resource efficient. The smart scheduler and JPEG applications show
the MLPCP-4 becoming more resource efficient as the size of the neural network
exceeds its 8 PEs. Both custom designs showed how the resource requirements
grow with size of the network topology compared to the MLPCP-4. It can be seen
in Table 3 that the custom implementations for the JPEG application exceeded
the LUT resources available on the Zynq and could not be synthesized.

Table 3 shows the performance cost of programmability. As would be expected
a fully custom, pipelined implementation (CNN1) outperformed the customdesign
that limited PEs to the largest layer (CNN2) as well as a very general and pro-
grammable co-processor (MLPCP-4).

4 Conclusion

This paper presented a new Multilayer Perceptron Co-Processor (MLPCP)
designed for implementation on FPGAs. The MLPCP provides the advantages of
reuse and scalability over custom designed ANNs. Once synthesized for a
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particular FPGA, the MLPCP can be configured through a programmable set of
registers at run time to assume different topologies and achieve different accuracy
of results. This allows the MLPCP to be used for different sets of requirements
and across different applications.
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Abstract. This paper presents a model of an FPGA-based scheduler
which identifies the processes’ demands and indicates to the Linux oper-
ating system running over SPARC Leon the most suited set of processes
to each core type. In this regard, performance monitors were imple-
mented within the processors, which in real-time identifies the demands
of processes. The demand for each process is projected for the other
processors in the architecture, and then it is executed a balancing to
maximize the total system performance by distributing processes among
processors. The scheduler has been validated through the parallel execu-
tion of several benchmarks, resulting in decreased execution times com-
pared to the scheduler without the heterogeneity support.

Keywords: Heterogeneus multiprocessing · Load balancer · Multicore

1 Introduction

Heterogeneous multicore can achieve higher performance and reduce energy con-
sumption from processes by matching them to appropriated cores. The perfor-
mance is dependent on an efficient scheduling mechanism, able to identify in
real-time the demands of processes. However, the process and processor match-
ing procedure can be a challenge for designers since it should take into account
the performance of both, processor and process, to choose the most suited
assignment.

The model presented by this paper seeks to improve the system performance
by assigning the process to a processor that will offer the best estimated per-
formance for the overall system. The decisions are dynamic, and they are based
on online process monitoring by using performance counters without requiring
sampling performance in all cores[1]. The results of monitoring are the amount
of stalls generated by a process in a processor at a given instant. These stalls
c© Springer International Publishing Switzerland 2015
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are used to estimate the performance projection for all processors, using weights
assigned to each resource type that may influence the architecture stalls. Based
on these projections, the scheduler uses a combinatorial optimization algorithm
implemented in hardware which aims to maximize the system’s performance
by operating an optimal assignment of processes to processors, based on their
resource’s needs and weights. The results reached by running benchmarks on
processors with minimal micro architectural differences show that the use of the
proposed scheduler assisted by hardware can increase the effective use of each
processor in the architecture.

This paper is organized as it follows. Section 2 and 3 introduce the heuristic
proposed by this paper and its architecture. Section 4 discusses the experimental
setup and results and, Section 5 presents our conclusion.

2 Scheduler Model

Several approaches have been used to measure the performance of a process
in different types of processors. The results of this measurement are useful for
guiding the scheduler on making a real time decision about which processor
should be chosen for a given process. Many of these approaches use simulations
or statistical data provided by the processor itself, implementing the scheduler
entirely in software. However, the processor may not have sufficient statistical
information about the resource’s needs of the running processes to perform a
more precise schedule. Thus, using the hardware itself to assist in scheduling,
the results generated by the scheduler are more specific and may be essential in
architectures that use a set of processors with different capabilities [5].

The approach used by the scheduler’s heuristic is focused on the architectural
features of embedded processors that cause an effect of heterogeneity on multi-
processors. Features like cache size, FPU (Float Point Unit) type, TLB (Transla-
tion Lookaside Buffer) size and branch prediction, are usually part of trade-offs
in embedded processor designs, with regard to logical space, performance and
power. Some studies indicate that the use of distinct types of processors, each
one containing different features, can result in an architecture with less power
consumption, less logical space and greater performance when guided by an effi-
cient scheduling [4].The CPI stack is the metric discussed by this work and it
is the decomposition of the number of cycles spent on executing instructions in
components of a stall [2]. These components show where the CPU is spending
more time executing a process.

The components of stall chosen to decompose the CPI are directly related to
the architecture. The most common examples of components that can cause stalls
in processes are: number of cycles spent on executing floating-point instructions;
latency of multiplication operations; latency of division operations; delay related
to direct dependencies found in the pipeline in load and store instructions; delay
related to the cancelling and to the loading of instructions in the pipeline due to
the occurrence of jumps; instruction and data cache-related delays; and cycles
of latency in case of absence of references in instruction or data TLB.
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The components mentioned above are the basis for calculating the perfor-
mance of the processes in each processor architecture. Thereby, there must be
a method to extract the CPI decomposition from running processes. This task
can be carried out by a component named performance monitor. As one of the
goals of the proposed scheduler is to achieve real-time monitoring, it is considered
that the performance monitor must be located within the processor. Therefore, it
can receive information about the execution of the current process, such as con-
trol data from cache and TLB. This data can be decomposed to produce more
accurate results on the amount of cycles spent in each of the aforementioned
components. The decomposition of process stalls into components is called the
performance histogram in the remainder of this article and it generates the time
percentage of each component for the current execution of a process.
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The same metric of decomposing the CPI into components is also used to
qualify the performance of one processor in relation to the other processors in the
architecture. It can be achieved by weights assignments for each resource type,
which can affect the performance of a CPI component. Therefore, each processor
has a set of weights, called performance vector. The weight of a component is
the percentage of its performance in relation with the performance of the same
component in the others’ processors.

When a process executes on processors with different architectures, the dis-
tribution of stalls can also change, as can be seen in Figure 1 and 2. Both
processors were used to run the FBench benchmark. The CPU1 has a architec-
ture that benefits the execution of float point instruction, while CPU0 has both
data and instruction caches with larger sizes. Although the benchmark FBench
has its focus on float point algorithms, the smaller caches’ sizes provided by
CPU1 were the bottleneck during the FBench execution, obtaining a greater
delay in completion of the execution.

The number of cycles spent in each component on a particular processor nec-
essarily depends on its own features. For example, if more resources are offered
for a component in a processor (like a bigger cache), fewer cycles tend to be spent
on running instructions on this feature. Hence, this dependence implies that data
from the performance histogram of a given process before being considered in
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Fig. 3. Heuristic flow

projecting performance, should be standardized according to the influence of the
architecture where the process is running. The normalization makes the distri-
bution in real time of the stall generated by each processor to be minimized
according to its resources set. For example, as depicted in the Figure 3, the per-
formance monitors are continually decomposing the stalls, which are the input
to the normalization block that considers the resources set, called here as per-
formance vectors. From the normalized performance histogram, the next step
consists of calculating the performance projections of all running processes for
all processors in the architecture. The projections indicate the gains or losses that
would be achieved if a process was executed on other processors. The method
of performance projection is executed with the normalized performance values,
also taking into account the performance weights of the processors.

The result of the projection is a matrix of fixed-point values that represents
the performance percentage gain of each pair composed by a process and a
processor. The columns represent the processors and the rows represent the
performance’s projections of a process for each processor. The maximization
method returns the set of assignments that maximizes all projections. The choice
of projections that maximize performance is considered a classic problem in the
field of linear programming, also named the assignment problem. In this work,
we adopted the Hungarian algorithm because it uses only integer operations of
addition and subtraction, which facilitates its implementation in hardware [3].

3 Implementation

Inside each processor there is a performance monitor that communicates directly
with the performance projection block, which measures how much a process
would gain or lose in performance when running on another processor. From
the performance projections, the Hungarian algorithm carries out performance
maximization, where processes are uniformly assigned to processors. Figure 4
illustrates the communication between components.
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Fig. 4. Communication among components (PM represents the Performance Monitor)

The proposed hardware was developed using an FPGA (Field Programmable
Gate Array), due to its great flexibility, which allows to prototype complete
systems, from small logic circuits to complex architectures involving multiple
processors, buses, and many other devices. We also use the framework GRLIB
to implement the architecture. This framework was developed by Gaisler1 and
contains a VHDL implementation of the 32-bit SPARC V8 Leon3 processor,
available under GPL (General Public License).

The main scheduler component has an interface for connecting to the AMBA
bus, through which the processor can communicate with its hardware. A pro-
cessor may access any desired hardware block because each component has a
physical address range in the bus.

3.1 Software

The Buildroot tool was used in this project to generate the file system and
the kernel image to load Linux on the FPGA. We employed the version 2.6.32,
mainly because it already uses scheduler CFS (Completely Fair Schedule) and for
its widespread use, it is easier to find solutions for any problem. This scheduler
seeks a fair execution across all system processes.

In the algorithm view, the ideal processor would be the one that could perform
all tasks in parallel with equal speeds. Thus, virtually, the algorithm attempts
to approximate this ideal execution, making the processor’s time equally divided
among all processes. For this, we use the concept of virtual execution time, which
is simply the processor time given to each process. The processes with smaller
virtual execution times are the next to make use of the processor.

The Linux scheduler was modified to enable process monitoring and to per-
form migrations among processors according to the results generated by the
hardware load balance. The scheduler module in hardware has several registers
mapped into the memory address space used by the Linux kernel to control the
1 Aeroflex Gaisler: http://www.gaisler.com
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start and the end of process execution, as also to make available for the scheduler
results.

3.2 Hardware

Inter-components Interface The components related to performance pro-
jection, and load balancing communicate using the AMBA AXI4-Stream pro-
tocol.The AXI protocol defines signals that make it as generic as possible to
support a wide variety of data-transfer types.

Performance Counter The performance counter is the component responsible
for observing each instruction executed by the processor and for measuring the
number of cycles spent by it. This measure is used to decompose the CPI and is
automatically computed by the component. The basic operation of the perfor-
mance counter consists of decoding the received instruction, so that it knows to
which group such instruction belongs, i.e., whether it is a branch, a load/store
or a floating-point instruction, for example. From the decoding, the time delay
for this instruction to be affected is measured. The operating system scheduler
controls the beginning and the end of the monitoring. The performance counter
has an input signal coming from the bus interface that indicates to the running
process and the beginning and theend of monitoring activity.

Normalization and performance projection Continuous data from the
decomposition of the processes generated by performance counters are the inputs
to the block that performs the normalization and performance projection. This
block has the role of arbitrating between the decomposition entries, sampling
and sending them serially through the AXI interface. For each process, the per-
centage from its performance histogram over the total spent cycles is calculated.
The next step is to perform the data normalization according to the weights of
the current processor. Once these results are calculated, they are used along the
weights of the processor to be projected to performs the direct data correlation,
generating information corresponding to the projection of the current process on
another processor. These projections are sent to the balancing block and later
they will be read by the operating system.

Balancing The idea of the Hungarian algorithm is to receive a matrix and per-
form arithmetic operations in all elements between rows and between columns,
so the number of zeros in the matrix increases until it is possible to choose a
set of n elements (null), where each element is unique in its row and column.
This set of n elements is the result of the optimal assignment which maximizes
(the algorithm can maximize as much as minimize) the performance distribution
between processes and processors. The matrix must be filled with the results of
the performance projections from all processes for all processors.
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Table 1. Architecture configurations

Arch. CPUs(0/1) / Resources
Branch Multip. D/Cache D/CACHE I/Cache I/CACHE D/TLB I/TLB FPU
Pred. (cycles) sets/way KB Rplcmt. sets/way KB Rplcmt. entries entries

1 Yes No 2 5 4/1 1/1 LRU No 4/1 1/1 LRU No 8 8 8 8 LITE FULL
2 Yes No 2 5 4/1 4/1 LRU Random 4/1 1/1 LRU No 8 32 32 8 LITE FULL
3 Yes No 2 5 4/1 2/1 LRU LRR 4/1 4/1 LRU LRR 32 16 16 32 LITE FULL
4 No No 2 5 4/1 4/1 LRU LRU 4/1 4/1 LRU LRU 8 8 8 8 LITE FULL

4 Results

The embedded platform used in this project offers fewer resources compared to
a modern personal computer. However, many benchmarks currently available in
the market are designed to run in an environment with more resources. Thus,
due to resource limitations in the embedded platform and also the low operation
frequency of the processor and the other devices, the benchmarks were selected
from different sources, so that they were in accordance with the embedded envi-
ronment used. In this context, the following benchmarks were selected: bzip2,
libquantum, dhrystone, stanford, fbench, inverse, sphinx and whetstone.

In the experiments, we used time effective time concept which stands for the
amount of CPU time used by a process to execute. The effective CPU time is
used to evaluate separately the performance projections made by the scheduler,
without take into account the load balancing among the processors. Four dif-
ferent architectures were used for experimental evaluation, each containing two
processors. The processor architectures are described in Table 1.

4.1 Performance Projection Results

Experiments were conducted by running four copies of the same benchmark
simultaneously. This scenario is repeated ten times using the Linux scheduler
and ten times using the heterogeneous scheduler on the processes. This proce-
dure is repeated for the four architectures presented previously. Apart from the
simultaneous execution of copies of the same benchmarks, three groups of dif-
ferent benchmarks were used. Benchmarks for each group are: Group 0: dhry,
fbench, stanford and inverse; Group 1: libquantum, whetstone, bzip2 and fbench;
Group 2: dhry, stanford, bzip2 and sphinx.

Before migrating a process, the standard Linux scheduler verifies if the
processor already has a cache-hot. If so, the scheduler does not perform the
migration. This approach may bring a disadvantage for heterogeneous multipro-
cessor systems. Sometimes the scheduler may prevent a process from running on
a higher-performance processor, despite having a cache-cold for the process. In
many cases, process migration should occur regardless of cache issues, mainly
when the new processor offers a set of desirable features. Therefore, new experi-
ments were made following the previous method, but without cache-hot verifica-
tion at migration time. Importantly, the use of this procedure may cause some
performance loss due to the lack of cache verification. Figure 5 and 6 illustrate the
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results for all architectures with and without cache-hot checking, respectively.
The results for the heterogeneous scheduler are compared to the results for the
Linux native scheduler. As a consequence, it is realized a significant increase in
performance achieved by the scheduler without the cache-hot checking.

5 Conclusion

This paper has presented a scheduler model implemented in hardware to deter-
mine in real time the performance projections of any running process to all
processors of the architecture. The model was validated through its implemen-
tation in FPGA, using SPARC V8 Leon processor and Linux operating sys-
tem. Through the performance projection provided by the scheduler module in
hardware, the processes are migrated to the processors that have the most suit-
able resources, reducing effective execution times for these processes. We showed
through the parallel execution of several benchmarks that the proposed scheduler
improved the effective time up to more than 40%.
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Abstract. Recent advances in three dimensional integrated circuits have
enabled large amounts of memory to be stacked in layers and accessed
by a logic unit using high bandwidth vertical interconnects. Several 3D
architectures have been proposed with different organizations of memory
and logic layers. In particular, 3D stacks of memory dies can be interfaced
with a reconfigurable logic layer such as FPGA to enable highly optimized
implementation of memory-intensive applications. We refer to these as 3D
Memory Integrated FPGAs. Mapping algorithms to such architectures is
a challenging task due to the complex interaction between memory and
logic and the relation between energy consumption and memory access.
Performance modeling of these architectures can enable the design space
to be systematically explored while mapping a specific algorithm. In this
paper, we analyze the current landscape of 3D Memory Integrated FPGAs
and identify the key parameters that have a significant impact on band-
width and energy. We specify an “abstract architecture” that captures
the features of such architectures and provide a parameterization of the
design space with the eventual goal of developing a performance model
for optimizing algorithm implementation.

Keywords: 3DIC · Vertical interconnect · Hybrid memory cube

1 Introduction

VLSI technologies are reaching their limits on their ability to pack more tran-
sistors on 2-dimensional areas of silicon. Three dimensional integrated circuits
(3DIC) technology is one of the most promising ways to increase device densi-
ties in accordance with Moore’s law. 3DICs add a dimension to the planar IC
by stacking layers vertically. These layers communicate with each other using
vertical interconnects such as high bandwidth Through Silicon Vias (TSVs).
3DIC technology is most advanced in the design of memory chips. For instance,
in 3D Stacked DRAMs [9], layers of DRAM memory banks are stacked on top
of each other with TSVs used for vertical interconnects. A further advance is

This material is based in part upon work supported by the National Science Foun-
dation under Grant Number ACI-1339756.
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the stacking of layers of logic and memory vertically and connecting these lay-
ers with high-bandwidth vertical interconnects. These 3D Memory Integrated
Architectures can enable processing near memory with high bandwidth access
to memory [3–5,10–13]. The large number of interconnects between memory
and logic coupled with frequent accesses to memory results in significant energy
consumption. The goal of performance model-based optimization is to enable
algorithms that can exploit the resources of 3D memory integrated architectures
in an energy-efficient manner.

In this paper, we focus on 3D Memory Integrated Architectures with FPGA
as the logic layer and consider the issues in developing performance models of 3D
Memory Integrated FPGA. A challenge for developing an efficient implementa-
tion of an algorithm on a 3D Memory Integrated Architecture is the large num-
ber of architecture features that need to be optimized. These include parameters
such as number of memory banks, vaults, layers and interconnects. The complex
interactions between logic and memory require more control parameters such as
access cost for a row, bank, vault in terms of both time and energy. A design
refers to the mapping of an application onto an architecture. The design space is
the set of all possible designs that are obtained by instantiating all possible values
of the different parameters. The design space of 3D Memory Integrated FPGAs
is large but must be explored within a reasonable amount of computation time.
It is infeasible to perform a detailed evaluation of every possible design in the
design space using simulation tools since the size of the design space grows expo-
nentially with the number of parameters. Hence, it is important to identify the
specific parameters which have a significant impact on performance and develop
a high-level performance model based only on these parameters. We study the
current 3D Memory Integrated FPGA landscape, identify these parameters, and
propose an abstract architecture consisting of the parameters that significantly
affect bandwidth and energy-efficiency.

The contributions of this paper are:

– a study of the current landscape of 3D Memory Integrated FPGAs
– an “abstract architecture” that captures the features of such architectures

as the basis of a high-level performance model
– identification of a set of design space parameters for the abstract architecture

The rest of the paper is organized as follows. Section 2 presents the overview
of 3D Memory Integrated FPGAs. In Section 3, we identify the critical parame-
ters required to explore the design space of 3D Memory Integrated FPGAs and
we conclude in Section 4.

2 3D Memory Integrated FPGA (3D MI-FPGA)

3DIC technology is being applied to develop the next generation of FPGAs [1,2,
6,7]. These include 3D FPGAs (stacking multiple layers of FPGA to benefit from
the high bandwidth interconnections in 3DICs) and 3D MI-FPGAs (stacking
memory and FPGA). In this paper, we focus on 3D MI-FPGAs and provide
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an overview of the different 3D MI-FPGAs. We then use these architectures to
identify the potential parameters for a performance model.

The 3D architecture in [6], “Reconfigurable System-in-Stack” stacks memory
layers on top of FPGA layers. The architecture is made up of multiple memory
layers and the logic layer is split into two FPGA layers, with one layer acting
as Datapath unit (accelerator) and the other as Control unit. The datapath
unit layer of FPGA is made up of application specific logic and BRAMs with
interconnections to the DRAM and the control unit layer. The control unit layer
implements a finite state machine to manage the datapath unit.

Recently, a 3D demonstration board developed by Altera and Micron [2] fea-
tures one 3D memory device from Micron connected to four Altera Stratix V
FPGAs. The 3D memory is a vertical stack of DRAM memory dies connected
using TSVs [8]. Although, this board does not have the memory stacked ver-
tically on an FPGA, it enables designers to test 3D memory models and its
communication with multiple FPGAs.

2.1 Features and Performance

Reconfigurable System-in-Stack [6]: In this architecture, each memory layer
has 8 ports with 256 Mb per bank. TSVs connect the memory and FPGA layers.
The maximum operating frequency of 3D memory is 2 GHz and this can sustain
a bandwidth of 512 GB/s with a latency of 9 ns. The interconnects between
FPGA layers use 3D interconnects. The maximum frequency of the FPGA is
approximately 200 MHz.

Altera + Micron Demonstration Board [2]: The number of memory
layers in the 3D memory is 8 and the number of logic layers in the demonstration
board is 4. There are 512 interconnects between layers of the 3D memory. Banks
stacked vertically one above the other form a rank or vault. Each layer of 3D
memory is made of 16 vaults and 1 bank per layer per vault. The 3D memory
interface is made of four links with each link connected to one FPGA. The total
bandwidth from the 3D memory is approximately 130 GB/s and approximately
32 GB/s between one FPGA and the 3D memory.

3 Parameterization of 3D MI-FPGA

One of the promising characteristics of 3D architectures is that they address
the memory wall problem and hence we focus on parameters which affect the
bandwidth of 3D MI-FPGAs. On the other hand, 3D architectures can be energy
intensive due to heavy utilization of the memory layers. Therefore, we also spec-
ify parameters affecting power or energy consumption of 3D MI-FPGAs. We
present an abstract architecture comprising of layers of memory and layers of
logic interacting through an interconnect layer. This is illustrated in Figure 1.
The design space for this abstract architecture consists of parameters defining
the Memory, FPGA Logic, and Logic-Memory Interconnect (LMI) layers. These
parameters are described next.
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Fig. 1. 3D MI-FPGA Architecture Fig. 2. 3D Memory

3.1 Memory Layer

Bandwidth Parameters: The bandwidth of memory is a function of para-
meters including its operating frequency (fmem), size (M ), and the number of
memory layers (Lm). In the case of 3D memory, other parameters also affect
bandwidth. In addition to the above, we define the following fine-grained para-
meters:

– Banks per vault per layer (B)
– Number of interconnections (Niom)
– Number of vaults (V )
– Activation overhead (trow)
– Interconnect latency (tiom)

The organization of each layer has a significant impact on the bandwidth. A
representation of the 3D memory is shown in Figure 2. Each layer of memory is
partitioned into banks. Group of banks on each layer share a set of interconnec-
tions to other layers. We denote this set of interconnects as IOM. This group of
banks which are stacked vertically one above the other in different layers form a
vault. All the banks belonging to the same vault share the IOM with other layers.
The number of these connections, Niom define the bandwidth available between
the layers. In Figure 2, the memory layer can be visualized as being made of V
vaults of memory sharing a group of interconnections and each vault made of B
banks in each of the Lm layers. The latency of accessing memory depends on the
time needed to activate a bank in a vault and on the data transfer time on the
IOM. Let trow denote the time to access a row in one bank of one layer and tiom,
the transfer time on IOM. trow consists of the activation time of the bank and
the data movement from the bank to IOM. The latency of accessing two rows
in the same bank is higher than accessing two rows in different banks because
the activation time of banks can be reduced by overlapping the activation. This
pipelining of activation of banks can be extended to different layers. But, the
vaults do not share the IOM and hence, all the vaults can be active at the same
time.
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Energy Parameters: Energy consumption of memory is affected by latency
parameters (defined above) and the power parameters. In a memory, accessing
two rows consumes more power than accessing one row. We denote by Prow the
power to activate one row in a bank. In addition, the banks in memory can be
set to standby mode or power-down mode. In each of these modes, there are
two states: active and precharge. Keeping the bank in precharge power-down
state (Pdown) consumes the lowest power whereas active standby state (Pact)
consumes the highest. Thus, data layout and number of row activations in a
bank significantly affect the total power consumption in memory. The power
consumption due to the IOM is defined by the parameter Piom, the power con-
sumed per interconnect per unit data transferred. Other parameters include read
power (Pread) and write power (Pwrite) which are dependent on the amount of
data accessed and refresh power (Prefresh), a constant.

3.2 Logic Layer

Bandwidth Parameters: An FPGA-based logic layer in our architecture con-
sists of logicblocks,DSPblocks,memoryblocks, andmemorycontrollers (Figure3).
A functional unit can be replicated in multiple layers or a logic unit can be divided
across multiple layers. We denote the set of vertical interconnects between these
logic blocks by IOL. In addition, memory controllers on different layers share a sep-
arate set of vertical interconnects which are used to communicate with each other
and the memory layers through the Logic-Memory Interconnect Layer (denoted
IOLM and described in Section 3.3). Parameters such as the number of LUTs and
slices occupied by the application determine if the logic fits on the FPGA. Simi-
larly, themaximum frequency of operation is dependent on the application and spe-
cific implementation.TheFPGAparameters that significantly impact thememory
bandwidth are:

– Frequency of operation (flogic) and number of layers (Ll)
– number of interconnects between logic layers (Niol)
– interconnect latency (tiol)
– configuration of on-chip memory (Nbram, Sbram)
– number of memory controllers (Nmcl)

The frequency of operation of FPGA logic determines the amount of data
that can be processed by the logic layer and hence the bandwidth between logic
and memory increases with flogic. The number of layers of logic (Ll), size of
IOL (Niol), and delay from routing through IOL (tiol) determine the number
of parallel functional units that can run together. The IOL reduces the routing
and improves the pipeline with output of logic block on one layer acting as input
to logic block on another layer. The structure of on-chip memory affects the
performance of FPGAs significantly. BRAMs are dedicated memory blocks with
the mode of operation (read/write), the size of each block and width of each
data location as configuration parameters. In each of the Nbram BRAMs of size
Sbram, there are two separate read and write ports per block. The BRAMs are



448 S.G. Singapura et al.

Fig. 3. FPGA-based logic layer

connected to the memory layer through Nmcl memory controllers. Note that
we do not consider Distributed RAMs (Dist. RAMs) in this work as they are
dependent on the implementation and are not dedicated memory blocks.

Energy Parameters: In an FPGA, memory is one of the major consumers
of energy. We define the parameter Pbram as the power consumed by one block
of BRAM. The total power consumption in BRAMs can be reduced by imple-
menting a memory activation schedule that switches off blocks that are not in
use. Dist. RAMs can be used as a local buffer so that the BRAM can be switched
off to save energy. The power consumption of Dist. RAM, Pdist, is lower than
Pbram because of its smaller size. The power consumption due to routing through
IOL is determined by Piol. Other components that consume power in an FPGA
are slice logic, functional units, and signals. Such blocks have their own power
consumption parameters, for example, Multiply and Accumulate block (Pmac),
adder (Padd), slice logic (Pslice) and signals (Psig).

3.3 Logic-Memory Interconnect (LMI) Layer

The interconnect topology shown in Figure 4 acts as the communication link
between logic and memory layers carrying the address of data in the memory
and the data itself. The organization of these interconnects affect the bandwidth.
The parameters of the interconnect layer specify the number of interconnects,
latency, and the topology of the interconnect. The aggregate bandwidth from all
the vaults in the memory should be made available to the logic layers. This is
determined by the topology, latency (tlmi) and number of interconnects between
the memory controller layer in memory and memory controllers in the logic layer.
Denote by Nioml the number of links from one vault in the memory layer to be
connected to the logic layers through LMI. Then the total number of links from
the memory layer (IOML) is V ×Nioml.
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Fig. 4. Logic-Memory Interconnect

Table 1. Memory Layer Parameters [2,6]

Parameter Lm M V B Niom

Reconfigurable System-in-Stack 2 2 GB 8 1 ∼ 310

Altera + Micron 8 2-4 GB 16 1 512

Similarly, denote by Niolm the number of links from each memory controller
on a logic layer to be connected to the memory layers through LMI. Then, the
total number of links from the logic layers (IOLM) are Nmcl×Niolm. For example,
a crossbar switch of size m×n, can be used to form the interconnection topology,
where m = V × Nioml and n = Nmcl × Niolm. In addition, we denote by tlmi

to include both the setup time to configure the LMI and the data transfer time
between memory controllers on memory and logic layers. Plmi denotes the power
consumption due to the LMI layer per connection made between the memory
and logic layers.

3.4 Examples of the Abstract Architecture

The parameters defined in this section can be used to describe the architectures
in Section 2. The memory layer parameters for both the architectures are tab-
ulated in Table 1. In Altera + Micron Demonstration Board, the FPGA is not
connected to the memory via 3D interconnects and hence, the parameters of the
logic and the LMI layer is limited to Reconfigurable System-in-Stack architecture
in Table 2.

Table 2. Logic and LMI Layer Parameters [6]

Parameter Ll Sbram Nbram per logic unit Niol Niolm Nioml

Reconfigurable System-in-Stack 2 4 KB 5 880 ∼ 310 ∼ 310

4 Conclusion

We summarized the current state of development of 3D MI-FPGAs and identified
architectural features which are critical for performance modeling. These features
were used in the design of an abstract architecture whose parameters can form
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the basis for design space exploration of 3D MI-FPGAs with memory bandwidth
and energy efficiency as the primary metrics. For future work, we intend to
develop a detailed performance model for a 3D MI-FPGA. We will compare the
data throughput and energy consumption of representative memory-intensive
applications based on performance modeling with that of detailed simulations.
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Abstract. Verilog HDL is the most-used hardware design language for
FPGAs. In this paper, we introduce Pyverilog, an open-source toolkit for
RTL design analysis and code generation of Verilog HDL. Pyverilog offers
efficient functionality to implement a CAD tool that treats Verilog HDL
with small amount of effort. Pyverilog consists of four key libraries: (1)
parser, (2) dataflow analyzer, (3) control-flow analyzer, and (4) Verilog
code generator. We show a case study that uses Pyverilog as the fun-
damental back-end library. We have developed flipSyrup, a framework
for efficient rapid prototyping by virtually enlarging FPGA resources.
By using Pyverilog, the framework is implemented with small amount of
additional codes; it is implemented in about 2700 lines of code in Python.

Keywords: Verilog HDL · Parser · Analyzer · Toolkit · FPGA

1 Introduction

Verilog HDL is the most-used design language to express the fabric of a hardware
structure in the register transfer level (RTL) for both ASIC implementation
and FPGA-based implementation. Since Verilog HDL has been used for many
years, a lot of useful information and common design patterns are available in
the literature and on the web. Additionally, constructing an effective hardware
structure for high performance and low power requires cycle-by-cycle scheduling
definitions for computations and data movements. In cases that the high-level
design languages do not fit with the application characteristics, designers would
prefer to use a conventional register transfer level HDL. Verilog HDL is certainly
useful for such fine-grain hardware definitions in any cases, because Verilog HDL
has enough capability to express cycle-level circuit behaviors. Thus, Verilog HDL
will be important as both a cycle-by-cycle modeling language for highly tuned
hardware structures.

Unfortunately, Verilog HDL lacks sufficient abstractions for higher produc-
tivity of hardware design. In the standard hardware development flow using
Verilog HDL, low-level descriptions of the hardware structure are required to
arrange inherent fine-grain components. It is hard to re-use hardware designs in
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 451–460, 2015.
DOI: 10.1007/978-3-319-16214-0 42
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Fig. 1. Pyverilog overview

other environments. To overcome this drawback, some emerging alternatives of
hardware design languages, such as Chisel[1], and high-level synthesis tools have
been proposed. While these have powerful capabilities of component abstrac-
tion to support microarchitectural explorations for a better hardware configu-
ration, most CAD tools do not directly support them as the input of the tools
in standard. Therefore the software tools of those high-level languages generally
generate RTL codes in Verilog HDL (or VHDL) for such standard CAD tools.
Verilog HDL will be important as the intermediate representation of hardware,
like assembly languages of general software environments.

In this paper, we introduce Pyverilog, an open-source toolkit for design anal-
ysis and code generation of RTL designs written in Verilog HDL. Pyverilog offers
(1) code parser, (2) dataflow analyzer, (3) control-flow analyzer, (4) visualizer,
and (5) code generator for Verilog HDL. The objective of Pyverilog is to make
it easy for researchers and engineers to implement a novel CAD tool for Verilog
HDL design.

2 Pyverilog

In point of modern high-level synthesis and new generation HDL researches,
Verilog HDL and VHDL are commonly used as an intermediate representation
for vender CAD tools. In order to implement such tools and languages, a code
generator of traditional HDL is essential. Additionally, some approaches provide
virtualization capability of FPGA resources that abstract away on-chip and off-
chip fabrics, such as CoRAM[2,3] and LEAP[4]. These frameworks build their
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abstraction layers on existing HDLs. To realize such abstraction functions as
actual hardware, a code parser, a static analyzer, and a code translator are
required. In point of software engineering, RTL designs can be treated just
as source codes described in parallel computing paradigm. To improve qual-
ity of RTL designs, some software engineering approaches are proposed, such
as refactoring[5] and code coverage analysis[6]. In order to implement such
approaches, a code parser, a static analyzer, and a code translator are required,
as well.

There are some popular open-source Verilog simulators that support hardware
development[7–9]. These simulators surely have a parser and a static analysis func-
tion that translate input Verilog codes into an internal representation used in the
simulators. Unfortunately, since these simulators are originally designed just for
practical Verilog simulations, reusing design analysis result by other software tools
is not considered. Additionally, to the best of our knowledge, there are no avail-
able open-source products that support both code analysis and code generation
of Verilog HDL. Therefore a comprehensive toolkit for Verilog HDL is needed.

In order to assist development of new CAD tools for efficient FPGA comput-
ing, we developed Pyverilog. Pyverilog is an open-source software toolkit for pro-
cessing hardware designs of Verilog HDL. As its name suggests, Pyverilog has been
completely implemented in Python, a major scripting language. Figure 1 shows
the overview of Pyverilog toolkit. Pyverilog offers four key libraries: (1) parser,
(2) dataflow analyzer, (3) control-flow analyzer, and (4) Verilog code generator.
For ease of understanding a hardware structure, Pyverilog offers a visualizer of
the dataflow graph and control-flow graph. The objective of Pyverilog is to make
it easy for researchers and engineers to implement a novel CAD tool for Verilog
HDL design. Pyverilog is a quite small toolkit; it consists of 12,359 lines of code
in Python and 167 lines of template text.

2.1 Parser

Figure 2 illustrates an example design of a stopwatch in Verilog HDL. This
hardware has three user inputs: start, stop, and init, and it has two outputs:
busy and timecount. The hardware measures the time period from the start
signal is asserted until the stop signal is asserted. If the init signal asserted, the
value of timecount will be reset. The hardware includes a finite state machine
(FSM) of state to handle three states: IDLE, COUNTING, and WAITINIT.

The parser of Pyverilog is a fundamental tool to analyze a source code written
in Verilog HDL. The parser generates an abstract syntax tree (AST) from the
code of Verilog HDL for later analysis and external tools. Pyverilog calls Icarus
Verilog[7] with -E option as the preprocessor. After the preprocessing, all macros,
such as #define and #ifdef, are extracted, and the fabricated source code in the
form of text are available. Then the parser of Pyverilog reads the source code
and builds up an AST in the form of nested class objects in Python. Finally the
generated AST is ready for the next analysis step. Figure 3 shows a part of a
text output of an AST generated from the example source code illustrated in
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module stopwatch
  (
   input CLK, 
   input RST,
   input start,
   input stop,
   input init,
   output reg busy,
   output reg [31:0] timecount
  );
  localparam IDLE = 0;
  localparam COUNTING = 1;
  localparam WAITINIT = 2;
  reg [3:0] state;
  always @(posedge CLK) begin
    if(RST) begin
      state <= 0;
      timecount <= 0;
    end else begin
      if(state == IDLE) begin
        if(start) begin
          state <= COUNTING;
          timecount <= 0;
          busy <= 1;
        end
      end else if(state == COUNTING) begin
        timecount <= timecount + 1;
        if(stop) begin
          state <= WAITINIT;
          busy <= 0;
        end
      end else if(state == WAITINIT) begin
        if(init) begin
          timecount <= 0;
          state <= IDLE;
        end else if(start) begin
          timecount <= 0;
          state <= COUNTING;
        end
      end
    end
  end
endmodule

Fig. 2. Verilog HDL code example (stopwatch)

Source: 
  Description: 
    ModuleDef: stopwatch
      Paramlist: 
      Portlist: 
        Ioport: 
          Input: CLK, False
            Width: 
              IntConst: 0
              IntConst: 0
        Ioport: 
          Input: RST, False
            Width: 
              IntConst: 0
              IntConst: 0
        Ioport: 
          Input: start, False
            Width: 
              IntConst: 0
              IntConst: 0
        Ioport: 
          Input: stop, False
            Width: 
              IntConst: 0
              IntConst: 0
        Ioport: 
          Input: init, False
            Width: 
              IntConst: 0
              IntConst: 0
        Ioport: 
          Output: busy, False
            Width: 
              IntConst: 0
              IntConst: 0
          Reg: busy, False
            Width: 
              IntConst: 0
              IntConst: 0
        Ioport: 
          Output: timecount, False
            Width: 
              IntConst: 31
              IntConst: 0
          Reg: timecount, False
            Width: 
              IntConst: 31
              IntConst: 0

Fig. 3. Generated AST (I/O
declaration section)

Figure 2, which represents that the example source code is correctly analyzed
and converted into an appropriate AST representation.

To build the parser, PLY (Python Lex-Yacc)[10] is used as the parser gen-
erator (compiler-compiler), which is a lightweight implementation of a lexical
analyzer and an LR-parser. Since PLY is entirely implemented Python, porta-
bility of the parser is naturally satisfied. The parser consists of 2,903 lines of
code in Python.

2.2 Dataflow Analyzer

The dataflow analyzer of Pyverilog is for constructing a dataflow graph that
represents relationships among signals. The generated dataflow graph will be
used as an intermediate representation in a next step for control-flow analysis.
The dataflow analyzer has 3 subsystems to make clear the entire structure of the
hardware: (1) module analyzer, (2) signal analyzer, and (3) bind analyzer. All
the subsystems are implemented using a standard visitor pattern that a specific
function for each visited AST node is called by its class name recursively.
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Fig. 4. Generated dataflow graph

The module analyzer first traverses an input AST to build a list of entire
modules. In this step, a signal list of input, output, and parameters is created for
each module definition, but any assignments of specific values are not analyzed.
After that, the list is used to clarify signal connectivities across module hierarchy.

Then the signal analyzer then traverses the same AST again in order to col-
lect signal definitions. In this step, all signal declarations are analyzed, and scope
of effect for each signal is recorded. At the same time, the optimizer resolves the
constant value definitions, such as a parameter and a localparam. Parameters
in a module definition can be overwritten by its parent module. Therefore the
actual hardware structure depending on such parameters will be fixed after those
parameters are fixed. By utilising the analysis results of the optimizer, actual
parameters in each module instance and the entire module hierarchy are deter-
mined.

Finally the bind analyzer generates a dataflow graph for each signal. Since the
analysis and optimization of constant values and module hierarchy are already
completed until this step, a dataflow definition is absolutely determined. Pyver-
ilog offers a visualizer of the dataflow graph and control-flow graph. Figure 4
shows a dataflow graph picture of the variable timecount in Figure 2. The graph-
ical representation of dataflow graphs makes us easy to find out the definition of
a value by intuition. A dataflow graph in Pyverilog is provided in a tree of value
definitions. The tree consists of several (1) arithmetical or logical operators, (2)
assignment conditions represented as Branch in the figure, and (3) assigned val-
ues or signals. The bind analyzer constructs a tree incrementally from the head
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Fig. 5. Finite state machine visualization

Active Conditions: stopwatch.busy
[((stopwatch_start 1:None) && (stopwatch_state 0:0))]
Changed Conditions
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Fig. 6. Analysis result output of activated conditions

of an AST. The tree is usually rearranged so that assignment conditions are
located in the root side of the tree and assigned values or signals are located on
the leaf side of the tree. Then assigned values (or signals) and their conditions
are obviously separated, which helps to easily construct a control-flow graph in
the next step.

The visualizer uses Graphviz[11] with its Python binding. The principal oper-
ations of the visualizer are to convert a graph of a dataflow or a finite state
machine (control-flow) into a graphic representation of the Graphviz format.
The dataflow analyzer consists of 6,461 lines of code in Python.

2.3 Control-flow Analyzer

The control-flow analyzer of Pyverilog is for generating a graph representation
of finite state machines (FSMs) in the hardware. In this work, we call such FSM
as control-flow graph. The control-flow analyzer uses an analysis result of the
dataflow analysis to utilize a list of signals and assignments among those signals.
The control-flow analyzer has 2 subsystems: (1) state machine pattern matcher
and (2) active condition analyzer.

The state machine pattern matcher explores appropriate signals construct-
ing FSMs from the dataflow graph. By using pattern matching schemes that
search signals with a predictable name, such as state, the analyzer selects candi-
date signals for the next analysis step. Then the active condition analyzer ana-
lyzes conditions that the value of a candidate signal for FSMs is modified. The
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import pyverilog.vparser.ast as vast
from pyverilog.ast_code_generator.codegen import ASTCodeGenerator

params = vast.Paramlist(())
clk = vast.Ioport( vast.Input(’CLK’) )
rst = vast.Ioport( vast.Input(’RST’) )
width = vast.Width( vast.IntConst(’7’), vast.IntConst(’0’) )
led = vast.Ioport( vast.Output(’led’, width=width) )
ports = vast.Portlist( (clk, rst, led) )
items = ( vast.Assign( vast.Identifier(’led’), vast.IntConst(’8’) ) ,)
ast = vast.ModuleDef("top", params, ports, items)

codegen = ASTCodeGenerator()
rslt = codegen.visit(ast)
print(rslt)

Fig. 7. Code generation

module top
 (
  input [0:0] CLK, 
  input [0:0] RST, 
  output [7:0] led
 );
  assign led = 8;
endmodule

Fig. 8. Generated
Verilog HDL code

dataflow analyzer provides assignment definitions of each signal. They contain
the assigned value and its assignment condition. The control-flow analyzer infers
the values of candidate conditions from these assignment conditions. Results of
active condition analyses are presented as a number of pairs of a cause signal
name and its actual values for each state transition.

Figure 5(a) shows the analysis result of an FSM in Figure 2 in the form of
text. At the same time, the control-flow analyzer generates a graphic file of the
FSM. Figure 5(b) illustrates a corresponding FSM of variable state as a graph.
The graph represents that the FSM consists of a cyclic transition pattern. The
graphical representation of such control-flow graphs also makes us easy to figure
out the control structure of the hardware.

The control-flow analyzer has a function to identify the conditions that a
signal is asserted or de-asserted, so that it can identify the conditions of state
transitions. Figure 6 shows the analysis result of conditions that value of the
variable busy in Figure 2 is updated. According to the example code, the vari-
able busy is updated when state is 0 (IDLE) and start is asserted, or state is
1 (COUNTING) and stop is asserted. The analyzer reports the correct analy-
sis result of update conditions. The report result includes (1) conditional signal
names, (2) pairs of maximum and minimum values that the condition is satis-
fied, and (3) values assigned when the condition is satisfied. This feature can be
used to identify the asserted conditions of non-FSM signals. It helps to automat-
ically synthesize an additional circuit that works only when some conditions are
satisfied. The control-flow analyzer consists of 1,596 lines of code in Python.

2.4 Code Generator

The code generator of Pyverilog is for generating a source code written in Verilog
HDL from the intermediate representation of an AST. Figure 7 shows an example
code to generate a Verilog source code from an intermediate representation of
AST. In the example, the structure of Verilog source code is directly defined by
making an AST object. In line 13 of Figure 7, an object of ASTCodeGenerator
is created. Then the object generates a corresponding source code in the form
of text from the AST object. Figure 8 illustrates the generated source code by
the Python script in Figure 7.
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Fig. 9. Hardware design steps with the framework support

Common source code generators in any languages contain a set of template
texts of output codes in their internal source codes. Therefore, the amount of
the source codes is usually larger than the other parts. In order to separate
the implementation of the entire code generator into the code write parts using
template texts and the control parts, we used a template engine. In this imple-
mentation, we chose Jinja2[12], a major template engine used in various web
applications with Python. By utilising the template engine, all template texts
of Verilog HDL codes are removed from the source code in Python. It simplifies
the software structure of the tool. As well as the dataflow analyzer, the code
generator uses the standard visitor pattern that calls an appropriate function
of the visited AST node recursively. The code generator consists of 988 lines of
code in Python and 167 lines of template text.

3 Case Study: Development of a Rapid Prototyping
Framework

We show a case study that uses Pyverilog as the fundamental back-end library.
We have developed flipSyrup[13,14], a framework for rapid prototyping. Flip-
Syrup enables to implement an FPGA-based prototyping system without any
concerns of on-chip memory capacity limits and inter-FPGA communication
property by the resource abstraction.

The framework provides two key abstractions of FPGA resources as instanti-
ation templates in HDL level: (1) abstract memory for memory systems and (2)
abstract channel for inter-FPGA communications. By utilizing these abstractions,
designers can build prototyping target hardware with little concern of available
on-chip memory capacity and interfaces among multiple FPGAs. Figure 9(a) illus-
trates a baseline design of target hardware. Figure 9(b) illustrates a partitioned
design made from the baseline design. If multiple FPGAs are utilized in order to
expand the logic capacity, designers should partition the the original design into
multiple parts and define an instance of an abstract channel (represented as Abst
channel in Figure 9(b)) in each partitioned design.

Figure 9(c) shows the complete prototype system using generated IP-core
packages. Each separate FPGA includes one IP-core corresponding to each
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partition of the target hardware. The framework creates (1) a memory system
(cache in Figure 9(c)) corresponding to each abstract memory interface (Abst
memory) and (2) a synchronization FIFO buffer (FIFO in Figure 9(c)) corre-
sponding to each abstract interface among partitioned hardware (abstract chan-
nel). The framework then synthesizes a management hardware (cycle-accuracy
manager in Figure 9(c)) that throttles the target hardware for cycle-accurate
emulation under utilizing the given abstractions.

When any miss events happen, the cycle-accuracy manager (in Figure 9(c))
stops the entire modeled hardware for the cycle-level accuracy of target hard-
ware behavior. To this end, the framework automatically translates the pure
RTL designs of the target hardware into controllable RTL designs by the con-
troller. The RTL design conversion takes two steps: (1) inserting control ports
for abstract objects, and (2) inserting a throttling port for the cycle-accuracy
manager. Figure 10(a) illustrates a structure of an input RTL design before the
RTL conversion. Figure 10(b) illustrates a structure of the converted RTL design
after the RTL conversion. The designers are not required to prepare any signal
ports that control abstract objects from outside of the user-level RTL.

The tool-chain of flipSyrup is implemented by utilizing Pyverilog. The RTL
analyzer and translator are implemented with very small amount of source code
by using the parser and the dataflow analyzer provided by Pyverilog: The amount
of additional source code of these tools is 1055 lines in Python. At the final
step of the IP-core synthesis, translated RTL designs are converted to Verilog
source code with some control hardware. The code generator of flipSyrup is
implemented with just two lines of source code by using the code generator
of Pyverilog. Totally flipSyrup is implemented in about 2700 lines of code in
Python by using Pyverilog.

4 Conclusion

We introduced Pyverilog, an open-source toolkit for design analysis and code
generation of RTL designs written in Verilog HDL. We showed a case study that
uses Pyverilog as the fundamental back-end library. We have developed a frame-
work for rapid prototyping by using Pyverilog. The framework is implemented
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with small amount of additional codes. We believe that utilizing Pyverilog effec-
tively simplifies development of modern CAD tools. Pyverilog and its related
frameworks are available from PyPI[15–17].

Acknowledgments. We thank Kenji Kise for his useful comments and support on
this research.
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Abstract. Heterogeneous clusters using accelerators are widely used
for high-performance computing system. In such systems, the inter-node
communication among accelerators becomes bottleneck due to the data
transfer between the accelerator and the host.

To eliminate this overhead, we have been developing a novel commu-
nication system realizing direct communication among accelerators over
computation nodes under the HA-PACS (Highly Accelerated Parallel
Advanced system for Computational Sciences) project. Also we are inves-
tigating high-level parallel programming language, and several practical
application programs on our concept, as well as studying the enhance-
ment of TCA and developing system software stack in the CREST
project.

Keywords: Accelerator computing · Interconnection network · PCI
express · Remote DMA · GPU direct

1 Introduction

Accelerators, as represented by Graphics Processing Units (GPUs), are widely
used in high performance computing due to their high performance/price ratios
and high performance/power ratios. In the Top500 List, the number of high
performance computing systems that include accelerators has increased yearly,
and several dozen systems use accelerators in the current list (Nov. 2014) [9].

However, all the accelerators are connected to the CPU by PCI Express
(PCIe), which is commonly used as IO bus. Thus, while the accelerators pro-
vide high computing performance, the total performance of the application using
c© Springer International Publishing Switzerland 2015
K. Sano et al. (Eds.): ARC 2015, LNCS 9040, pp. 463–474, 2015.
DOI: 10.1007/978-3-319-16214-0 43
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accelerators degrades heavily due to PCIe performance bottleneck. Especially in
the cluster using accelerators, inter-node communications among multiple accel-
erators require extra latencies. Since accelerator memory is separately located
behind the CPU, several memory copies via the CPU memory are required.
Furthermore, accelerator itself cannot communicate to the other accelerators
over the interconnect. The latency caused by multiple memory copies severely
degrades the performance, especially in the case of a short message.

In order to address this problem, we have proposed and have been developing
the direct communication system among accelerators over the compute node,
referred to as Tightly Coupled Accelerators (TCA) architecture. Since TCA
provides the inter-node communication by PCI Express directly with fast packet
switching mechanism, it could achieve ultra-low latency without the protocol
overhead such as InfiniBand and MPI as well as the memory copy overhead.

In this paper, the research and development of TCA architecture, its pro-
gramming environment, and applications based on TCA communication are
presented under the HA-PACS project in Center for Computational Sciences,
University of Tsukuba (CCS). Also, we introduce the CREST project entitled
“Research and Development on Unified Environment of Accelerated Computing
and Interconnection for Post-Petascale Era,” in cooperation with a couple of
organizations around CCS.

2 Overview of HA-PACS and TCA Architecture

The Highly Accelerated Parallel Advanced system for Computational Sciences
(HA-PACS system) is the eighth generation of the PACS/PAX series super-
computer at CCS. This project was performed under the approach based on
“Interdisciplinary Computational Science” with collaboration of computational
scientists using high performance computing system and computer scientists. It
was funded by Ministry of Education, Culture, Sports, Science and Technology
(MEXT), Japan since Apr. 2011 for three years.

In developing the HA-PACS system, target applications, including particle
physics, astrophysics, and life sciences applications, are pre-defined. In order
to achieve maximum performance within limited power supply and a limited
installation area, a large-scale cluster using accelerators is introduced to perform
these applications effectively.

We promoted the project with organizing two project offices of Exascale
Computational Sciences and Exascale Computing System Development in CCS,
for application development toward accelerated computing and actual system
development, respectively.

The HA-PACS system was designed not only just as the large-scale commod-
ity GPU cluster but also as the testbed for development and demonstration of
element technology towards the next-generation HPC. In practice, we focused
on the following goals:

– Development of TCA (Tightly Coupled Accelerators) architecture to allow
to enhance the communication performance, and

– acceleration of computational science applications based on TCA.
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2.1 Base Cluster

For the development and product run of advanced scientific computations toward
next-generation accelerated computing, the HA-PACS base cluster is equipped
with the latest GPUs at the time of installation.

Each computation node of HA-PACS uses two sockets of an Intel Xeon E5
2600 (Sandy Bridge-EP) CPU and four NVIDIA M2090 GPUs. As an intercon-
nection network, InfiniBand QDR with a dual-rail configuration is used, which
is suitable for PCIe Gen3 x8 with approximately 8 GB/sec bandwidth. A total
of 268 computation nodes is connected by the fat-tree configuration with full
bisection bandwidth.

The system began operating in February 2012 with a peak performance of
802 TFlops and was ranked at 41st on the Top500 list issued June 2012.

2.2 Tightly Coupled Accelerators Architecture

As mentioned above, for the accelerator technology of the next-generation HPC,
improvement of the latency and bandwidth in the communication among
accelerators is the most important issue. In order to address this problem, we pro-
posed a novel interconnect dedicated to direct communication among accelerators
beyond nodes. This technology is referred to as the TCA architecture[14],[13].

The TCA architecture is based on the concept of using the PCIe link [22] not
only as intra-node IO bus but also as the communication network link between
communication nodes and accelerators. Therefore, in the TCA architecture, the
accelerators can communicate directly via the PCIe protocol to the other acceler-
ators on the remote node. As a result, the TCA architecture can eliminate extra
memory copy via the host memory in the conventional cluster with accelerators
and can also avoid protocol overhead such as that associated with InfiniBand
and MPI.

2.3 PEACH2: An Implementation Based on TCA Architecture

In order to build up the cluster using TCA architecture, the interface board for
TCA, referred to as the PCI Express Adaptive Communication Hub version 2
(PEACH2) board, which uses an FPGA chip referred to as the PEACH2 chip,
has been developed.

PCIe is the standard serial interface for attaching the device to a host[22].
Originally, PCIe performs primarily memory read/write operations between the
Root Complex (RC) on the host side (master) and the Endpoint (EP) on the
device side (slave). However, the actual behavior is simply point-to-point bidi-
rectional packet communication. Therefore, we adapted fast serial packet com-
munication on the PCIe link to inter-node communication.

In the PEACH2 chip, four PCIe Gen2 ports are allocated, each of which has
eight lanes, i.e., each port can transfer data at up to 4 Gbytes/sec as same as
a port of InfiniBand QDR 4x. We implement the PEACH2 chip using a field
programmable gate array (FPGA) for flexible control and prototyping. Altera’s
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Stratix IV GX FPGA, which can provide four PCIe Gen2 x8 modules as the
hard IP, was introduced [5]. The DMA controller is equipped for operating the
fast communication with the complicated communication pattern as described
later. As the packet buffer, the embedded memory in the FPGA and DDR3
SDRAM are available. DDR3 SDRAM is also used for the main memory of the
controller, which is described in the following. The PEACH2 chip also includes
Altera’s Nios II processor as a microcontroller. The controller that is small and
low-power works only to monitor and configure TCA function.

In order to possibly reduce the routing overhead, the routing function in the
PEACH2 chip is designed without table search and address conversion. Although
PCIe uses a 64-bit address space, the host and the devices attached to the host
use only limited areas of the address space, and there are many unused bit fields
in 64-bits. In the PEACH2, the upper vacant bit fields in 64-bit address is used
for specifying the destination node ID, and the destination port can simply be
determined by comparing address range with the bit mask.

Due to the difficulty of the reasonable implementation for Memory Read
Request, only Memory Write Request is available for the communication to the
remote node in the PEACH2 by hardwired logic. Instead of Memory Read, the
“proxy write” mechanism can realize the same effect with the driver support.

The PEACH2 provides two types of communication: PIO and DMA. PIO
communication is useful for short message transfers, and the CPU can only
perform the store operation to remote nodes.

A DMA controller with four channels is embedded in the PEACH2 chip.
The DMA controller provides a chaining DMA function in order to transfer
multiple data segments. In this function, multiple DMA requests by multiple
DMA descriptors can be chained by a pointer on the host memory in advance.
Once the top of the DMA descriptors is activated, DMA transactions are contin-
ued automatically according to the chain of the DMA descriptors by hardwired
logic. Moreover, in order to eliminate the overhead for the transfer of the DMA
descriptors, a small amount of DMA requests can be referred to as “register
mode”. In this mode, up to 16 of DMA requests can be registered to the DMA
control register space on the PEACH2 in advance for a faster invocation. The
DMA controller also permits a block-stride transfer which can be specified with
a single descriptor.

For more detailed implementation of PEACH2 chip, please refer [13],[15].
Fig. 1 shows the PEACH2 board. The PEACH2 board is compatible with

the PCIe board specification [21] and includes an edge connector with Gen2 x8
to be connected to the host CPU and three PCIe external cable ports at its edge
to be connected to other nodes.

Most of the PEACH2 chip operates at a clock frequency of 250 MHz, which
is the operating clock frequency of the PCIe Gen2 x8 logic block.
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Fig. 1. Photograph of PEACH2 Production Board (Side View(Left), Top View(Right))

Table 1. Specifications of The HA-PACS/TCA

Compute Node

Motherboard SuperMicro X9DRG-QF
CPU Intel Xeon-E5 2680v2 2.8 GHz × 2 sockets

(IvyBridge 10 cores + 25 M cache) / socket
Memory DDR3 1866 MHz × 4 ch, 128 Gbytes

Peak performance 448.0 GFlops

GPU NVIDIA Tesla K20X 732 MHz × 4
Memory GDDR5 2.6 GHz, 6 Gbytes / GPU

Peak Performance 5.24 TFlops

Interconnect InfiniBand: Mellanox Connect-X3 Dual-port QDR
TCA: PEACH2 Board

(Altera Stratix-IV GX FPGA, PCIe Gen2 x8 / port)

System Speficiations

Number of Nodes 64

Interconnect InfiniBand QDR 108 ports switch × 2 ch

Peak Performance 364 TFlops

Number of Racks 10

Maximum Power Consumption 99.3 kW

2.4 HA-PACS/TCA Cluster

HA-PACS/TCA system is built as an extension of HA-PACS base cluster as
shown in Fig. 2, and it consists of five racks by two rows on the near side of this
photograph.

Table 1 presents the specifications of the HA-PACS/TCA cluster. A total
of 64 computation nodes is connected by two groups of IB QDR in the fat-
tree configuration with full bisection bandwidth. Furthermore, each node is also
connected by TCA.

The system achieves a peak performance of 364 TFlops. The system exhibited
a good performance/power efficiency of 3.52 GFlops/W as the peak, and the
system was ranked third on the Green500 list issued on November 2013 [10].1

1 This record is made before the system is entirely equipped with PEACH2 board
installation, and it is done only by IB interconnection.
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Fig. 2. Photograph of the Entire HA-PACS System (HA-PACS/TCA: 5 racks ×2
rows, HA-PACS base cluster: other racks)
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Fig. 3. Block Diagram of the Computation Node in HA-PACS/TCA

Configuration of the TCA Compute Node. As shown in Table 1, each
compute node employs two sockets of an Intel Xeon E5-2680v2 (IvyBridge-EP)
CPU and four NVIDIA K20X GPUs as the accelerator device.

Fig. 3 shows a block diagram of the data transfer in the compute node of HA-
PACS/TCA. In this figure, each compute node is illustrated as a red-framed box.
Each GPU is directly attached to the PCIe x16 slots from a CPU socket. Appar-
ently, the PEACH2 board is inserted into another PCIe x8 slot independently
from the GPUs. In this case, all of the devices, including GPUs, InfiniBand HCA
and the PEACH2 board, also share a single PCIe address space logically, and
the PEACH2 board can directly communicate with GPUs via the PCIe switch
embedded in the Intel Xeon E5 CPU socket.

This configuration is similar to that of commodity GPU cluster, such as the
HA-PACS base cluster, with the exception of the PEACH2 board. It means that
an accurate comparison can be performed to investigate the advantages of TCA
with the ordinary GPU cluster. Two of three external ports on the PEACH2
board are used to configure the ring topology (vertical arrows in the figure). A
remaining port is used to combine two rings by connecting to the other PEACH2
board on the neighboring nodes (horizontal arrow).
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Accessing the GPU memory from the other devices is normally prohibited,
and a technology called GPUDirect Support for RDMA (GDR) provided by
NVIDIA allows direct memory access through the PCIe address space under
a CUDA 5.0 or above environment with a Kepler-architecture and Tesla-class
GPU [19]. Once this feature enables the GPU memory at page granularity to
be mapped to the PCIe address space, the devices on the same PCIe bus can
access the memory directly. In practice, since we observed that the direct access
over QPI between sockets degrades the performance significantly, we assume
that PEACH2 only accesses GPU0 and GPU1 in Fig. 3. Recently, Mellanox also
releases GDR solution named PeerDirect for InfiniBand OFED (Open Fabrics
Enterprise Distribution) [16] collaborated with NVIDIA, and the same situation
happens. In this configuration, the InfiniBand HCA can achieve good perfor-
mance only by the use of GPU2 and GPU3 without the use of QPI.

2.5 Performance Results

We evaluated the basic performance of TCA communication using HA-PACS/
TCA. We develop two device drivers: the PEACH2 driver for controlling the
PEACH2 board and the P2P driver for enabling GPUDirect Support for RDMA.
We also evaluate the performance using a CUDA-aware MPI, MVAPICH2-GDR
2.0b for comparison. The detailed environment is summarized in the poster draft,
and we use up to 16 nodes as a TCA sub-cluster for this evaluation.

Fig. 4(a) shows the ping-pong latency in the case of CPU-CPU and GPU-
GPU using DMA, under small data size conditions. Using TCA, the minimum
latency in the case of CPU-CPU is 1.9 µsec, and that in the case of GPU-
GPU is 2.3 µsec. The overhead of GPU communication is 0.4 µsec, and it is
caused by read operation from GPU memory. On the other hand, the minimum
latency in the case of MVAPICH2 is 17 µsec. TCA result is 7.4 times better
than MVAPICH2 in terms of the minimum latency on GPU-to-GPU communi-
cation. MVAPICH2-GDR is an improved version for latency using GPUDirect
for RDMA on GPU-to-GPU communication. However, the latency is 6 µsec, and
TCA performance is still 2.6 times better than MVAPICH2-GDR.

Fig. 4(b) shows the performance of the halo exchange pattern in the stencil
computation. When the size of cubic array is N × N × N with a contiguous
memory for k direction, the memory transfer on each halo plane can be described
as follows:

– jk-plane: a block transfer with N ×N of block size
– ik-plane: N times of block-stride transfers with N of block size and N ×N

of stride size
– ij-plane: N ×N times of stride transfers with a single data block and N of

stride size

MPI are measured using MPI_Type_vector on the ik- and ij-plane. The max-
imum bandwidth is 2.7 Gbyte/sec at N = 192, and we could obtain bet-
ter performance than MVAPICH2-GDR at message lengths up to N = 320
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neighbor comm., GPU: GPU-to-GPU neighbor comm., MV2: MVAPICH2, MV2GDR:
MVAPICH2-GDR 2.0a]

with 800 Kbytes. The effect of DMA chaining function shows a great perfor-
mance gain in the case of block stride with N block and N stride (jk-plane)
where the performance of TCA is 3x to 6x better than both MVAPICH2 and
MVAPICH2-GDR.

3 Research and Development of Unified Environment of
Accelerated Computing and Interconnection

Ourproject entitled “Research andDevelopment onUnifiedEnvironment ofAccel-
erated Computing and Interconnection for Post-Petascale Era” was adopted as the
CREST program in the research area of “Development of System Software Tech-
nologies for post-Peta Scale High Performance Computing” by Japan Science and
Technology Agency (JST) at Oct. 2012 and scheduled to continue for six years.

In this research, we will investigate the unified environment of accelerators
and interconnection network for HPC system in post-petascale era. One of the
serious performance bottlenecks of next generation of accelerated computing
is the communication latency among accelerators especially for strong scaling,
and we will provide the total solution for this problem from the hardware to
application layer toward massively parallel accelerated computing systems in
exascale era.

In practice, our research team studies the enhancement of PEACH2 and the
development for the next generation of PEACH2, system software stack, high-
level parallel programming language, and several application programs based on
this concept.
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3.1 Enhancement and Next Generation of PEACH2

Currently, we are implementing the hardware support such as the function
offloading in the PEACH2 FPGA according to the characteristic of the applica-
tion. In the current PEACH2 chip, the logic utilization is only 22%, and memory
usage is 14% whereas the GXB (Gigabit Transceiver Block) resources are fully
used for PCIe ports. Thus, we can utilize such free logic for the additional func-
tions.

On the other hand, the current PEACH2 consists of Altera’s Stratix IV GX
and provides four PCIe Gen2 ports for connecting a host CPU and three neigh-
bors to form a double ring network. Considering the next generation of PEACH2,
we have discussed the design and implementation of a switching hub architecture
with PCIe Gen3 using a common FPGA. We are developing the PEACH3 using
Altera’s Stratix V GX FPGA, and demonstrated the first empirical evaluation
results with a PCIe Gen3 off-the cabinet network.

As the result, the data transfer between two PCs using PEACH3 with PCIe
Gen3 ports was successful and 6.9 GB/sec bandwidth, and the evaluation results
show its feasibility to achieve almost twice the bandwidth of PEACH2 [6].

3.2 XcalableACC: a Directive-based Language Extension for
Accelerated Parallel Computing

To develop an application on accelerator clusters, programmers must use hybrid
programming models in order to transfer data among nodes and to offload com-
putations to accelerators. In general, a combination of MPI and one of the avail-
able accelerator programming models, such as CUDA, or OpenACC [1].

With the aim of replacing MPI, we have been engaged in the design and
development of XcalableMP (XMP) [4],[17], which is a directive-based language
extension based on the Partitioned Global Address Space (PGAS) [2] model.

Based on studies of XMP and OpenACC, we propose a new programming
model called XcalableACC (XACC), which is an XMP extension that uses
OpenACC for accelerator clusters. In XACC, programmers can use both XMP
and OpenACC directives seamlessly. Therefore, XACC allows programmers to
develop applications on accelerator clusters easily. In addition, the Omni XACC
compiler provides functions that can transfer a halo region on accelerator mem-
ory via TCA for transferring data directly among accelerators efficiently.

We evaluate the productivity and the performance of XACC through imple-
mentations of the Himeno Benchmark. The results show that XACC requires
less than half the source lines of code compared to a combination of MPI and
OpenACC [18].

3.3 Applications Using TCA

Currently, we have been applying the TCA communication to several field of
applications, including the numerical libraries, graph traversal problems, particle
physics, astrophysics, and life sciences.
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Here, we introduce an example applying TCA communication to QUDA,
which is a Lattice QCD library for GPU. QUDA is an open-source Lattice Quan-
tum Chromo-Dynamics (LQCD) framework library developed by Mike Clark et
al. that supports NVIDIA GPU accelerators [8],[3]. Roughly speaking, there are
two kinds of computations in QUDA: stencil computations in the Dirac operator
and computations to solve linear equations using Krylov solvers.

The communication of QUDA is described by the abstraction layer, and
mostly the MPI is used for the actual communication API. We have added TCA
support to QUDA as an extension of the MPI [11].

The original QUDA uses send-receive semantics, i.e., a point-to-point pro-
tocol. On the other hand, since TCA supports Remote Memory Access (RMA)
model, we need to change the communication structure of QUDA from its origi-
nal point-to-point protocol. First, we rewrote QUDA’s communication protocol
using MPI-3 Remote Memory Access (RMA), and then, replaced the MPI-3
RMA APIs with the TCA communication APIs.

The results show that our solution significantly reduces communication latency
compared with MPI. The execution time for Conjugate Gradient (CG) iteration
in QUDA shows that the TCA implementation is 2.14x faster than peer-to-peer
MPI implementation and 1.96x faster than MPI remote-memory access (RMA)
implementation [11].

4 Related Work

The non-transparent bridge (NTB), which is embedded in the PCI-E switch,
allows inter-node communication by means of a special function[12]. Several
products based on NTB capability are released. However, the NTB is not defined
in the standard of PCI-E and is incompatible with the chip vendors of PCI-E
switches. The BIOS detection for NTB at the boot time causes many issues. On
the other hand, PEACH2 only behaves ordinary device, and the link state can
be determined independently.

APEnet+ is the original 3-D Torus network using FPGA[7],[23]. APEnet+
enables GPU direct copy over the nodes using Fermi-architecture GPUs. How-
ever, APEnet+ introduced different protocol from GDR, and our approach
achieves better performance for the latency and bandwidth.

As mentioned in section 2.4, CUDA 5 and above programming environment
for NVIDIA GPU provides GDR function with Kepler-class GPU[20]. This func-
tion enables the zero-copy communication between the InfiniBand Host Adaptor
and GPUs referred to as PeerDirect for InfiniBand OFED [16]. PEACH2 also
uses the same function and obtains the better performance regarding latency
and bandwidth.

Recently, NVIDIA has announced NVLink as a proprietary IO interface.
However, it is restricted to the wiring on a print circuit board, and we expect
to continue the PCIe based architecture as a standard interface, such as PCIe
Gen4.
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5 Conclusion

In the present paper, we described a novel interconnect for direct communica-
tion among accelerators over nodes, referred to as the TCA architecture, and
PEACH2 as an implementation of TCA architecture was presented. Also, the
HA-PACS project and the CREST project were introduced, which supported
our work.

Our future plan includes applying TCA architecture to Xeon Phi cluster and
development of optimal hybrid communication framework between TCA and
InfiniBand.
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Abstract. Targeting enhanced navigational speed and autonomy for
the space exploration rovers, researchers are gradually turning to recon-
figurable computing and FPGAs. High-density space-grade FPGAs will
enable the acceleration of high-complexity computer vision algorithms
for improving the localization and mapping functions of the future Mars
rovers. In the projects SPARTAN/SEXTANT/COMPASS of the Euro-
pean Space Agency, we study the potential use of FPGAs for imple-
menting a variety of stereo correspondence, feature extraction, and visual
odometry algorithms, all with distinct cost-performance tradeoffs. The
most efficient of the developed accelerators will assist the slow space-
grade CPU in completing the visual tasks of the rover faster, by one order
of magnitude, and thus, will allow the future missions to visit larger areas
on Mars. Our work bases on a custom HW/SW co-design methodology,
parallel architecture design, optimization techniques, tradeoff analysis,
and system tuning with Martian-like scenarios.

Keywords: Space rovers · Computer vision · Stereo correspondence ·
Feature extraction · Visual odometry · HW/SW co-design · FPGA accel-
eration

1 Introduction

Planetary exploration relies heavily on the navigational speed, accuracy, and
autonomy of the robotic vehicle employed in each space mission. Autonomy is
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important for overcoming the difficulty of tele-operation due to poor communi-
cation conditions. Accuracy is important for the safety of the billion-dollar cost
vehicle and for performing precision scientific experiments. Speed, together with
accuracy and autonomy, will enable the vehicle to explore larger areas on the
planet during the lifespan of its mission and bring even more results/discoveries
to the scientific community.

One major factor slowing down today’s Mars rovers is their very slow on-
board space-grade CPU. Due to physical constraints and the error mitigation
techniques employed in radiation environments, the space-grade CPUs suffer
from extremely low performance, i.e., achieving only 22 to 400 MIPS. When
combined with the increased complexity of the sophisticated computer vision
algorithms required for rover navigation, the space-grade CPUs become a serious
bottleneck consuming several seconds for each step of the vehicle and decreasing
its velocity to only 10-20m/h [1][2][3]. The most promising solution being con-
sidered today for the rovers of the future is reconfigurable computing and, more
specifically, co-processing with space-grade FPGAs.

Space-grade FPGAs are already being used in several space missions, how-
ever, not for performing highly-complex Computer Vision (CV) tasks. These
rad-hardened devices of Xilinx, Microsemi/Actel, and Atmel, are built on Flash,
Antifuse or SRAM technology. Similar to their earthbound counterparts, they
can outperform CPUs by allowing parallel computation, power-efficient archi-
tectures, and reconfiguration at run-time. The latter is of utmost importance in
space missions, because it allows for multi-purpose use and repairing of hardware,
which is located millions of miles away from the engineers and would otherwise
be rendered useless. The benefits of remote programming and reconfiguration
have already been demonstrated in practice for the Mars rovers (e.g., chang-
ing between flight/wake/dream modes, repairing high-energy particle glitches,
etc). Energy efficiency is important due to the limited power supply of these
rovers (e.g., power in the area of 100 Watts, during daytime). Parallel circuits
are important for managing numerous sensors/controls concurrently and, in the
future, for accelerating the calculation of demanding CV functions.

FPGA acceleration of CV algorithms for rover navigation on Mars is the
primary objective of the projects SPARTAN (SPAring Robotics Technologies
for Autonomous Navigation), SEXTANT (Spartan EXTension Activity), and
COMPASS (Code Optimisation and Modification for Partitioning of Algorithms
developed in SPARTAN/SEXTANT), of the European Space agency (ESA). The
second objective, of equal significance with acceleration, is to improve the accu-
racy of the CV algorithms and assemble CV pipelines of increased reliability. The
advent of high-density space-grade FPGA devices allows us to explore various
HW/SW co-design possibilities for implementing and optimizing CV pipelines
tailored to the needs of future Mars rovers. The options increase by considering
single- or multi-FPGA approaches, on-chip softcores or off-chip CPUs, altogether
with a variety of algorithms offering distinct cost-performance tradeoffs.

The algorithms considered in SPARTAN/SEXTANT/COMPASS relate to
two very basic functions of the rover: mapping and localization, essentially 3D
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reconstruction and visual odometry, which are used to solve the more general
SLAM problem. Simultaneous Localization and Mapping (SLAM, or in our case
VSLAM, because we use Vision to tackle it), is the computational problem of
constructing a map of an unknown environment while simultaneously keeping
track of the rover’s location within the environment. Typically, the rover is
equipped with two stereo cameras of distinct characteristics (resolution, field of
view, etc) to feed the mapping and localization functions. The 3D reconstruction
part bases on stereo correspondence algorithms, which proceed by comparing the
pixels recorded from the two views of the stereo camera to perform triangula-
tion and deduce the depth of the scene. The visual odometry part proceeds
by detecting and matching salient features between the images of the stereo
pair, as well as between successive stereo pairs, the apparent motion of which
is used to deduce the actual motion of the rover on the Martian surface. This
feature-based approach to visual odometry breaks down to the sub-problems of
accurate feature detection, sufficient feature description, correct feature match-
ing, and robust egomotion estimation. The bibliography includes a plethora of
computer vision algorithms for each one of the above sub-problems. The purpose
of SPARTAN/SEXTANT/COMPASS is to explore a number of these algorithms
and combine them in distinct visual odometry and 3D reconstruction pipelines,
which we then partition into HW and SW functions, accelerate using FPGA(s),
optimize, tune, and validate, for selecting the most efficient HW/SW solution for
the future space rovers. In the remaining of the paper we give an overview of the
work being performed in these projects, starting with the system specifications.

2 System Overview

2.1 Specifications and System Configuration

The Automation and Robotics group of the European Space Agency (ESA)
determines certain specifications for the systems under development and provides
valuable guidelines. In our case, the specifications include certain limits on the
type and size of the HW to be used, on the execution time of the algorithms, as
well as on the accuracy of the algorithmic results.

For the localization algorithms (visual odometry, VSLAM), the developed
pipeline must process one stereo image per second. The images are input from a
dedicated stereo camera, namely the “localization” camera. The distance between
two successive stereo images during the motion of the rover will be 6cm. That is, the
system must be able to sustain a rover velocity of 6cm/sec and travel 100m in 1667
rover steps. At the end of each 100m path, the output of the localization algorithm
must have an error of less than 2m in position and 5 degrees in attitude. Regarding
the 3D reconstruction (stereo correspondence algorithms), the developed pipeline
must generate one 3D local map in 20sec. The map must cover a circular area of
120 degrees and 4m radius in front of the rover. For such an increased coverage,
the “navigation” camera will acquire three high-definition stereo images in three
distinct directions (left, middle, right) in front of the rover and, subsequently, we
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will generate and stitch three partial maps. The accuracy of the 3D maps must be
better than 2cm even at 4m depth.

The arrangement of the rover cameras are depicted in fig. 1. The localization
camera is placed close to the ground and is intended mainly for feeding the
visual odometry pipeline. It has 1Hz sampling rate, a baseline distance of 12cm
between its two monocular cameras, focal lengths of 3.8mm (pin-hole model),
and image resolution of 512x384 with 8-bit pixels. Notice that, the algorithms
will operate on greyscale values. The localization camera is mounted 30cm above
ground level and is tilted by 31.55o with respect to the horizon. The monocular
cameras are parallel to each other. Their field of view is 66o horizontally and
49.5o vertically. The navigation camera is placed higher, at 1m above ground, and
has the ability to rotate left and right to acquire images at distinct directions.
The two monocular cameras have a baseline distance of 20cm, focal length of
6.6mm (pin-hole model), are parallel to each other, tilted by 39o with respect to
the horizon, and output images of 1120x1120 resolution with 8-bit pixels. The
above stereo setups help us overcome the depth/scale ambiguity, while the given
parameters help us tune the algorithms, and also, to generate synthetic image
sequences for system testing.

Fig. 1. Camera arrangement of the rover (2 stereo cameras)

The HW specifications limit the amount of processing power that can be
employed by the system due to the nature of such space applications. At the same
time, the HW specifications consider the potential capabilities of future HW
components (these research projects refer to future space missions of 2018 and
2020+). Overall, the HW used in SPARTAN/SEXTANT/COMPASS is a hypo-
thetical LEON-based space-grade CPU and a hypothetical space-grade FPGA
of near-future technology; as a working hypothesis, based on current technology
trends, the limits are set to 150 MIPS for the CPU (32-bit ISA, 512MB RAM)
and to roughly 100K LUTs and 2MB on-chip RAM for the FPGA. Notice that, in
the SPARTAN/SEXTANT/COMPASS projects, we avoid the increased price of
actual space-grade devices by emulating them on conventional off-the-self com-
ponents; to emulate the FPGA, we use a Xilinx XC6VLX240t-2 Virtex6 device,
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whereas to emulate the low-performance CPU, we use a Intel Core2-Duo CPU
(E8400 at 3.00GHz), the time results of which are scaled by a factor of 18.4x
(based on CPU benchmarking). Additionally to the single-FPGA solution, we
examine multi-FPGA approaches and HW-HW partitioning on 2, 3 or 4 devices
of lower performance (more conservative approach of future space-grade tech-
nology, e.g., 65nm process, 4-input LUTs, 0.8MB on-chip RAM).

Following the above specifications and recommendations of ESA, we built
a proof-of-concept system consisting of a general purpose PC (scaled to 150
MIPS) and an actual Virtex6 evaluation board or a HAPS multi-FPGA board
(four Virtex5 devices with predefined constraints on their resources). We develop
a custom 100Mbps Ethernet communication scheme for the FPGA and the CPU
to exchange data. We connect the cameras to the CPU and we also store a variety
of test sequences on a hard disk drive for off-line use. We design a high-level
software architecture in a three-level hierarchy. Level-0 interacts with the OS of
the CPU and includes the kernel drivers (cameras, custom Ethernet) and the
wrappers of the three most basic functions: imaging, mapping, and localization.
Hypothetically, Level-0 also interacts with other parts/modules of the rover,
e.g., the IMU sensor, the wheel encoders, navigation algorithm, etc. On top of
Level-0, we build Level-1 to include all the C/C++ procedures of our vision
algorithms. Finally, Level-2 includes a subset of the algorithms, i.e., the most
computationally intensive, which are implemented on the FPGA.

2.2 Datasets

To evaluate and fine-tune the developed system, we perform several tests based
on pre-recorded videos and stereo images resembling the Martian surface. ESA
specifies a number of qualitative characteristics for the test images to comply
with, i.e., they depict an arbitrary mixture of fine grained sand, rock outcrops
and surface rocks of various sizes, with the percentage of each component ranging
from 0 to 100% among frames. Visually, the images have rather diffuse lighting
and low contrast, as is expected to be happening on the “red” planet.

The test sequences are recorded in natural Earth terrains of Martian appear-
ance and in synthetic Mars-like environments. The former provide the highest
degree of realism when it comes to image features, lighting conditions, content
diversity, etc., which prove to be absolutely necessary for reliable system tuning
and pipeline validation. The latter offer the advantage of 100% certainty when
measuring errors (in a synthetic model, the position of every element in the envi-
ronment is known a priori, with maximum accuracy), which proves extremely
useful for detailed fine-tuning and accurate trade-off evaluations. Our tests com-
bine both type of environments to exploit both of their advantages, and also,
we use distinct sequences from each environment to exploit their diversity and
examine as many situations as possible. Hence, the selected datasets:

– help us improve the developed HW/SW pipelines by exposing every potential
error/problem (e.g., photometric/blurring variations between the stereo pair,
intensity changes between frames, highly-varying amount of features, etc),
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– they allow us to perform word length optimization and cover the dynamic
range of all variables, safely, without overestimating their HW cost,

– they facilitate design space and/or algorithmic exploration to select the most
efficient cost-performance pipeline by making detailed measurements

– customize the system to the visual content expected on the surface of Mars

The synthetic image test sequences are generated by 3DROV (fig. 2). 3DROV
is a complete virtual simulator based on SimSat [4]. We feed the simulator with
precise models of the rover (camera positions) and samples of known Martian
environment. By simulating the actuation operations and data acquisition func-
tions, we record thousands of successive stereo frames showing arbitrary 100m
paths of the rover, as well as still-images of high resolution for testing our 3D
reconstruction algorithms. Specifically, to test the localization algorithms (visual
odometry, VSLAM), we generate three sequences of 1667 stereo frames each,
with 512x384 resolution and 6cm between successive frames (fig. 3, upper row).
To test the mapping algorithms (stereo correspondence, 3D reconstruction), we
generate two sequences of 34 stereo frames each, with 1120x1120 resolution and
depths ranging from 1 to 4m (similar content with fig. 3, upper row).

Fig. 2. 3DROV virtual simulator used to create synthetic Mars-like datasets

The natural image test sequences originate from three distinct places on
Earth, which were carefully selected to resemble as much as possible the Mar-
tian landscape (fig. 3, bottom row). First, we use the video recorded on the
Atacama desert of Chile, which was specifically designed to recreate Mars-like
scenarios [5]. We use 1999 stereo images of 512x384 resolution and approx. 6cm
distance between frames (the 334 are stationary). To make measurements with
100% certainty, we set the first 1000 frames to depict a forward rover motion and
the remaining 999 to depict a backward rover motion (the previous frames played
in reverse order), such that the rover ends up at its initial position. Second, we
use the Devon island sequences [6], which are more challenging than Atacama
and depict rover motion with approx. 19cm distance per frames on rough ter-
rains with increased vibration. For Devon, we use the GPS measurements as
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groundtruth. Third, we use a custom video recorded in Ksanthi, DUTH, Greece,
by using a stereo rig with the Bumblebee2 camera.It depicts a rocky and sandy
landscape and it has been acquired under low lighting conditions with alow ele-
vation angle of the sun. Also for DUTH, we use as groundtruth the data acquired
with the Promark 500 Magellan Differential GPS.

Fig. 3. Sample frames from six distinct test sequences. Above: synthetic image datasets
showing sand and rocks. Below: Natural image datasets form the Atacama desert in
Chile (left), Devon Island in Canada (middle), Ksanthi-DUTH in Greece (right).

3 Related work and Overview of the Algorithms

The majority of the algorithms explored and accelerated by FPGA in SPAR-
TAN/SEXTANT/COMPASS fall in two categories of Computer Vision: stereo
correspondence and feature extraction/matching. The former algorithms are
used for reconstructing the 3D scene in-front of the rover, i.e., for its mapping
function. The latter are used to develop visual odometry pipelines and estimate
the motion of the rover in a frame-by-frame basis during its path within the
environment, i.e., for its localization function. For both categories, we perform
algorithmic exploration and HW/SW implementation of multiple pipelines to
evaluate their cost-performance and select the most efficient solution.

For stereo correspondence, we examine and implement two of the most widely
used algorithms in the field: disparity and spacesweep [7][8]. Essentially in both
cases, from an implementation point of view, the process boils down to comparing
a region of left-image pixels to a region of right-image pixels (e.g., of size 13x13).
The comparison will occur for all such regions within the two images in a full-
search fashion, however, by taking into account the epipolar geometry of the
stereo pair to decrease the search space of the correspondence problem. The
details for fetching and comparing each one of the areas are determined by the
algorithm. The distance of the areas matched between the two images (their
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disparity) determines the depth of the scene (via algorithm-specific calculations,
e.g., triangulation) at all points of the image (dense stereo).

Feature detection, description, and matching are the tree algorithmic phases
preceding the actual egomotion estimation of a feature-based visual odometry
pipeline [9]. The egomotion estimation will input two point-clouds (set of 3D or
2D points of the environment, as captured by the camera and reconstructed by
the CV algorithms) from two distinct positions/frames of the rover and will try
to align them for deducing the motion of the rover (pose estimation of the trans-
lation/rotation parameters). For egomotion, we consider approaches such as the
absolute orientation of Horn and the SO(3) based solution of Lu, Hager and
Mjolsness. Before employing egomotion, first, we detect salient features on each
image, most often by examining its intensity gradients.We explore and imple-
ment well-known detection algorithms such as SURF [10], Harris [11], FAST [12].
Second, we describe each detected feature by processing its surrounding pixels
to collect information in a succinct and resilient vector, most often a histogram
based on the gradients’ magnitude/orientation. We explore and implement well-
known description algorithms such as SURF [10], SIFT [13], BRIEF [14]. Third,
we match the descriptors between stereo images for triangulating and deducing
their 3D coordinates, as well as between successive frames to feed the egomotion
with the correspondences of the two point-clouds. We explore and implement dis-
tinct matching methods based on epipolar geometry and on Euclidean distance,
Hamming distance, and the χ2 distance (from the χ2 test statistic).

4 FPGA Acceleration

The algorithms described in the previous section are used individually or in com-
bination to form distinct pipelines for mapping and localization. For instance,
we can use spacesweep to construct a dense 3D point cloud of the environment
(mapping); or, we can put SURF detection/description, Euclidean matching and
Horn’s egomotion to estimate the visual odometry of the rover (localization).
The execution time of the algorithms varies greately with respect to their com-
plexity and image content. In some cases, it exceeds by far the 20sec constraint
of mapping (e.g., spacesweep requires approx. 1 hour on the space-grade CPU
for processing 3 high-definition stereo images) or the 1sec constraint of local-
ization (e.g., feature detection alone requires up to 2sec for one stereo pair). In
other cases, it requires around 10 msec (e.g., Horn’s egomotion). By analyzing
their execution time, complexity, communication requirements, arithmetic preci-
sion, and the platform’s characteristics, we develop a custom HW/SW co-design
methodology to determine those kernels and/or sub-kernels that should be exe-
cuted on CPU and those that must be accelerated by the FPGA for the pipelines
to meet all time/accuracy/cost specifications of ESA.

To accelerate the most demanding kernels and at the same time avoid over-
utilizing the FPGA resources, we propose HW architectures based on a num-
ber of diverse design techniques. First of all, to overcome the FPGA memory
bottleneck, we perform decomposition of the input data on the CPU side and
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download each set to the FPGA, separately. Each set (e.g., a stripe of the image)
is downloaded, processed, and then uploaded to the CPU, before the following
set can be processed by re-using the same FPGA resources. Second, we perform
pipelining at pixel basis, which accounts for one of the main reasons for achieving
high speed-up factors. The nature of the image processing algorithms (repeti-
tive calculations on successive pixels) allows for efficient design and increased
pipeline utilization. Third, we design parallel memories allowing multiple data
to be fetched at a single cycle and support the throughput of the pixel-based
pipeline. Fourth, we parallelize the calculation of the mathematical formulas
and support the throughput of the pipeline. Next, we explain the techniques by
describing a representative example of our HW kernels: the SURF descriptor.

4.1 Architecture of the SURF Descriptor

The proposed architecture accelerates the Haar wavelet based processing part of
SURF [10]. It utilizes both HW and SW modules (Fig. 4) to divide the area of
each feature (interest point, ipts) in 16 smaller areas, which are then processed
by the FPGA sequentially starting from the top and moving to the bottom of the
image. Breaking down the problem of describing an interest point to describing
several smaller boxes has a twofold purpose. First, we decrease the area required
to be cached on the FPGA by almost 1/16th. Second, we reuse our HW resources
by developing a custom sliding window: the on-chip memory of the FPGA stores
only a horizontal stripe of the integral image, instead of 512x384 values, which
is updated iteratively until the entire image is scanned downwards. Therefore,
given that we detect ipts in 13 scales of SURF and that, in the worst case, the
orientation of an interest point will be at 45o, the maximum height of an interest
point’s box is reduced to 130 rows (instead of almost the entire image height).
Hence, our sliding window has a size of 512×130 integral values.

Fig. 4. Proposed HW/SW Partitioning of the SURF algorithm

To support the FPGA process, we perform certain SW modifications on
OpenSURF. We develop the Ipts Disassembler component (Fig. 4) to divide
each ipt to its 16 main squares, namely to its “boxes” (1 ipt = 4×4 boxes). The
set of all boxes of the image (up to 1600) is sorted according to their y coordinate.
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This sorting allows the HW descriptor to process the boxes in order, i.e., to use
a sliding window, which will always move downwards on the image unloading
old data and reusing memory space. We implement a custom data structure on
SW to sort and store the boxes in linear time: we use one 1-D matrix of lists
containing stacks of boxes, which are grouped according to their y coordinate.
The data used to identify each box are transmitted to the FPGA starting from
the left-most list. Upon completion of the FPGA, the Ipts Assembler receives
the box descriptors and stores them within our custom data structure. Finally,
it normalizes the HW results and forms the 64-value descriptor of each ipt.

The HW accelerator of SURF description consists of 7 components (Fig. 5):
the Boxes Memory (BM), the SampleX & SampleY Computation (SSC), the
Component of Memories (CM), the HaarX & HaarY Calculator (HHC), the
Gauss Computation (GC), the Box Descriptor Computation (BDC) and the
Descriptors Memory (DM). It processes the received boxes iteratively by moving
its sliding window downwards on the integral image (by 1 row at each iteration)
and describing all possible boxes lying on the central row of the window.

Fig. 5. Proposed HW architecture of SURF’s Box Descriptor

The Box Memory stores all the information regarding the boxes to be described
({x, y, scale, sin, cos, ID}). Each 6-tuple is received in two 32-bit words and is
unpacked and placed in a local FIFO memory. During execution, whenever a box
description is completed, the CU will pop a new box from the FIFO to initiate the
next box description, until the FIFO is empty.

The SampleX & SampleY Computation generates 81 coordinate pairs speci-
fying the 81 neighboring “samples” required for the description of a single box
[10]. It uses the information associated with each box (the 6-tuple) to compute
X = round(x + (−j · scale · sin + i · scale · cos)), where (i, j) is used to identify
each sample and X is its actual image coordinate (Y is computed analogously).

The Component of Memories acts as a local cache of the integral values,
i.e., it implements our sliding window on the integral image. During the descrip-
tion of a box, it inputs the aforementioned 81 sample coordinate pairs in a
pipeline fashion and fetches 8 integral values per sample. The parallel mem-
ory will provide all 8 values with a single cycle access facilitating the high
throughput computation of the HaarX-HaarY characterization of each sample
(1 per cycle). The parallel memory storing the 512×130 stripe of the integral
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image utilizes 16 true dual port banks and is organized based on the non-
linear mapping BANK(x, y) = (x + y × 3) mod 16 and ADDR(x, y) =
x div 16 + (y mod 130) × (512/16). The above organization allows for a single
cycle access of the 8 integral values required for the computation of any Haar
wavelet used by SURF (i.e., dx and dy responses), for up to 13 scales (besides
scale 8), and from anywhere on the image. Note this this requirement implies
random access to multiple rectangle-shaped patterns, and hence, increases the
complexity of the organization.

The HaarX & HaarY Calculator inputs the 8 integrals coming from the par-
allel memory to calculate (add/sub) the HaarX and HaarY for each sample [10].

The Gauss Computation (GC) generates the values used to weight each one
of the 81 samples. The generation bases on the distance of the sample from the
center of its box. We decrease its hardware complexity by simplifying the round-
ing of the scale value and the coordinate pair used to calculate the exponential
terms. As a result, we avoid implementing exponentiation and division circuits,
we reduce the set of possible inputs for each sample to 13 or 25 numbers stored
in LUTs , and we use only one multiplication for their final combination.

Finally, the Box Descriptor Computation inputs the HaarX & HaarY of the
samples and weights them to produce the descriptor of the box. The box descrip-
tor consists of 4 values, i.e. Σdx, Σdy, Σ|dx|, and Σ|dy|, which are computed via
the summation of the 81 samples. The responses dx and dy are computed sep-
arately for each sample using 20 bit fixed-point multipliers. Specifically, for dx
(and similarly for dy), it computes dx = gauss weight·(−HaarX·sin+HaarY·cos).

4.2 Results

The accelerators are implemented on the XC6VLX240T-2 FPGA and the results
show significant speed-up factors compared to the SW execution on the 150MIPS
CPU. The speed-up ranges from 60x for feature detection to over 1000x for stereo
correspondence. Such speed-up is necessary for meeting the time specifications of
future rovers. The quality/accuracy of the FPGA output proves to be sufficient
for the rover needs; by careful customization, it becomes comparable to the
full floating point accuracy of the CPU, even though we tend to employ fixed-
point arithmetic and do mild simplifications on the FPGA. The FPGA resource
utilization per accelerator, due to our efficient architecture design with hand-
written VHDL and customization/tuning, decreases to 7-21% of the FPGA slices,
and to less than 1/3 of the on-chip memory. Specifically for the SURF Descriptor
presented above, the processing of the boxes completes in 5ms for 200 features
(ipts) by utilizing 4.3K LUTs, 5.7K registers, 13 DSPs, and 136 RAMB36.

5 Conclusion

The current paper presented an overview of the projects SPARTAN, SEXTANT,
and COMPASS of the European Space Agency, which are part of the ongoing
research to improve the autonomous planetary exploration rovers. Our work
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bases on single- and/or multi-FPGA acceleration and optimization of selected
computer vision algorithms for advancing the localization and mapping skills of
the future rovers. Ongoing results show significant speedup factors with improved
algorithmic accuracy and quantify the benefits of using space-grade FPGAs for
3D reconstruction and visual odometry.
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Abstract. Partial reconfiguration (PR) of FPGAs can be used to dynamically 
extend and adapt the functionality of computing systems, swapping in and out 
HW tasks. To coordinate the on-demand task execution, we propose and 
implement a run time system manager for scheduling software (SW) tasks on 
available processor(s) and hardware (HW) tasks on any number of 
reconfigurable regions of a partially reconfigurable FPGA. Fed with the initial 
partitioning of the application into tasks, the corresponding task graph, and the 
available task mappings, the RTSM considers the runtime status of each task 
and region, e.g. busy, idle, scheduled for reconfiguration/execution etc., to 
execute tasks. Our RTSM supports task reuse and configuration prefetching to 
minimize reconfigurations, task movement among regions to efficiently manage 
the FPGA area, and RR reservation for future reconfiguration and execution. 
We validate its correctness using our RTSM to execute an image processing 
application on a ZedBoard platform. We also evaluate its features within a 
simulation framework, and find that despite the technology limitations, our 
approach can give promising results in terms of quality of scheduling. 

1 Introduction 

Reconfiguration can dynamically adapt the functionality of hardware systems by 
swapping in and out HW tasks. To select the proper resource for loading and 
triggering HW task reconfiguration and execution in partially reconfigurable systems 
with FPGAs, efficient and flexible runtime system support is needed [6]. In this paper 
we propose and implement a Run-Time System Manager (RTSM) incorporating 
efficient scheduling mechanisms that balance effectively the execution of HW and 
SW tasks and the use of physical resources. We aim to execute as fast as possible a 
given application, without exhausting the physical resources. 

Our motivation during the development of RTSM was to find ways to overcome 
the strict technology restrictions imposed by the Xilinx PR flow [8]: 
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• Static partitioning of the reconfigurable surface in reconfigurable regions (RR). 
• Reconfigurable regions can only accommodate particular hardware core(s), called 

reconfigurable modules (RM). The RM-RR binding takes place at compile-time, 
after sizing and shaping properly the RR. 

• An RR can hold one RM only at any point of time, so a second RM cannot be 
configured into the same RR even if there are enough free logic resources for it. 

Our RTSM runs on Linux x86-based systems with a PCIe FPGA board, e.g. XUP 
V5, or on embedded processors (Microblaze or ARM) within the FPGA; it can be used 
on other processors and FPGAs. We validated the behavior of RTSM on a fully 
functional system on a ZedBoard platform executing an edge detection application [7]. 
We also created a simulation framework that incorporates current technology 
restrictions in order to evaluate our RTSM. The main contributions of this work are: 

• an RTSM with portable functionality in its main core, capable to control HW and 
SW tasks in PR FPGA-based systems; 

• dynamic execution of complex task graphs, with forks, joins, loops and branches; 
• combination of different scheduling policies, such as relocation, reuse, 

configuration prefetching, reservation and Best Fit. 
In the following two sections, we first discuss previous work in the field, and then 

we present the key concepts and provide details on the RTSM input and operation. 
Then, in Section 4 we offer a performance evaluation in a simulation environment and 
validation on a real FPGA-based system, and in Section 5 we summarize the paper. 

2 Related Work 

In one of the first works on hardware task scheduling for PR FPGAs, Steiger et al. 
addressed the problem for the 1D and 2D area models by proposing two heuristics; 
Horizon and Stuffing [1]. Marconi et al. were inspired by [1] and presented a novel 3D 
total contiguous surface heuristic in order to equip the scheduler with “blocking-
awareness” capability [2]. Subsequently, Lu et al. created the first scheduling algorithm 
that considers the data dependencies and communication amongst hardware tasks, and 
between tasks and external devices [3]. 

Efficient placement and free space management algorithms are equally important. 
Bazargan et al. [4], offers methods and heuristics for fast and effective on-line and 
off-line placement of templates on reconfigurable computing systems. Compton et al., 
in a fundamental work in the field of task placement, proposed run-time partitioning 
and creation of new RRs in the FPGA [5]. However, the proposed transformations are 
still beyond the currently supported FPGA technology. 

Burns et al., in one of the first efforts to create an operating system (OS) for 
partially reconfigurable devices, extracted the common requirements for three 
different applications, and designed a runtime system for managing the dynamic 
reconfiguration of FPGAs [6]. Göhringer et al. addressed the efficient reconfiguration 
and execution of tasks in a multiprocessing SoC, under the control of an OS [11], [12]. 

The managing of hardware tasks in partially reconfigurable devices by RTSMs is 
very interesting and active [9], and some efforts have evaluated the proposed 
scheduling and placement algorithms on actual FPGA systems [7], [11]. What seem to 
be missing are complete solutions that take into consideration all the current 
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technology restrictions. In [11] the actual overhead of the scheduler compared to the 
execution time of each task is not calculated and also the reconfiguration time 
measured is the theoretical one, and the application execution is presented in a 
theoretical way. The run-time manager presented on [7] is able to map multiple 
applications on the underlying PR hardware and execute them concurrently and takes 
all restrictions in consideration; however the mechanics of the scheduling algorithm 
are simple and the overhead considerable. 

3 The Run-Time System Manager 

The RTSM manages physical resources employing scheduling and placement 
algorithms to select the appropriate HW Processing Element (PE), i.e. a 
Reconfigurable Region (RR), to load and execute a particular HW task, or activate a 
software-processing element (SW-PE) for executing the SW version of a task. HW 
tasks are implemented as Reconfigurable Modules, stored in a bitstream repository.  

3.1 Key Concepts and Functionality 

During initialization, the RTSM is fed with basic input, which forms the basic 
guidelines according to which the RTSM takes runtime decisions: 

(1) Device pre-partitioning and Task mapping: The designer should pre-partition the 
reconfigurable surface at compile-time, and implement each HW task by mapping it to 
certain RR(s) [8]. This limitation was discussed in [6] and [7]. 
(2) Task graph: The RTSM should know the execution order of tasks and their 
dependencies; this is provided with a task graph. Our RTSM supports complex graphs 
with properties like forks and joins, branches and loops for which the number of 
iterations is unknown at compile-time. 
(3) Task information: Execution time of SW and HW tasks, and reconfiguration time 
of HW tasks should be known to the RTSM; they can be measured at compile-time 
through profiling. A task’s execution time might deviate from the estimated or 
profiled execution time so the RTSM should react adapting its scheduling decisions. 
The RTSM supports the following features: 
(1) Multiple bitstreams per task: A HW task can have multiple mappings, each 
implemented as a different RM. All versions would implement the same functionality, 
but each may target a different RR (increasing placement choices) and/or be differently 
optimized, e.g. in terms of performance, power, etc. A similar approach is used in [6], 
and accounts for the increased scheduling flexibility and quality [7]. 
(2) Reservation list: If a task cannot be served immediately due to resource 
unavailability, it is reserved in a queue for later configuration/execution. A HW task 
will wait in the queue until an RR is available, or it is assigned to the SW-PE. 
(3) Reuse policy: Before loading a HW task into the FPGA, the RTSM checks whether 
it already resides in an RR and can be reused. This prevents redundant reconfigurations 
of the same task, reducing reconfiguration overhead. If an already configured HW task 
cannot be used, (e.g. it is busy processing other data, etc.), the RTSM may find it 
beneficial to load this task’s bitstream to another RR is such a binding exists. 
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(4) Configuration prefetching: Allows the configuration of a HW task into an RR 
ahead of time [14]. It is activated only if the configuration port is available. 
(5) Relocation: A HW task residing in an RR can be “moved” by loading a new 
bitstream implementing the same functionality to another RR, as illustrated in Figure 1. 
Two RMs are being scheduled for configuration into two RRs; RM1 is already 
configured in RR2. RM2 should also execute, so it is waiting to be configured, but its 
RR is not available. The proposed relocation mechanism first moves the HW task by 
configuring the RM1 to RR1, and then configures the RM2 to the now empty RR2. 
This differs from the previously proposed relocation mechanism [5]. To fully exploit 
the benefits of this approach context save techniques are needed [10]. 

 

Fig. 1. RM2-RR1 does not exist, thus the hardware task laying in RR2 is relocated by first 
configuring RM1-RR1, and then RM2-RR2 

(6) Best Fit in Space (BFS): It prevents the RTSM from injecting small HW tasks into 
large RRs, even if the corresponding RM-RR binding exists, as this would leave many 
logic resources unused. BFS minimizes the area overhead incurred by unused logic 
into a used RR, pointing to similar directions with studies on sizing efficiently the 
regions and the respective reconfigurable modules [13]. 
(7) Best Fit in Time (BFT): Before an immediate placement of a task is decided, the 
BFT checks if reserving it for later start time would result in a better overall execution 
time. This can happen due to reuse policy: when HW tasks are called more than once 
(e.g. in loops). For example, consider a HW task that is to be scheduled and already 
exists in an RR due to a previous request. Scheduling decision evaluates which action 
(reservation, immediate placement and relocation) will result in the earliest completion 
time of this task. For instance, BFT might invoke reconfiguration of a HW task into a 
new RR, even though this HW task (equal functionality, but different bitstream) 
already resides in another RR (but it is busy executing or has been already scheduled 
for execution). 
(8) Joint Hardware Modules (JHM): It is possible to create a bitstream implementing 
at least two HW tasks, thus allowing more than one tasks to be placed onto the same 
RR. JHM, illustrated in Figure 2, exploits this ability by giving priority to such 
bitstreams, which can result in better space utilization and reduced number of 
reconfigurations. A similar concept was presented in [15]. 
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The above features are incorporated in the RTSM, and have been tested within a 
simulation framework presented in the following Section. The combination of BFT 
with the Reservation list and their reaction with the Reuse policy constitute an 
interesting feature, leading the scheduler to hybrid decisions that potentially benefit an 
application. To this end, we believe it is important to study if complex techniques and 
features are actually required to serve efficiently different kind of applications. 
 

 

Fig. 2. Implementations for all crypto modules are available for and can be loaded into any RR, 
however a large amount of resources will be under-utilized. JHM utilizes more efficiently the 
RR area, given that the corresponding bitstream (the combined AESDES module) is available. 

3.2 RTSM Input and Execution Flow 

The input to the RTSM is the partitioning of the FPGA in partially reconfigurable 
HW-PE resources, the availability of SW-PE resources, the tasks to be scheduled, the 
task graph representation describing task dependencies, and the available task 
mappings, i.e. bitstreams for the different implementations of each hardware task, and 
tasks implemented in software that can be served by a SW-PE. Additionally, the 
RTSM needs the reconfiguration and execution times of each task, and optionally the 
task deadlines. This information is used to update the RTSM structures and perform 
the initial scheduling. We use lists to represent the reconfigurable regions (RR list); 
the tasks to be executed (task list); the bitstreams for each task (mappings list); and 
reservations for “newly arrived” tasks waiting for free space (reservation list). Since 
we do not consider random arrival times of tasks, we provide a definition by which a 
task is characterized as “arrived task”: If a task has completed its execution at time 
t=x, then the next in sequence dependent task as retrieved from the task graph has an 
arrival time tarr=x+1. During application execution the RTSM changes its scheduling 
decisions dynamically. Specifically, it reacts according to dynamic parameters such as 
the runtime status of each HW/SW task and region, e.g. busy executing, idle, 
scheduled for reconfiguration, scheduled for execution, free/reconfigured-
idle/reconfigured-active region etc. Our approach is dynamic, i.e. at each point of 
time the RTSM reacts according to the FPGA condition and task status. 

We structure the RTSM in two phases. In the first phase the RTSM continuously 
checks for newly arrived tasks. After the scheduling decision is made, the RTSM 
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checks if the task can be served immediately and then whether the Reuse Policy can 
be invoked, and accordingly issues an execution or reconfiguration instruction. Then, 
it checks if a task has completed execution, and decides which task to schedule next 
according to the task graph. Finally, the RTSM checks if there are reserved tasks that 
should start executing. 

The second phase is the main scheduling function of the RTSM. In order to reach a 
scheduling decision for a task, the RTSM follows a complex process, employing a 
variety of functions and policies. The RTSM tries to first exploit the available 
bitstreams in terms of space and then tries to find a solution that will provide the task 
with the best ending time. The RTSM creates a list of the available mappings and of 
the available RRs, for which a mapping exists, for the newly arrived task. If the later 
list contains more than one RR, a Best Fit policy decides which RR the task will be 
placed on, considering the area occupied by the task. Our scheduler will pick the 
bitstream of the task that best utilizes the area of the corresponding RR, i.e. it places 
the newly arrived task on the RR producing the smallest unused area, provided this 
RR is free. If no free RR could be found on the available RRs list, but there are free 
RRs that have no corresponding mappings for the task, the scheduler performs 
Relocation. With this step the scheduler tries to relocate a previously placed task to 
another RR so as to accommodate the newly arrived task. If this step is also 
unsuccessful, the scheduler will attempt to make a reservation for the newly arrived 
task, thus execute it at a later time. 

Even if the scheduler finds a suitable RR for immediate placement, it will also 
perform a Best Fit in Time (BFT) in order to check if by reserving the task for later 
execution and reusing a previously placed core, the incoming task will finish its 
execution at an earlier time. It is important to note that the RTSM besides the RR and 
SW PEs, treats also the configuration controller as a resource that must be scheduled. 

3.3 Tasks with Deadlines 

For applications with task deadlines, the RTSM can consider them prior to taking 
scheduling and placement decisions. If no alternative -either via relocation, reservation 
or SW execution- can meet the deadline, the task is rejected. Note that the proposed 
relocation moves a HW task only if its deadline will be met. This feature is inactive in 
our current work, as we focus on applications that run in a streaming fashion. 

3.4 Discussion 

Task reconfiguration and execution times: These inputs can be derived through 
profiling, which may be done by the end user. It can also be computed using theoretical 
reconfiguration times and the HW bitfile size, while the execution time can be 
estimated by the compilation tools or can be provided by the programmer during the 
design phase of the application. This information is provided to the RTSM in its 
initialization. However, in practice, a task may execute for more than its predicted 
execution time, hence the RTSM should be notified when a task completes execution, 
so that it may revise its scheduling decisions dynamically. 
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BFS: The BFS aims to place a newly arrived task (implemented as bitstream) on 
the RR producing the smallest unused area. Without BFS, the size of an RM does not 
pose any restriction for loading it into a RR, given that such a bitstream exists. The 
programmer can disable this feature; however in all our experiments it is enabled. 

Size of RRs and RMs: These parameters are defined at design-time and have fixed 
values. BFS reacts based on these parameters. 

4 Experimental Simulation Framework, Testbed, and Results 

We evaluated the RTSM within a simulation framework, and tested its correctness 
executing an edge detection application on the ZedBoard platform. To demonstrate all 
concepts described previously we also used the RTSM to control synthetic workloads. 

Figure 3 shows the task graph that the RTSM will manage. In this Figure we express 
the HW/SW execution times and reconfiguration time in arbitrary time units in order to 
make the understanding easier. The task graph has one instance in which three tasks 
have more than one dependency, i.e. T3, T7 and T8, which results in join operations. 
Also, in T2 there are fork operations. The available resources consist of two RRs and 
one SW-PE, as well as the FPGA configuration port, which is also treated as a resource 
to be scheduled. Also, the RTSM accepts as input the width and height of each RR; 
these are used by the Best Fit in Space function. 

 

 

 
Fig. 3. Application task-graph annotated 
with HW and SW execution time and 
reconfiguration time for each task 

Table 1. I RM-RR Bindings and required space 

 
 

Tasks 
Mapping Characteristics 
#RR Width Height 

T1 1,2 1 2 
T2 2 1 3 
T3 2 1 3 
T4 1,2 1 2 
T5 1 2 2 
T6 2 1 2 
T7 1,2 1 2 
T8 1,2 1 2 

 

Table 1 shows the available task mappings that drive the options of RTSM for 
making the best scheduling decision for a given task, e.g. T1 can be loaded either in 
RR1 or RR2. If a task has only one RR-RM, (e.g. T2) binding, options are limited. 
We assume that every task has a software implementation as well, in order to study 
how the RTSM reacts in exploiting both hardware and software resources, always to 
the advantage of the overall application execution time. It is important to note that the 
software implementation of a task has a longer execution time than the hardware one. 
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The scheduling result of the experiment presented is shown in Figure 4. In this 
execution most of the RTSM features were activated. Relocation is activated to 
accommodate task T2. Since Best Fit in Space (BFS) function has placed task T1 on 
RR2, in order to place task T2 on the FPGA, the RTSM first performs relocation and 
reconfiguration of task T1 on RR1, and then reconfigures T2 to the now empty RR2. 
Additionally, the decision to execute task T5 on SW-PE is due to the Best Fit in Time 
(BFT) function as a later reservation of task T5 on a RR gave a longer completion time. 

 

 

Fig. 4. The scheduling outcome of our example, showing features such as relocation, 
reservation and prefetching. The use of the SW version of task T5 completes faster the overall 
execution. 

Also we can see the use of Reservation on the decision taken for task T3. The arrival 
time of task T3 is on t=10 and since the only available bitstream binds task T3 to RR2, 
there is no other option but to reserve task T3 for later execution on RR2. Note that the 
scheduler does not relocate task T4 to RR1, because T4 is near completion of its 
execution (otherwise it would restart its execution). 

Finally, there is a high level of inner task parallelism between tasks of the same 
level but also from different levels, i.e. tasks T1, T2, T4, and T5, and we observe the 
use of configuration prefetching for tasks T7 and T8. 

4.1 Discussion 

In the example above we observe the following: 

• The task graph is complex enough to demonstrate fork and join operations. We 
assumed multiple bitstreams per task to show the flexibility of RTSM. 

• We demonstrated almost all RTSM features: relocation, reservation, prefetching, 
BFT and BFS. The reuse policy was not demonstrated as no task is repeated, nor 
does the task graph contain a loop. We also did not demonstrate the use of JHM, as 
we did not assume availability of such bitstreams. 

• In Figure 4, we obtain that relocation takes place from the very beginning of the 
scheduling. This evidences that our approach is dynamic, i.e. at each point of time 
the RTSM reacts according to the FPGA condition and task status. 

• We assumed that the SW-PE execution takes more time than the combined 
hardware execution and reconfiguration operation, prompting the scheduler to 
choose the hardware accelerator to program in the FPGA. 

• Finally, we assumed that HW task execution time is 2-3 times larger than the 
reconfiguration time, to model fast reconfiguration times or coarser grain tasks. 
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4.2 Validating the RTSM with a Real-World Application 

We validated the behavior of RTSM on a fully functional system on a ZedBoard 
platform executing an edge detection application [7]. Figure 5 shows the system 
architecture that features two ARM Cortex-A9 cores, two reconfigurable regions acting 
as the HW-PEs each of which is connected to a DMA engine, and a DDR3 memory. 
We used CPU0 for the RTSM and CPU1 as the SW-PE, executing SW tasks. 
 

 
Fig. 5. System architecture of the Zynq platform 

At system start-up, the system is initialized by the on-board flash memory; the boot 
loader initializes CPU0 with the RTSM code, sets-up CPU1 as the Processing Element 
(PE), and loads the initial bitstream in the programmable logic. Then the RTSM loads 
the application description (task graph, task information, task mappings, etc.) from the 
SD card. It also transfers the partial bitstreams from the SD to the main (DDR3) 
memory. During normal operation the RTSM takes scheduling decisions and issues 
tasks, on the SW-PE, i.e. CPU1, and the two HW-PE, i.e. RR1 and RR2. 

The edge detection application consists mainly of four filter kernels executing in a 
sequence: Gray Scale, Gaussian Blur, Edge Detection and Threshold [7]. For these 
tasks, we have both a HW version as partial bitstreams, and a SW version; the RTSM 
will decide which version (SW or HW) is better to use based on the run-time 
availability of HW- and SW-PEs. The input image is loaded from the SD card, while 
intermediate images resulting after processing each task and the final output image are 
also written back to SD card. The transfer from and to the SD card is performed by SW 
tasks running on CPU1, which also controls partial reconfiguration of HW tasks. 
Figure 6 depicts the task graph of the application, showing only task dependencies but 
not how the application will execute over time. We also include the (implicit) SW tasks 
that perform the reconfiguration process. 

The CPUs communicate with each other through the on-chip shared memory using 
two memory locations, one for each communication direction, using a simple 
handshake protocol (set and acknowledge/clear). One flag shows the PE status where a 
“-1” indicates that the PE is idle and the RTSM can issue any SW task to it; when the 
PE is busy, the flag indicates the task assigned, e.g. “2” for SW_imageRead, “3” for 
SW_imageWrite, etc. Once the PE completes the task execution, it informs the RTSM 
using the other flag indicating the type of the completed task. 
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In the system architecture of Figure 5, the two RRs are connected to the processing 
ARM cores through an AXI_Lite bus running at 75MHz, and through a DMA engine, 
each one having read and write channels on a dedicated AXI_Stream running at 150 
MHz. The AXI_Stream is connected to the processor High Performance ports that 
provide access to DDR memory. To execute a HW task, the RTSM issues a 
reconfiguration command to CPU1, which in turn configures the FPGA with the 
corresponding bitstream through the PCAP configuration port. Once partial 
reconfiguration completes, RTSM initiates the HW task execution, programs the 
appropriate values and triggers the corresponding DMA engines and kernel filters. All 
HW mappings of the kernels were implemented with the Xilinx HLS tool that also 
creates automatically the SW drivers for the SW/HW communication over the 
AXI_Lite bus. When a kernel completes execution, it generates an interrupt to the 
RTSM, which then updates its structures and proceeds to a new scheduling decision. 

 

 

Fig. 6. Edge Detection Application Task Graph 

The RTSM operation can be broken down into different phases shown in Table 2. 
The Table also lists the total time spent on an ARM A9 Cortex CPU for each distinct 
phase, both in clock cycles and μs. The RTSM initialization phase is performed only 
once and it includes fetching from the flash memory the initialization file that 
describes the tasks the control flow graph and the task mappings, parsing it, and 
initializing the RTSM data structures. In the RTSM initialization time we do not 
include the overheads for loading the file from flash memory and for transferring the 
partial bitstreams to DDR3 memory. The Schedule phase refers to the time needed to 
execute the Schedule function in order to take a decision about the task to be executed 
next, i.e. when and where this task is going to be executed. The Issue Execution phase 
refers to the time required to issue either a reconfiguration or execution task 
instruction, depending on what the scheduling decision was. Also, depending on 
whether a HW core is reused, the RTSM checks if configuration prefetching can be 
performed. The HW Task completion phase & SW Task completion phase refer to 
updating the RTSM data structures after the completion of a HW or SW task, and to 
resolving the dependencies in order to set the next task in the graph as “arrived”. 
Finally, the Reconfiguration task completion & HW task execution issue phase refer to 
the interval in which the RTSM receives a reconfiguration completion notification 
from the PE, issues a task execution command, and checks whether it can perform 
configuration prefetching of a not yet “arrived” task. 

The overall execution time of the application was measured to be 129.62 ms, while 
the total RTSM overhead derived from Table 2 is 0.112 ms. The theoretical 
reconfiguration overhead, given that PCAP has a throughput of 400MB/sec, is 0.6 ms. 
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This is added only once, since in the rest cases of our example configuration 
prefetching takes place and hides the reconfiguration overhead with HW execution. 
However, since we use a SW task to perform reconfiguration, the throughput is 
considerably lower at 50MB/sec, increasing the reconfiguration cost to 5ms. Still, 
compared to the total execution time of application, this overhead is negligible. 

Table 2. Time per each distinct phase of the RTSM, running on ARM A9 at 667MHz 

RTSM phases #Clock Cycles Elapsed time (μs) 

RTSM Initialization 7,707 23.121 

Schedule 17,346 52.038 
Issue Execution 5,995 17.985 
HW Task completion 2,493 7.479 
Reconfiguration task completion & 
Hardware task execution issue 

1,224 3.672 

SW Task completion 2,748 8.244 

 
Finally, we compare the performance of our system with the one presented in [7]. 

That work used the same application running on a Xilinx Virtex-5 FPGA and reported 
a throughput of 18 fps for a 640x480 image. In our case, we used a 1920x1080 image, 
and we measured a throughput of 7 fps. By converting the two results into pixels per 
second throughput, our system is faster by a factor of 2.6. Since the two platforms are 
quite different, a direct comparison is not easy; for example in the Zynq we use the 
ARM hard processors while the V5 supports only soft-core MicroBlaze processors. 

Regarding portability, our initial RTSM was developed on an x86 ISA desktop; 
porting it to the ARM architecture required only (i) cross-compiling the code, and (ii) 
the re-implementation of architecture specific drivers and communication protocols 
between the RTSM and the Processing Elements. 

5 Conclusions 

We presented a run-time system to efficiently schedule HW and SW tasks in systems 
with partially reconfigurable FPGAs. We plan to develop complex use-cases, e.g. task 
graphs with branches and loops that will allow for demonstrating and evaluating all the 
features of RTSM on actual FPGA platforms. One obstacle to this effort (by us and 
other researchers) is the lack of standard interface across different applications, and 
designers have to manually intervene to adjust the RTSM and the task application 
interfaces, according to the specifics of each platform. Our RTSM relieves the designer 
from the task invocation complexities; he/she only has to address the task data 
interface with the core part of the RTSM. 
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Abstract. In this paper we examine the efficiency of FPGA-based recon-
figurable systems for emulating complex embedded medical devices. We
focus our analysis on embedded wearable medical devices targeting remote
wound monitoring and management. The application scenario originates
from the Swan-iCare EU funded project which aims at developing an inte-
grated autonomous device for the monitoring and personalized manage-
ment of chronic wounds, mainly diabetic foot ulcers and venous leg ulcers.
Taking into account the functional requirements of such medical systems,
we show that FPGA based functional emulation forms a promising solu-
tion that enables easy programming of bare-metal medical applications
with micro-architectural and port connectivity/availability characteris-
tics matching well the requirements of the specific application domain. The
hardware platform and the embedded software for the supported medical
application are described in detail and a set of qualitative and quantitative
evaluations are provided to show the effectiveness of the approach.

1 Introduction

In recent years there has been an increased focus on getting patients out of
the hospital and back into their own homes as soon as possible. To reach these
goals, new technologies that enable and assist this transfer have to be devel-
oped. SWAN-iCare1 project aims to achieve these goals for the case of chronic
wound management, i.e. venous leg ulcers, and diabetic foot ulcers. Chronic
venous insufficiency and leg ulcers affect approximately 1-2 people per 1000 of
the general population, with approximately 10-20 people per 1,000 ever affected.
In addition, approximately 1-4% of those with diabetes will develop a foot ulcer
annually, and approximately 15% of those with diabetes will develop at least one
foot ulcer during their lifetime [1], [2].

1 Swan-iCare: Smart wearable and autonomous negative pressure device for wound
monitoring and therapy, EU funded project, contract no FP7-ICT-20011-8. This
work is funded by the aforementioned project.

c© Springer International Publishing Switzerland 2015
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The Negative Pressure Wound Therapy (NPWT) is increasingly applied in
hospitals to treat this kind of chronic wound and performs by removing exudate
and potentially infectious material, promoting also the formation of granulation
tissue thus accelerating the wound healing. At the moment, the healthcare costs
of NPWT are relatively high since it necessitates hospitalization and medical
acts. Although, there are many reasons for hospitalization; some patients who
require NPWT are hospitalized simply because they require constant monitoring
and immediate access to wound care specialists. This means that the total health
care costs for the application of NPWT in this particular group of patients
are relatively high despite decreasing prices of the NPTW systems themselves.
Recently, portable NPWT systems have been developed and commercialized,
providing several advantages for the patients such as discreteness and ease of
operation. However, these devices still only offer the single service of negative
pressure on the wound and basic vacuum control.

To enable monitoring and treatment of patients in their own home environ-
ment or long term care, the SWAN-iCare project [3] aims to develop a Smart
Negative Pressure Device (SNPD). SNPD will integrate non-invasive sensors that
allow objective, continuous, real-time monitoring of critical parameters with
personalized therapy tailored to supporting the patients wound condition. In
addition, the device will have the potential to remotely release active agents
to assist in the wound healing process. SNPD will i) collect data and monitor
several wound parameters via non-invasive integrated micro-sensors ii) offer the
opportunity to provide innovative personalized therapy in combination with the
negative pressure wound therapy, iii) allow health care providers to be remotely
aware of the patient’s condition and receive alerts highlighting situations that
require direct actions

Such complex wearable devices require large cycles of design, analysis and
validation of the employed hardware (HW) and software (SW) components. The
traditional design approach that serialize hardware and software development is
usually very time consuming, especially within the context of innovative research
projects in which portion of time is allocated on defining the initial system design.
Pure software simulation suffers from long simulation times, while at the same
time it requires severe deprecation of the original code, since many components.
e.g. bluetooth devices, user IF etc, are not efficiently/realistically modelled. In
order to enable an early functional prototyping of the embedded medical appli-
cation, in this paper we propose FPGAs to be used as preliminary emulation
frameworks for medical devices. We show how the proposed emulation frame-
work instantiated the HW and SW coefficients defined within the original proto-
type of the SNPD device. We evaluate the proposed approach both qualitatively
regarding to the coverage of the functional requirements, as well as qualitatively
regarding to the evaluation of design decisions faced during the design of the
original device.
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Fig. 1. Architecture of SWAN-iCare eco-system

2 SWAN-iCare System Architecture

Figure 1 shows the overall architecture of the SWAN-iCare System as well as
the localization of the respective sensors for wound healing/monitoring. The
infrastructure is composed of a set of subsystems namely: (i) the Clinical Back-
End integrated to the hospital infrastructure which includes the back-end server
where the application and database run, and one or many front-ends, where the
users can interact with the system, according to their assigned roles, (ii) the
Mobile Client for enabling access the Patient data on the Server, (iii) the Home
Device Area Network, i.e. the Hub and one or more Stationary Medical Devices,
one or more Wearable Devices and one or more External Devices, which will link
to the Back-End by means of the Hub, and the (iv) Smart Negative Pressure
Wearable Device that applies the negative pressure wound therapy, and provides
monitoring information as well as warning and alarms to both the patient and
the clinical back-end.
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We further describe the Smart Negative Pressure Wearable Device (SNPWD),
which is the focus of this paper. It is composed of the Smart Negative Pressure
Device (SNPD), which is non-disposable and comes with a disposable part (Canis-
ter, Tubing, Dressing and Integrated Multi-Sensors). SNPD controls the pressure
of a pump used to extract the excess of exudate generated by the wound and col-
lects it in a canister or a waste bag. The device also integrates an activity sensor,
and electronic interface for reading real-time values from the integrated multi-
sensors, i.e. MMPs, CRP and TNF-alpha, pH and wound temperature sensors.
The monitored data from the SNPD’s integrated multi-sensors will be utilized for
real-time evaluation of the wound inflammation and infection levels.

3 Requirements of a HW Emulation Platform for
SNPWD

Designing embedded software for a wearable device, especially in the absence
of an operating system, is directly coupled to the hardware, since there is no
intermediate layer between the high level tasks and the low level software. The
operating system will be substituted by a series of low level drivers implemented
in order to provide means to the high level software to control the underlying
software. This inherently creates dependence in the development of the high level
software. To enable early development, avoid the dependence with the SNPWD
hardware prototype and the unexpected delays related to hardware assembly
cycle, an emulation device for the high level software has been used with hard-
ware characteristics close to the original specifications of the SNPWD. In this
way, issues regarding timing and communication could be addressed and soft-
ware architectural design choices could be validated and re-evaluated in case of
inability to meet specific requirements. The emulation platform should at least
satisfy the two following requirements:

i The hardware architectural features of the emulation device should match those of
SNPWD.

ii The emulation platform must provide modules and means to facilitate the highest
amount of hardware related modules described in the SNPWD hardware design.

In an effort to determine the best available platform to realize the SNPWD
emulator, several options were examined. The basic qualitative selection crite-
ria are i) the ease of the platform to be programmed in the absence of an OS,
ii) the similarity of the CPU of the platform compared to the specifications
of the CPU of SNPWD and iii) the available I/O interfaces in order to facili-
tate the building blocks of the SNPWD emulator. Specifically, we compare the
cases of i) pure software emulation on personal desktop computers, ii) emulation
using ARM-based embedded platforms with slow and fast cores and enriched
peripheral hardware components (e.g. BeagleBoard[7]) and iii) reconfigurable
FPGA devices. Table 1 reports the pros (+) and cons (-) of each device solution
according to the desired qualitative criteria. As shown, the fine-grained emu-
lation efficiency of FPGA devices fulfil the necessary requirements for building
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Table 1. Selection criteria and scoring for SNPWD emulation

Ease of programming uArch and performance PCB port availability
w/o OS close to original SNPWD for high connectivity

SW emulation + - -
Fast processors - - -
Slow processors + + -

FPGA + + +

up the SNPWD system emulator, making possible to incorporate or simulate
almost all peripheral devices of the SNPWD and develop the high level software
in environment without the presence of an operating system.

4 Description of the FPGA-Based Emulation Platform
for SNPWD

Figure 2 shows a photograph of the HW emulation platform, annotated with the
specific components used to resemble the original SNPWD hardware. The basic
element of the HW emulation platform is a Xilinx Spartan-III FPGA device[4].
The Spartan-III FPGA instantiates the control microprocessor and every inter-
face of the peripheral devices is connected to it. We synthesize the MicroBlaze,
a soft-core IP processor, provided by Xilinx. It is a RISC processor with 3-stage
pipeline and clock frequency up to 50 MHz. Microblaze supports architectural
parameters customization thus enabling exploration of differing design configu-
rations to be performed, in order to tailor the design to the characteristics of
the application’s SW components.

The FPGA comes as a subset of a rich development kit which provides many
on-board modules and extension interfaces around which the components of
the SNPWD will be emulated. The on-board Ethernet module of Spartan-III
has been used to implement the communication of the embedded device with
clinical Back-end server. The LWIp tcp/ip protocol stack[8] was used and the
processing of the packets was a task which was handled by the main processor.
The communication between the on-wound sensors and the SNPWD will be
performed in a wireless way using Bluetooth Low Energy (BLE) protocol. In the
presented prototype an external BLE transceiver from dialog-semiconductor[9]
was used to simulate this type of communication. Since development time is an
essential parameter, the transceiver was not fully incorporated into the FPGA
since all the communication interface between these two components would have
to be replicated and this is out of the scope of the emulation framework. A
desktop computer was used, which executed the Bluetooth stack building the
transceiver. This software was customized to forward all the incoming sensor
readings to a serial port which was connected to the main processor of the
SPARTAN-III FPGA. This is quite close to the real SNPWD hardware, in which
the embedded Bluetooth transceiver also communicates with the main processor
using a UART interface.

As far the User Interface is concerned, a set of buttons on the SPARTAN-
III kit were used as input. The output was (i) the SPARTAN-III LCD display
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Fig. 2. The components of the HW emulation platform

and (ii) an external ePaper display[6], the same used in the original SNPWD
platform. The integrated ePaper Display was the 1.44 EPD panel of Pervasive
Displays. To reduce complexity, the processor of the FPGA communicates via
UART interface with an external board which runs the EPD firmware and on
which the EPD is connected. The main processor sends data and commands to
this board using a protocol designated by the firmware of the latter.

Finally, the HW emulation framework integrates a software module for the
pump speed controller, which forms one of the most critical components of the
SNPWD functionality. To maximize flexibility and avoid burdening the emula-
tion framework with extra hardware, the decision was made to create a model of
a pump, driven by a DC motor and to program another embedded board, external
to the FPGA, to simulate the behaviour of the motor in real time. The additional
advantage of this choice is that it requires a simple control loop to be implemented
thus simulating to a certain extend the final control mechanism of the SNPWD
where the high level software will designate a certain pump reference point and it
will be the task of dedicated hardware, external to the main processor, to appro-
priately control the speed of the dc motor in order to achieve that reference point.
The communication of the pump motor simulation board and the main processor
synthesized on the FPGA is also performed via a UART interface.

5 The Embedded SW Application

The embedded SW application of the SNPWD medical device will be respon-
sible for the control of all the systems on the device. To further describe the
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SW application, the term task will be employed, to group a number of functions
related to a specific sub-system of the device. Task grouping enables the imple-
mentation of a finite state machine of the interactions and priorities of tasks.
The supported main tasks are: i) start-up system check & calibration tasks, ii)
User Interface tasks, iii) communication tasks, iv) reading sensor data tasks, v)
sensor data fusion, vi) pump flow control tasks

The logic behind the combination and succession of all the events inside
the high level software of the SNPWD is implemented by the task manage-
ment engine, which eventually is the core of the embedded SW application. The
overview of the task management logic is depicted Figure 3 as a Finite State
Machine. The rectangles with round edges correspond to tasks and their interior
is described by other FSMs. The pump control interrupt service routing is also
depicted in the same format given that it is big enough to be considered a sep-
arate task. The rest of the interrupt service routines are considered a separate
state due to their small size and simple internal structure.The events handled
by this engine can be categorized in three basic categories:

i Periodic events which take place in predefined intervals in an interrupt driven way.
The main periodic task and a most descriptive case of one is the pump control
engine. The interrupt driven manner of their execution is highlighted because this
feature ensures that their periodic constraints are met. This contradicts to normal
task execution which is bound by a periodicity but not as strict since it is highly
affected by elapsed time in the execution of asynchronous events.

ii Asynchronous events referring to interrupt driven events whose occurrence is highly
unpredictable. For example, there can be an estimation about when a sensor is
expected to provide new data but the exact moment is totally stochastic.

iii Main program tasks which group functions related to a specific operation required
by the device i.e. the UIF management task encapsulates all the necessary functions
to provide information to and control the hardware modules which compose the
UIF front-end of the SNPWD. The succession of these tasks is designated both in
periodic manner and as a consequence of other events.

A SW sensor data fusion engine is integrated with the SW application for
evaluating and combining the data sampled by the various sensors. The fusion
engine can generate either alarms, related to the detection of mechanical mal-
functions, or warnings related to the detection of medical related critical situa-
tions. The architecture of the data fusion engine consists of four levels:

– Level 1: This level is responsible for identifying hardware malfunction problems
related to sensors. Due to the criticality of a medical system, this level produces
alarms to protect the patient from the possible harm of a malfunctioning medical
apparatus. An example of a malfunction would be a pH sensor to indicate value
greater than 14.

– Level 2: In this level, a warning is produced whenever the input of the sensor
is extreme according to the expected range indicated by the medical experts. In
other words, a pH value of 13 is correct in terms of normal sensor operation but it
is not likely to be acquired in a wound tissue.

– Level 3: In this case, measured values are within expected range but also within
the range of what the medical experts believe to indicate a deteriorating course for
the status of the wound.
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Fig. 3. The interrupt handling and task management engine

– Level 4: This final level incorporates modern data management and classification
algorithms which enable the system to infer the status of the wound using com-
plex correlations of sensor data. These correlations are probably impossible to be
discovered by mere inspection of data and as a consequence the use of these ana-
lytical tools is imperative. The encoded medical conditions that suggest an alarm
or warning generation can be found in [10]. These directives were used to create
an artificial labelled data set which in turn was used to train machine learning
algorithms and the subset of the algorithms that achieved an acceptable classifi-
cation accuracy threshold, where tested to discover whether their computational
needs are met by the hardware resources. Eventually, the classification algorithms
used where Neural Networks (NN), Support Vector Machines (SVM) and Decision
Trees (D. Trees) [5].

The controller algorithm was chosen to be a PI controller in order to ensure the
stability of the control by sacrificing settling time. This choice was made on the premise
that it is important to ensure that the pump will not momentarily assert great pres-
sure on the wound which could probably damage the tissue on and around the wound.
A model of the pump in the time-domain was created in Matlab [11] using nominal
values from the actual DC motor. The PI controller was tuned to satisfy the control
requirements mentioned earlier. The source of the system is the voltage source (V)
applied to the armature of the motor and the output is the position of the shaft (θ).
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The rotor and the shaft are assumed to be rigid. Additionally, a viscous friction model
is assumed meaning that the torque is proportional to the angular velocity of the shaft.

The model is described by the following system of equations:

Jθ + bθ̇ = Ki (1)

L
di

dt
+ Ri = V − Kθ̇ (2)

The units involved in the equation are described below:

– J: moment of inertia of the rotor equal to 5.02 · 10−7kg · m2

– B: motor viscous friction constant equal to 14.32 · 10−7N · m · s
– K: motor torque constant equal to 0.0165N · m/A
– R: electric resistance equal to 3.5Ω
– L: electric inductance equal to 0.12 · 10−3H

The rotational speed is considered the output of the system while the arma-
ture voltage is considered its input.

P (s) =
θ(s)
V (s)

=
K

(Js + b)(Ls + R) + K2
(

rad

V · s ) (3)

This open loop system is controlled using the aforementioned PI controller
in series with it. The entire closed loop system has been converted to its digital
equivalent using a sampling rate of 0.05 sec which equals to a sampling frequency
of 20Hz which is proposed as an adequate sampling frequency for the correct
control of the pump motor. Since the pump control task is the most crucial of
the SNPWD high level embedded software, it is executed in an interrupt handler,
the one with the highest priority. This interrupt handler is the one corresponding
to the expiration of the main system timer.

6 Qualitative Evaluation: Functional Requirements
Coverage

In order to qualitatively evaluate the effectiveness of our approach, we exam-
ined the coverage of the functional requirements using the proposed emulation
framework. Four attributes are used to define the status of the requirements:

Figure 4 provides a summary of coverage of the functional requirements,
originally defined in the specifications of the system and achieved by the first
prototype of the embedded SW application. As shown, 48% of the SW require-
ments are completely covered by the proposed first prototype, while another
15% is partially covered. Thus, the overall coverage achieved is about 63%,
where the remaining 37% is split among obsolete (4%), irrelevant (4%) and open
requirements.
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Fig. 4. Analysis of functional requirements coverage

7 Experimental Evaluation: Exploring the Impact of
Design Alternatives

In this section, we utilize the proposed HW/SW framework to analyse the impact
of differing architectural decisions on the timing and resource usage. We focus
our timing analysis on the data fusion engine that forms the heaviest computa-
tional component of the system. Specifically, we explore architectural decisions
regarding to (i) the memory architecture, i.e. instruction and data cache sys-
tem configuration, and (ii) the inclusion/exclusion of the a Floating Point Unit
(FPU), across embedded application instances with differing machine learning
algorithms for the data fusion engine, i.e. NN, SVM and D. Trees.

Fig. 5. Architectural configurations impact on performance
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Figure 5 depicts the impact of cache size (instruction and data) and FPU
allocation on the performance of the fusion engine. As shown the D. Trees forms
the most efficient decision regarding to performance. The existence of an FPU
in the microprocessor reduces the execution time of the algorithms operating
on floating point data, like SVM and NN. Decision trees are not affected since
their code structure is based on branch instructions, which are not requiring
complex FP operations to benefit from the FPU. In contrast to the FPU, the
cache memory size should be carefully chosen in order to speed-up the execution,
since the data access patterns in memory can be such that the average execution
is increased even compared to the design with no cache memory, e.g. 256 cache
size configuration for the SVM w/o FPU.

Figure 6 depicts the regulation capabilities of the PI controller of the DC
motor. The reference point is 1 rad/s and every point in time equals to 50 ms.
From points 1-100 the DC motor is successfully regulated from being stopped to
reaching 1 rad/sec. From points 101-200 in three points the speed of the motor is
suddenly reduced to 0 rad/sec. The speed is regulated and the overshoot spans
only for 4 points which is about 200ms. From points 201-300 we impose step
response disturbance where output is constantly reduced by 0.5 rad/sec. In this
case the speed is also regulated with slightly greater overshoot and roughly the
same settling time of about 200ms. From points greater than 301 random noise
of amplitude smaller or equal to 0.05 rad/sec is either added or subtracted to
or from the output of the DC motor model. We can see that the controller is
actually robust at regulating this disturbance and not resulting in an undesirable
output.

Fig. 6. Pump regulation
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8 Conclusion

In this work a framework to utilize the abilities of an FPGA device to efficiently
emulate a wearable embedded medical device is presented. The case study was a
wound management and monitoring medical device as designed and specified as
the key element of the SWAN-iCare European project. By extending the FPGA
using a set of off-the-shelf hardware components, a modular HW platform was
created emulating a state-of-art medical device. Using this hardware platform, we
achieved the goal to develop an Embedded Application Software prototype which
managed to cover the majority of the specified requirements for the software
stack of the medical device.
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nies with a substantial amount of R&D activities. The reason is that the
technology is still perceived as being difficult to adopt and expensive in
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broader target group. These use cases demonstrate a number of benefits
of partial and dynamic FPGA reconfiguration, namely a faster startup, a
faster design cycle and a lower occupation of resources leading to a lower
static power consumption. (2) It develops a low-cost, vendor-independent
emulation environment for dynamic and partial reconfiguration, which is
non-existing in commercial and academic EDA tools. Another benefit of
this emulation environment is that it can also be used for static designs.
This allows SMEs to have a low-cost emulation environment for their appli-
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(which is very time-consuming) or buying big cost-intensive commercial
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1 Introduction

Dynamic and partial reconfiguration of FPGAs was introduced in the mid ’90s
[3,7]. By ’dynamic’ reconfiguration we mean the reconfiguration of an FPGA
at run-time. When a specific part of the FPGA is static, the reconfiguration
is referred to as ’partial’. Typically, in systems that are partially dynamically
reconfigurable, the static part contains a component that controls the reconfig-
uration of the dynamic part of the FPGA.

In the last decade, dynamic and partial reconfiguration of SRAM-based
FPGAs has made major scientific and application-oriented progress through
faster reconfiguration time, smaller granularity of the reconfigurable partitions,
a large diversity of FPGAs that supports the technology and easier access to
the technology through improved EDA tools. This resulted in a number of suc-
cess stories that were mainly based on faster startup, faster design cycle, lower
occupation of resources and lower static power consumption.

Faster startup. The larger the FPGA, the longer it takes to be reconfigured
and operative after power-up. Many protocols such as PCI Express or CAN bus
have very strict timing requirements, which cannot be fulfilled by starting up
large FPGAs. In these cases partial reconfiguration can be used to allow a fast
startup of the needed functionality, e.g. by first loading the PCI Express or CAN
interface using partial reconfiguration and afterwards reconfiguring the rest of
the FPGA. A method to improve the startup time of Xilinx FPGA is described
in [4]. The approach described in this paper enables the startup of FPGA within
10ms, independently to the size of the device. This feature allows the deployment
of large FPGAs in more applications as it was possible before.

Faster design cycle. Processing a large design takes a lot of time. A small
modification in a subsystem of the design, forces the designer to go through
the synthesis and place & route process all over again. Partial reconfiguration
can offer a solution to this problem through an incremental design approach in
which subsystems can be processed separately. This significantly decreases the
time-to-market of FPGA-based electronic systems.

Lower occupation of resources and lower static power consumption.
Dynamic and partial reconfiguration is very beneficial for systems, which have
mutual exclusive functions. These functions can then be swapped in and out
depending on the run-time requirements of the application. This way, smaller
FPGAs can be used to save both costs as well as power consumption. One of
the first applications benefiting from dynamic and partial reconfiguration was
Software Defined Radio. Another application domain is image processing. Here
dynamic and partial reconfiguration is used to reconfigure the digital image filters
depending on the image content. The advantage for these kinds of systems are
(1) no frames will be lost, as the camera interface stays active while the digital
filter is reconfigured, and (2) as only parts of the FPGA are reconfigured this
can happen so fast that between two frames the digital filter can be modified.

It turned out, however, that these success stories were mainly only realized
in large companies with a substantial amount of R&D activities, while a lot of
SMEs could also benefit from the use of the technology. The reason is that the
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technology is still perceived as being difficult to adopt and expensive in terms
of NRE costs. Therefore, the goal of this project is two-fold:

– It develops a number of use cases and guidelines in different application
domains, tailored to the activities of the SMEs in the user group and in
the broader target group. These use cases demonstrate the abovementioned
benefits of partial and dynamic FPGA reconfiguration.

– Itdevelopsa low-cost,vendor-independentemulationenvironment fordynamic
and partial reconfiguration, which is non-existing in commercial and academic
EDA tools. Another benefit of this emulation environment is that it can also be
used for static designs. This allows SMEs to have a low-cost emulation environ-
ment for their applications instead of either making their own emulation envi-
ronment manually (which is very time-consuming) or buying big cost-intensive
commercial emulators. On the other hand, the project shows that professional
emulators like for example Synopsys’ ChipIT are also capable to emulate
dynamic and partial reconfigurable systems. A first approach was presented
in [5].

This project was submitted to the CORNET call in September 2013. CORNET
stands for COllective Research NETworking. It is a network for information
exchange and collaboration between national and regional programmes for col-
lective research in Europe. The objective is to promote close cooperation between
the responsible national/regional ministries and agencies and to create opportu-
nities for transnational collective research with national/regional funding. This
means that CORNET partners in the participating countries/regions are work-
ing together to align programme conditions and procedures.

The CORNET coordination activities are financially supported by the
German Federal Ministry of Economics and Technology (BMWi). The Belgian
partners will receive funding from the Agency for Innovation by Science and
Technology (IWT Flanders) and the German partners will receive funding from
the German Federation of Industrial Research Associations (AiF). The project
period is from January 1, 2015 to December 31, 2016. The consortium partners
are the Katholieke Universiteit Leuven, the Vrije Universiteit Brussel, the Ruhr-
University Bochum, the Hahn-Schickard-Gesellschaft e.V. (HSG-IMIT) and 10
SMEs in Flanders and Germany that support the project with their experience
and use cases.

2 Economic Relevance for SMEs

2.1 Targeted Market Sector

The technology of dynamic and partial reconfiguration is commercially offered
by Xilinx and Altera - vendors of FPGAs and tools that, together, represent
almost 90% of the market share [2]. They represent an even larger market share
in SRAM-based FPGAs, i.e. the only type of FPGAs with the technological
capability of being dynamically reconfigured. After a company buys FPGAs and
licenses, it can freely use dynamic and partial reconfiguration [1,8].
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The direct target group of the project consists of SMEs that are active in the
development of FPGA-based systems and sometimes also tools. In Flanders this
means around 50 SMEs that have the absorption capacity to apply the project
results in future products. In Germany we talk about several hundreds. The tech-
nology of dynamic and partial reconfiguration has only recently become mature
enough to be beneficial in several application domains. Nevertheless, it requires
a substantial effort for SMEs to adopt the technology. This project helps SMEs
taking the first steps to product innovation based on dynamic and partial recon-
figuration. The indirect target group are hundreds of companies and organizations
that use FPGA-based end products. Through dynamic and partial reconfiguration
these products becomemore efficient in terms of startup speed, power consumption
and/or cost. The projectDynamIAespecially targets the development of cost effec-
tive possibilities to emulate dynamic reconfigurable systems. The current develop-
ment process of dynamic and partial reconfigurable systems goes more or less over
a trial and error process. A prototype is developed and the system is tested on it.
In case of a re-design, a complete new prototype has to be developed. For prototyp-
ing, many solutions are on the market. E.g. Cadence and Synopsys offer systems
which allow to prototype and emulate a digital systemon several FPGAs.However,
these systemsdon’t support dynamic andpartial reconfiguration.A recent research
work however showed, that also these systems are capable to provide this feature
[5]. With the introduction of this degree of freedom, also partially and dynamically
reconfigurable systems can be emulated with these machines. However, the costs
of such emulators are immense. Therefore DynamIA also targets to develop a cost
efficient substitute for these professional emulators. For this purpose, standard off-
the-shelf FPGA boards will be used to build the emulator architecture. Like in the
professional emulators, the design has to be distributed over several FPGAs in case
the design doesn’t fit on one board. The dynamic and partial reconfiguration will
be enabled with specific IP cores using the internal configuration access port of
the used FPGAs. Fast interconnections between the boards are used to enable the
communication of the distributed modules. A hostPC is utilized as data source and
sink.Atool flow,whichwill bedevelopedwithin theproject, performs thepartition-
ing of the application and the generation of the different configuration bitstreams
for the several boards and the partial bitstreams which will be loaded on demand.
A scheduler on chip level performs the download of the bitstreams as described in
[6]. The application scenarios come from different domains and are provided by the
SMEs participating in the project as a part of the user group.

2.2 Economic Impact

The goal of the project is to improve the competitive position of Flemish and
German SMEs by enabling them to develop products with a better performance
(faster startup behavior, low power consumption, lower cost) and with a shorter
design cycle (through an incremental design approach). The improved products
and reduced NRE costs increase the turn-over of the companies and contribute
to their growth. Furthermore, it is mandatory to enable SMEs in Belgium and
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Germany the entry in an upcoming market which will definitely increase signifi-
cantly in the next years. Reasons for this are the next revolution of the industry
called Industry 4.0. Here novel kinds of embedded systems need to provide a com-
putational platform which is able to keep strict deadline requirements, reliability
and robustness. A further important requirement is the combination of domains
such as process automation, factory automation, production and logistics. This
comes into our daily lives with the ”Internet of Things”. If the SMEs are not
ready as soon as these new systems are required, the huge companies take over
this important market leading to another reduction of SMEs in Europe, which
is definitely a huge drawback. DynamIA wants to help to lower the barrier for
an entrance of SMEs into this beneficial and promising technology.

3 Research Approach and Expected Results

3.1 Research Approach

The innovation target consists of two aspects: (1) innovation of the SMEs’ prod-
ucts and (2) development of an innovative emulation platform. The product
innovation consists of designing and implementing new FPGA architectures that
provide dynamic and partial reconfiguration and support run-time adaptation.
On the one hand, these architectures increase the startup speed, shorten the
design cycle, decrease the power consumption and/or reduce the resource occu-
pation. On the other hand, the novel architectures need to have sufficient internal
and/or external memory to store the configuration data. The use cases are cho-
sen in different application domains and contain different architectural challenges
such as intensive internal/external memory access, real-time processing require-
ments, computation intensive algorithms, specific interfacing requirements. The
variety in the application domain and the architecture of the use cases guaran-
tees the applicability for the SME target group. The SMEs in the user committee
will be involved in fine-tuning the use cases in the first phase of the project. In
parallel to the development of the use cases, techniques for emulating dynamic
reconfiguration will be developed. For this purpose, a CHIPit prototyping system
which consists of 6 large FPGAs in one system will be used to demonstrate the
feature of dynamic and partial reconfiguration. CHIPit from Synopsys is origi-
nally meant for developing ASICs. However, it is possible to introduce dynamic
reconfiguration into this emulator box. For this purpose the internal config-
uration access port is used to update the FPGA partially at run-time. This
approach is fully new and would lead to a novel use case of this emulator. In
a further step, the technique is used with individual FPGA evaluation boards.
These boards, which can be obtained at low costs from e.g. Digilent, Avnet and
Xilinx, can also be used as emulators. For this purpose, a novel technique to bring
these boards into a network and distribute the reconfigurable system on it will
be developed. The reason why the consortium wants to target this approach
is the fact that cheaper boards are more attractive to SMEs and universities.
However, the two options are envisioned in this project to be able to make a
performance comparison between the CHIPit and the novel low-cost solution.
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3.2 Expected Project Results

The result of DynamIA is the analysis, implementation and evaluation of appli-
cations using dynamic and partial reconfiguration. For the implementation and
evaluation, tools and hardware methods will be developed in order to test the
dynamicity of the system before an application-specific prototype is built. For
this purpose, a design flow using the Synopsys CHIPit system will be developed
which enables to perform dynamic and partial reconfiguration. In a further step,
such a design flow will be developed for standard off-the-shelf FPGA boards. A
free version of the flow will be provided for SMEs and academics. The imple-
mented use cases will be described in application notes that allow reproduction.

4 Conclusion

DynamIA focuses on translating knowledge and expertise on dynamic and partial
reconfiguration to Belgian and German SMEs. This will be done through the
development of four use cases that represent different benefits of the technology.
The use cases are from domains like sensor signal processing, embedded security,
network of systems and image processing. This variety of applications enables
a full exploration of the capability of dynamic reconfiguration and the required
gain in experience to provide valuable feedback to the SMEs within the project.
Low-cost emulation platforms will be developed and demonstrated through the
use cases. These platforms can also be used for static designs and can be adopted
by the SMEs as an alternative for expensive emulation platforms.
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Abstract. Demographic and epidemiologic transitions in Europe have brought a 
new health care paradigm where life expectancy is increasing as well as the 
need for long-term care. To meet the resulting challenge, European healthcare 
systems need to take full advantage of new opportunities offered by technical 
advancements in ICT. The RADIO project explores a novel approach to user 
acceptance and unobtrusiveness: an integrated smart home/assistant robot sys-
tem where health monitoring equipment is an obvious and accepted part of the 
user’s daily life. By using the smart home/assistant robot as sensing equipment 
for health monitoring, we mask the functionality of the sensors rather than the 
sensors themselves. In this manner, sensors do not need to be discrete and dis-
tant or masked and cumbersome to install; they do however need to be per-
ceived as a natural component of the smart home/assistant robot functionalities. 

1 Introduction 

Demographic and epidemiologic transitions have brought a new health care paradigm 
with the presence of both growing elderly population and chronic diseases [1]. Life 
expectancy is increasing as well as the need for long-term care. Institutional care for 
the aged population faces economical struggles with low staffing ratios and conse-
quent quality problems [2], [3]. 

Although the aforementioned implications of ageing impose societal challenges, at 
the same time technical advancements in ICT, including robotics, bring new opportu-
nities for the ageing population of Europe, the healthcare systems, as well as the 
European companies providing relevant technology and services at the global scale. 
The full realization of this technological potential depends on: 
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• Concrete evidence for the benefits for all stakeholders, including the elderly 
end-users and their formal and informal care givers (secondary end-users), as 
well as the health care system  

• Safety of and acceptability by the end-users 
• Cost-effectiveness in acquisition and maintenance, reliability, and flexibility 

in being able to meet a range of needs and societal expectations 
• The provision of functionalities that can reduce admissions and days spent in 

care institutions, and prolong the time spent living in own home. 

RADIO project will develop an integrated smart home/assistant robot system, 
pursuing a novel approach to acceptance and unobtrusiveness: a system where sens-
ing equipment is not discrete but an obvious and accepted part of the user’s daily 
life. By using the integrated smart home/assistant robot system as the sensing equip-
ment for health monitoring, we mask the functionality of the sensors rather than the 
sensors themselves. In this manner, sensors do not need to be discrete and distant or 
masked and cumbersome to install; they do however need to be perceived as a natural 
component of the smart home/assistant robot functionalities. In pursuing these goals, 
the main objectives of RADIO are: 

• To develop methods for detecting the activities of daily life (ADL) and mood 
conditions that are pertinent for detecting early symptoms of cognitive im-
pairment and social exclusion, and to compare their accuracy against that of 
more obtrusive setups. 

• To place the robot as the central focus of interaction for a whole range of 
automations offered by the smart home, besides the assistance offered by the 
robot itself. This enhances acceptance of the robot’s sensing equipment as a 
necessary part of the robot’s functionality. 

• To base the design on existing reliable, safe, and low-cost robotic and home 
automation solutions, without requiring specialized hardware. 

• To embed recognition methods in hardware sensing and processing compo-
nents, which form a modular system that can be deployed in different con-
figurations and mixes of components without requiring extensive effort or 
specialized knowledge for reconfiguration. 

• To evaluate how well the RADIO-provided information can drastically re-
duce precautionary admissions and days spent in care institutions by detect-
ing early symptoms of cognitive impairment. 

• To integrate individual home deployments into a wide area network of 
RADIO home deployments, medical institutions, and mobile devices of in-
formal care givers; into an information transmission and management system 
that is by design scalable and secure and privacy-preserving. 

In order to achieve its ambitious objectives, the RADIO project will carry out re-
search in several ICT fields. In the remainder of this paper we first frame this research 
in the context of the RADIO architecture (Section 2) and then proceed to present the 
envisaged smart home/robotics environment (Section 3), data analysis (Section 4), 
embedded system design (Section 5) and communications infrastructure (Section 6), 
and conclude (Section 7).  
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Fig. 1. Conceptual architecture of the RADIO system 

2 Use Cases and System Architecture 

One of the core premises that RADIO will test is that user acceptance can be 
achieved by minimizing the levels of awareness being monitored: system actions and 
behaviours are apparently serving the end user’s convenience and no action is explic-
itly motivated by health monitoring. RADIO also assumes a pragmatic stance towards 
the technology readiness level of robotic autonomy and cognitive systems, and actu-
ally turns into its advantage the relatively low level of autonomy that robots enjoy: it 
lowers user expectations on its cognitive abilities and gains acceptance and familiarity 
by not presenting itself as an omnipotent helper but rather as a pet that depends on the 
user more than the user depends on it. 
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The primary end users are elderly people who need assistance in order to maintain 
their independence and quality of life. RADIO aims to offer a number of smart home 
automation conveniences including a thoroughly integrated domestic assistant robot. 
Besides running errands such as looking through the house for eyewear or keys or 
bringing medication, the robot also acts as the contact point for home automation 
conveniences, such as lights that can be switched on and off, heating that can be 
turned up or down, etc. It collects and analyses behavioural data in order to attract a 
doctor’s attention when necessary, helping diagnose symptoms early and take timely 
remedial action. Through its direct involvement in the end-users daily activities, 
RADIO observes Activities of Daily Life (ADL) and aims to exploit these observations 
to establish ADL patterns and to identify deviations. 

The RADIO system will be accessed via user interfaces (UI) specifically designed 
for the elderly primary end-users, their care givers, and the clinicians. The main de-
sign goals for the primary end-users and the care givers UI are ease of use by people 
with minimal familiarization with ICT systems and, especially the former, by people 
suffering from cognitive impairments that affect memory. The clinicians UI, by con-
trast, is a more complex front-end for decision support systems that allow monitoring 
by clinicians as well as research and experimentation using aggregate and anonymous 
data collected from multiple deployments of the system (Figure 1). 

3 Integrating Smart Home Systems and Robotics Technology 

Home automation is not a passing trend but is expected to become as prominent fea-
ture of our daily lives as television sets, phones and tablets are today. It is natural that 
integrating robotics technologies into home automation infrastructure is going to af-
ford us the most seamless integration of the robot in its smart home environment. 

This integration, however, is a major undertaking due to the large number of com-
peting protocols and standards related to home automation. Smart home systems inte-
grate mature, off-the-self sensing and actuation components around a home gateway 
that provides telecommunications, central control, and intelligence. However, fast 
development by many companies who wanted to position their products on the market 
led vendors to develop incompatible communication protocols for their products. 
Although some standardization has been achieved, there are still several standards for 
physically wiring devices in actual use in homes that need to be considered in the 
context of RADIO: 

• The Digital Addressable Lighting Interface (DALI) is used to control light 
systems, means transformers, dimmers, LED lights, and other endpoints. 

• The European Installation Bus (EIB) standard describes how sensors and ac-
tuators in a house automation system have to be connected. It also describes 
the communication protocol. EIB is used for alarm systems, light control, 
and shutter for windows. 

• Konnex-Bus (KNX) describes the connection of sensors and actuators in 
house automation and integrates three bus systems: EIB, BatiBus, and EHS. 
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• Local Operating Network (LON) is a Fieldbus and US standard with was 
adopted also in Europe. The standard allows that devices of different vendors 
can communicate.  

• Last but not least, the Standard Motor Interface (SMI) allows to control 
drives e.g., in shutters for windows. 

The wireless communication systems are also manifold. Currently the following 
standards are used for wireless home automation: EnOcean, ZigBee, Z-Wave, WLAN, 
and Bluetooth. In robotics, integration is typically centred on an on-board PC that uses 
the Robot Operating System (ROS)1 middleware to integrate sensing and actuation 
over the Ethernet, WiFi, and USB communication channels typically available to PCs. 

The RADIO project focuses to handle the communication between the most rele-
vant wired and wireless home automation standards and the robots. For this purpose, 
based on a standard the gateway functionality will be deployed. The OSGi Frame-
work2 is an open, modular and scalable service delivery platform. It enables as soft-
ware basis platform the networking of devices from different vendors. However, the 
platform has to be extended and evaluated to handle also the domain of robotic. Since 
the standard was developed for connecting end points e.g., from Telemetry, Assisted 
Living, mobile phones, and PDAs, it is not dedicated for the usage in the robot do-
main. However, since this is an open standard which is established, the consortium 
decided to use this platform as the start for the integration of robots into house auto-
mation. 

4 Data Collection and Processing 

RADIO aims to detect ADL related to basic self-care tasks, such as dressing, eating, 
feeding and functional mobility, as well as instrumental ADL related to housework 
and device usage (e.g., telephone). ADL detection will be based on visual, depth, and 
audio signal analysis as well as their fusion. For instance, detecting eating-related 
events will be based on audio-visual analysis, while functional mobility will be based 
on recognizing motion patterns in depth and range data. 

Apart from the ADL mentioned above, the project will also experiment with de-
tecting more complex events, such as meal preparation, cleaning up, using technology 
and taking medications. RADIO will also face significant communication and tech-
nology integration challenges, ranging from efficient and secure data transfer, coop-
erative communication, data processing, sensors-actuators efficient cooperation, low 
power operation, and communication technologies heterogeneity. Besides ADL, the 
project will also integrate methods for recognizing mood from speech and facial char-
acteristics. Since the robotic platform will only be able to react to simple spoken 
commands and not engage in any type of conversation, audio analysis will be mostly 

                                                           
1 ROS is maintained by the Open Source Robotics Foundation (OSRF). More information 

about ROS and OSRF can be found at http://www.ros.org and http://www.osrfoundation.org 
2 More information about OSGi can be found on the homepage of the OSGi alliance 

(http://www.osgi.org) 
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based on acoustic features rather than the content of the user’s utterances. In addition, 
speaker diarization will be used to isolate utterances by the person of interest, but also 
to provide information about social life and other signs of social exclusion. 

The relevant literature is rich, but extension and adaptation will be needed in order 
to meet RADIO requirements. In instance, [4] try to monitor certain dressing activity 
failures, using both radio frequency Identification (RFID) tracking and computer vi-
sion processing. The failures they monitored were: putting on clothes a) in the wrong 
order, b) backwards or other way around, c) only partially d) at an inappropriate num-
ber of layers for the current temperature and e) at a wrong part of the body. They used 
a Bayesian model in order to infer the dressing step using the RFID tags, which had 
been embedded in clothes and a clustering scheme to infer simple dressing events 
using rules and finally fused the results. [5] tackled also the problem of clothes 
change, however in that case only the result is tracked (i.e., the change of a particular 
clothing) based on depth and RGB information that stems from a Kinect sensor. 

Various already existing efforts will be considered for the purposes of RADIO. [6] 
used RFIDs to detect nine ADL activities. Wireless gloves with embedded RFIDs 
have been successfully used, among which oral hygiene, toileting, washing and per-
sonal appearance. Fusion of RFID and visual properties have also been addressed: [7] 
tackles the problem of automatically learning of object models from video by using 
sparse and noisy RFID readings, common-sense knowledge and visual features, in a 
kitchen, in order to recognize activities by identifying the objects which are being 
used in the scene. [8] focuses on five basic ADL activities: telephone use, hand wash-
ing, meal preparation, eating and medication use, and cleaning. They used various 
sensors (e.g., motion, temperature, sensors that monitor water and stove burner use 
etc.) They applied naive Bayes classifiers and Markov models so as to recognize the 
aforementioned activities. [9] presents a system that uses visual features and custom 
logic rules in order to recognize steps in hand washing by tracking a) of hand location 
and b) of step-specific object locations, specifically the soap and towel. [10] success-
fully fused several sensors with an SVM classification scheme to recognize several 
ADLs (e.g., dressing, hygiene). [11] uses kinematic sensors (specifically, wearable 
wireless accelerometers) to detect several ADLs. [12] uses an RGB-D camera to rec-
ognize potentially dangerous activities for elderly people, along with several ADLs. 
They track joints on the human body, which have been provided by Microsoft Kinect 
API1 and extract kinematic features. For the recognition of simple activities, they use 
several one-vs-all SVM classifiers, while for finer activities (i.e., ADLs) they adopt a 
bag-of-motion-features approach and then apply SVM classifiers. [13] also used the 
Kinect sensor in order to monitor intake gestures in the context of spotting specific 
ADL’s of eating and drinking in a home setting. 

A critical and quite challenging area will be sound and speech processing algo-
rithms. Sound analysis has been mainly used to detect bathroom activity, e.g., [13], in 
the context of recognizing bathing, toilet use, and personal hygiene ADLs. Also, 
acoustic information has been used (e.g., in the USEFIL project) in order to detect 
sounds relevant to general events: doorbell, phone ring and speech, while [14] adopts 
baseline audio analysis approaches to detect ADL-specific audio events (dish wash-
ing, step sounds etc.). In addition, audio information can be rather useful when recog-
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nizing emotions from speech [15]. In most cases, due to the importance of face in 
emotion expression and perception, most of the affect recognition studies focus on 
combining information from visual-based facial expression analysis [16]. It has to  
be noted here, that speaker diarization [17] will be used in order to discover speaker-
specific information before applying the speech-based emotion recognizer. In  
addition, the application of a speaker diarization step will help us to extract useful 
information regarding the social activity of the users (dialogue detection, types of 
dialogues etc.). 

5 Embedded Systems Design and Hardware Accelerators 

In the RADIO project, a significant effort will be given to the design and implementa-
tion of the underlying hardware platform. Our vision is to equip the robotic system 
with dedicated FPGA-based processors, memory systems, and accelerators. Apart 
from the low power requirements, prime design objectives of the hardware substrate 
will be safety, availability, reliability, and fault-tolerance. We plan to strike the best 
balance between those partially contradictory design goals through two main direc-
tions.  

First, sophisticated offloading techniques will be devised. Our target towards this 
direction is to formulate a synergistic environment in which specific parts of the com-
putational workload will be forwarded to the backbone for (further) processing. Those 
parts of the workloads can be either computational intensive pieces of code or critical 
parts of the executing applications. A combination of local and remote execution tak-
ing into account the well known communication vs. computation ratio will be also 
examined. However, in our case, this classic “communication vs. computation” trade-
off will be extended to include the concerts of reliability and fault-tolerance [35]. For 
example, given a set of processing (local or remote) units, which is the most reliable 
unit for a given algorithm or a program phase of an algorithm? In principal, bit-level 
processors can execute more reliable bit-level algorithms (e.g., security algorithms), 
but bit level processors are too slow, that in turn means, power inefficient. In addition, 
the data transactions between the local (robotic) system and the remote system (back 
office) are also a significant source of errors.  

Second, at the lower level, we plan to attack the challenges posed at the hardware 
level thought extensive reconfiguration [36]. While reconfiguration is widely consid-
ered as a technique to improve the performance or the power of a system [37], our 
aim is to use the concept of reconfiguration in order to increase the reliability, the 
safety, and the responsiveness of the robotic system. This requires to build power vs. 
performance vs. reliability (as well as safety) Pareto curves and use the notion of a 
reconfiguration in order to traverse those curves (statically or dynamically) in order to 
identify the ideal point(s) that meet specific (user or system) objectives. More impor-
tantly, in order to maximize the resulting benefits, we plan to include in the design 
space, application-level reconfigurations [36]. The application domain of the RADIO 
project is amenable to reconfiguration either at the algorithmic level (e.g., more re-
laxed data transformations) or at the data representation level (e.g., floating point vs. 
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fixed points variables). In other words, the innovation in our case is that core and 
memory reconfigurations are going to happen in concert with application reconfigura-
tion so as to be synergistic towards meeting specific objectives. 

Memory reconfiguration entails a vast array of techniques: resizing on-chip mem-
ory to fit program needs [37], optimizing cache architectures for dynamic and static 
power consumption [38], optimizing shared-memory communication via custom 
cache coherence protocols [39], modifying the replacement policies for minimizing 
miss rates in caches [40], compressing data and removing data redundancies, manag-
ing caches shared by multiple applications, partitioning the on-chip memory for dif-
ferent functionalities (caches, scratchpads, loop buffers, etc.) and any combination of 
the above. While the reconfiguration space is vast in this project we will combine the 
mechanisms that work synergistically and provide global, application-driven policies 
for applying these mechanisms. Our goal is to provide a malleable core and memory 
system that can be efficiently adapted to the needs of an application using both static 
(application information) and run-time information (hardware monitoring & feed-
back). 

6 Communication Infrastructure Using WSN 

Concerning Wireless Sensor Network (WSN) technologies, the embedded sensor that 
will be used in the context of distributed sensor data analysis will include experimen-
tal development boards as well as off-the-shelf commercial products. In the context of 
the RADIO platform, communication and interfacing capabilities of WSN sensors 
will be enhanced through low power advanced operation as well as advanced com-
munication approaches including cooperative communication, data fusion and multi-
hop communication.  

In that respect, significant progress beyond the state-of-art is anticipated in ICT ar-
eas including efficient wireless sensor networks. Targeting on one hand a system able 
to handle a wide range of different and diverse sensors and one the other a highly 
extendible and evolving platform an adequate codification approach must be followed 
enabling communication in a structured and open way. Such schemes will significant 
ease the management of enormous and diverse amount of information. Significant 
input to this approach will be provided by open standards such as VITAL [18] and 
DICOM [19] and relevant research efforts [20]. During the last few years interesting 
research efforts have been presented concerning home monitoring of people with a 
specific condition. However most of them are based on a passive approach [21], [22] 
whereas RADIO aims towards a more active approach which will engage the user 
himself in order to make him feel more active, creative, self-reliant and useful.  

Additionally, most efforts assume a single, specific communication technology 
and/or limited types of sensor which significantly limits flexibility and extendibility. 
In both aspects RADIO aims to offer wide support of available options so as to 
maximize usefulness and practicality [22], [23], [24]. Supporting state-of-the-art 
communication technologies such as Bluetooth v4 and IEEE 802.15.4 and extending 
low power communication capabilities will comprise a critical goal of the project. At 
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the same time enhancements will be pursued in data management areas concerning 
context aware data process, data fusions etc. aiming to offer a more intelligent and 
efficient wireless sensor network. When multiple and mobile sensors are deployed in 
a home environment a critical challenge that must be addressed is potential discon-
nections of specific nodes (e.g., a person wearing sensors transferring data using IEEE 
802.15.4 and the respective receiver are more than two rooms away from each other 
will probably lose direct connectivity to the receiver). In such scenarios the nodes can 
still be connected over multi-hop communication paths. Of course multi-hop commu-
nication is not new to WSN but RADIO aims to study the possibility to furthered 
enhance the usefulness and practicality of such features compared to existing state-of-
the-art efforts. A common characteristic of relative efforts is the goal to address a very 
specific case usually characterized by quite limiting assumption including the use of 
specific communication technology or the transferring of specific sensor data [25], 
[26], [27], [28]. In that respect RADIO aims to offer to enhance usefulness in terms of 
flexible support of various communication technologies and data types using a com-
mon and extendible codification scheme. A very interesting approach is presented in 
[29] where multi-hop communication is used as a way to actually enhance security. 
Such approaches can also be extended in RADIO through the use of efficient  
encryption components while identifying and taking into consideration adequate data 
management processes able to address soft security issues such as data mishandle, 
authorized access, EC security regulations compliance etc.  

Another area able to offer significant performance and efficient benefits yet not re-
ceiving adequate interesting in WSNs is cooperative communication [30]. In general 
the term cooperative communication in RADIO is used for approaches where nodes 
receiving (or overhearing) data don’t just convey them to the final receiver but instead 
they use data in order to enhance communication efficiency. Such approaches have 
attracted significant interest in more resource rich network technologies such as Wi-
MAX [31], [32] but can also benefit RADIO network setups as well. In [33] and [34] 
a very interesting use of cooperative communication aiming to enhance communica-
tion security is offered, which can also be exploited in the context RADIO and ex-
tended through the use of state-of-the-art encryption components. 

7 Conclusion 

The RADIO project provides an integration of robotic equipment in the environment 
of house automation. The high number of solutions in terms of protocols requires the 
development of a platform, which unifies all these different standards to enable a 
common interface for the robot’s data access. This platform can be seen as gateway 
between the robot’s data access and the connection to the house automation busses. 
Such a platform needs to support different real-time requirements, specific bus opera-
tions (e.g., cyclic messages, spontaneous messages etc.). A setup like this has the 
complexity like a gateway in the automotive domain. Due to this fact, a platform with 
sufficient computational capacity has to be selected. We envision here an FPGA-
based design which is high performant and also flexible to future bus systems, which 
may be developed after the projects end.  
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An FPGA-based platform is also envisioned to host the algorithms used on the ro-
botics platform. Here the best trade-off between communication and computation (at 
the local node) has to be found. Definitely, the processing of data near the sensor node 
might be the preferred solution in terms of power efficiency, but the highly dynamic 
scenario within the context of RADIO might lead to new approaches and solutions. 
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Abstract. This paper presents the main directions of the AEGLE
project, that targets to integrate cloud technologies together with het-
erogeneous reconfigurable computing in large scale healthcare systems
for Big Bio-Data analytics. AEGLE’s concept brings together the ’hot’
big-data technologies with the health ’industry’ eventually leading to
integrated care and creating a win-win situation for both. We provide
the addressed Big Data health scenarios and we describe the structural
elements of the proposed solution, with emphasis given in the exploita-
tion of high-performance reconfigurable engines for Big Data analytics
acceleration integrated to the AEGLE ecosystem, enabling personalized
and integrated health-care services, while also promoting related research
activities.

1 Introduction

At the centre of health debates there are open questions on how to manipulate
data and how to produce value out of it, share it and secure it [1]. Answers to
these questions will create opportunities ”to predict long-term health conditions
and identify non-traditional intervention points, as well as to design better diag-
nostics tools, prevent diseases, and increase access to, and reduce the costs of
healthcare”. As discussed in [2], effective use of data in the US health sector
could generate USD 300 billion in value per year. The implementation of big
data analytics in the healthcare sector has the potential to ”boost the integra-
tion of user-generated data with official medical data, leading to healthcare that
is more integrated and personalised” [3].

Several European initiatives [4] have already pinpointed the importance and
usefulness of healthcare big data, e.g. to predict the outbreak of an epidemic etc.
However, the strategic advantage brought by Big-Data in healthcare still materi-
alizes at slow paces, as only some large-scale organizations have established few
pilot or proof-of-concept projects.

Nowadays, there is an obvious gap in the area of big data analytics for Health
Bio-data. Data-driven services are still needed to cater for the data versatility,
c© Springer International Publishing Switzerland 2015
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volume and velocity within the whole data value chain of healthcare analytics. A
true opportunity exists to produce value out of big data in healthcare with the
goal to revolutionize integrated and personalised healthcare services, which have
been recently introduced for the management of complex medical conditions e.g.
various chronic disease conditions, chronic malignant and non-malignant disor-
ders. Evidently, the implementation of data value chains for healthcare big data
analytics has the potential to lead Europe gain the leading position worldwide,
pioneering by leveraging Big Data analytics solutions in a domain that is of
critical importance for all European countries and their citizens.

The AEGLE1 project targets to address the aforementioned open issues by
implementing a full data value chain to create new value out of rich, multi-
diverse, ’big’ health data. The project builds upon the synergy of heterogeneous
High Performance Computing (HPC) exploiting reconfigurable architectures,
Cloud and Big Data computing technologies, offering tools for a seamless use
of different sorts of capacity across HPC, Cloud, Grid and Big Data computing
for the benefit of all areas of Horizon 2020. AEGLE will provide a framework for
Big Data analytics for healthcare that will overall enable and promote innovation
activities that place ’health’, at the spotlight.

2 AEGLE’s Relevance and Positioning in Respect to
Other R&D Projects

AEGLE aims to generate value from the healthcare data value chain data with
the vision to improve translational medicine and facilitate personalized and inte-
grated care services overall improving healthcare at all levels, to promote data-
driven research across Europe and to serve as an enabler technology platform
enabling business growth in the field of big data analytics for healthcare Cur-
rently numerous R&D projects are running, regarding health and ICT technolo-
gies. Most of them are targeting to obtain a proof of concept (having limited and
controlled validation phases) on the impact of sensing and monitoring devices in
the treatment and management of a disease.

Some of the projects have already examining in more depth the concept of
integrated care concerning chronic diseases like WELCOME2 or SWAN-iCare3.
Additionally health projects have started exploiting cloud capabilities, like
e-health GATEway to the Clouds4 or BIOBANK Cloud5 as well as perform
large scale analysis like MD-Paedigree6 and OPENPHACTS7. Most of these
1 AEGLE: An analytics framework for integrated and personalized healthcare services

in Europe
2 http://www.welcome-project.eu/
3 http://www.swan-icare.eu
4 http://www.jisc.ac.uk/whatwedo/programmes/di research/researchtools/ehealth.

aspx
5 http://www.biobankcloud.com
6 http://www.md-paedigree.eu
7 http://www.openphacts.org

http://www.welcome-project.eu/
http://www.swan-icare.eu
http://www.jisc.ac.uk/whatwedo/programmes/di_research/researchtools/ehealth.aspx
http://www.jisc.ac.uk/whatwedo/programmes/di_research/researchtools/ehealth.aspx
http://www.biobankcloud.com
http://www.md-paedigree.eu
http://www.openphacts.org
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projects however aim to the storage and analysis of mainly biological data (e.g.
genomics), and this is the field where commercial products can be found like
CLCbio8 platform aiming to the analysis of DNA, RNA and protein.

In addition, none of the existing Big-Data projects are completely dedicated
to healthcare and the provision of corresponding healthcare services, or the man-
agement of diseases. AEGLE combines all elements of the full value chain (stor-
age of large volumes of data, big data analytics, cloud computing and provision-
ing of integrated care services), targeting to cover the whole field of health big
data analytics. It will also liaise with other projects (e.g OPENPHACTS etc),
for taking advantage from their developments, resulting to a more advanced and
extended system.

3 Health Scenarios for Big BioData Analytics

3.1 Chronic Lymphocytic Leukemia (CLL) Big BioData
Management

CLL is a cancer of the blood system, more precisely a B-cell lymphoma, affecting
mainly people of advanced age (median age at diagnosis of 70 years). CLL is a
chronic, incurable disease, leading to great distress for patients and their families
as well as huge costs for the health care system. The relevant Big Data include:
(i) the growing output of multiple -omics technologies, such as proteomics and
metabolomics, exome/whole-genome sequencing (genomics), RNA-sequencing
and methylation sequencing; (ii) results from functional studies focusing on
immune signaling; (iii) results from in vitro drug screening; and (iv) demographic
and clinico-biological information from patients. With the advent of high-through-
put technologies, a wealth of information has become available about CLL at an
unprecedented scale in medical research.

Analysis will be performed both on local repositories provided by AEGLE
partners as well as public repositories such as Gene Expression Omnibus (GEO)
[5] and Sequence Read Archive (SRA) [6] that archive and freely distribute func-
tional genomics data of multi-terabyte- scales submitted by the scientific commu-
nity. In the context of CLL data management and analysis services, the AEGLE
Big Data platform will operate on integrated sources that will be able to address
complex clinical questions and scenarios associating phenotypic data with per-
sonal genetic profiles. Ultimately, the AEGLE conceptual and methodological
platform will enable to bridge the gap from improved molecular characterization
to improved and rational management of CLL.

3.2 Intensive Care Unit (ICU) Big Bio-signal Streams

In an Intensive Care Unit (ICU) context, patient bio-signals are continuously
monitored and displayed towards recognizing alerting events. The continuous
recordings of clinical, laboratory data and physiologic waveforms could be analysed
8 http://www.clcbio.com

http://www.clcbio.com
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and displayed in an easy-to-understand manner by clinicians, who cannot inter-
pret more than 3-4 variables at any given time. A basic principle for such analy-
sis is that these signals cannot really be regarded independently, as they express
systems and their interactions in stable or deteriorating states. Also in this par-
ticular situation, where the human factor steps in with inadequacy, sound critical
decisions cannot simply be made without risks. AEGLE scalable data analytics
will provide automated analysis of the fast changing multi-dimensional func-
tions of variables for the detection of unusual, unstable or deteriorating states
in patients.

Advanced data analytics shall be employed under the AEGLE for the crit-
ical detection and prevention of patient states to deterioration to eventually
save lives and reduce the rates of mortalities in hospital ICUs. AEGLE analyt-
ics infrastructure for sepsis diagnosis and prediction in ICU shall promote the
development of large data bases for variability and complexity analysis of phys-
iological data (such as heart rate, blood pressure and temperature) captured
from monitors in real time and alerting clinicians when the patients clinical sta-
tus may deteriorate, particularly in the early stages of life- threatening illnesses.
In this respect, early and personalized treatment will be feasible using AEGLE
technology for higher survival in ICUs around European Hospitals.

3.3 Multi-parametric Management for Type II Diabetes

The risk of developing T2D can be increased by various factors; usually a mixture
of modifiable and non-modifiable elements: i) age, ii) weight, iii) genetics and
iv) ethnicity [7]. Based on the risk factors and screening measurements outlined,
and their variety from biochemical data, ultrasound, to general demographic
data it is necessary to develop a scalable infrastructure such as the AEGLE
platform that will process streams of distributed and heterogeneous biomedical,
imaging and demographic Big Data, while offering multi-parametric data ana-
lytics services. AEGLE infrastructure will cope with important computational
issues generated by: a) the complex and heterogeneous, huge volumes of data
and, b) the inherent complexity of the multi-parametric data analyses to provide
meaningful data to multi-level of healthcare professionals, researchers to inform
diabetes early diagnoses, screening and counselling. It must be noted that high-
throughput data are usually provided in semi-structured or unstructured format
and hence the AEGLE platform will need to provide a multi-step processing
modification and analysis of data in order to be operational for the end users.
The processing of all the above prognostic and complication indicators in their
variety should enable the early detection, treatment and modifications of com-
plications developing in type II diabetes, leading to a decrease in morbidity,
mortality and excessive health care costs.

4 The AEGLE Infrastructure

Figure 1 depicts the main building blocks of AEGLE’s big data analytics frame-
work. Reflecting the requirements of different stakeholders involved in the full
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data value chain for healthcare analytics, the AEGLE framework consists of big
data analytics services at two levels:

– Local level: The local level implements big data analytics services for real-
time processing of large volumes, fast generated and multiple-formatted raw
data originating from patient monitoring services deployed within a health-
care unit, complemented with dedicated medical databases. An example is
the real-time analytics service that AEGLE will implement over an HPC
substrate for the scenario of Intensive Care Unit (ICU). The goal of the ana-
lytics service is to detect unusual, unstable or deteriorating states of patients
given the fast changing multi- dimensional variables conveyed within the bio-
signals generated by ICU dedicated equipment. The stakeholders of the local
level analytics are healthcare units/systems and of course the patients a ulti-
mate beneficiaries that will benefit from the advanced treatment modalities
enabled by adopting the analytics services. For example, in the ICU sce-
nario, a prompt reaction to detected instabilities or abnormal behavior of
the patient’s status could significantly help to save the lives of patients being
treated within the ICU.

– Cloud level: The cloud level analytics services will offer an experimental
big data research platform to data scientists, workers and data profession-
als across Europe. The platform consists of a large pool of semantically-
annotated and anonymized healthcare data, a set of libraries implementing
state-of-the-art big data analytics methods including the local level big data
analytics AEGLE services and APIs for federating with public and private
data sets. Advanced visualisation tools will be implemented by AEGLE as
an instrument for gaining new knowledge and expertise, advancing the Euro-
pean know-how in healthcare big data analytics, by allowing data scientists
to steer the cloud level analytics mechanisms with their own insights. SMEs
across Europe will be given the ability to use of the AEGLE platform (accord-
ing to the business model that AEGLE will define) in order to deploy and
assess the validity of their innovative data analytics solutions which aim at
creating new value in the field of healthcare.

4.1 Exploiting Heterogeneous High Performance Reconfigurable
Architectures

Over the past few years, high performance computing environments have increas-
ingly embraced hardware heterogeneity as a means to offering improved perfor-
mance andparticularly, performance/Watt.Rather than ahomogeneous collection
ofa single-typeofprocessingelement (i.e. single coreCPUs),heterogeneous systems
utilizemultiple types of resources allowingworkloads to be partitioned across those
resources depending on the best match of the type of processing to the capabilities
of the processing unit. A typical heterogeneous system will contain conventional
multi-core processors providing a general purpose computing capability and one or
more type of co-processors such as GPUs, DSPs or FPGA-based Dataflow Engines
(DFEs) which are optimized for parallel workloads.
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Fig. 1. AEGLE infrastructure

Most hardware systems consist of rackmount servers, where each server con-
tains some number of CPUs and PCI Express attached co-processor cards such
as GPUs or DFEs. This type of system is simple to deploy but can be hard to
optimize since either CPUs or co-processors are often under-utilized due to the
fixed ratio of resources within the chassis. An alternative deployment methodol-
ogy is represented by the MAXELER MPC-X Series [8], which decouple DFEs
from CPUs by having separate CPU servers and DFE systems connected via a
high speed network. This method achieves somewhat lower bandwidth between
the CPUs and DFEs but at the benefit of significantly increased flexibility of
task assignment which can lead to much improved performance and efficiency.

MAXELER high-performance dataflow solutions are designed to integrate
into production server environments, supporting standard operating systems
and management tools. Mature software tools are provided by MAXELER for
dataflow oriented application customization. In addition, MAXELER’s dataflow
computing platforms form promising infrastructures for ’big data’ problems, with
large on-board memories backed by high performance computation capabilities.
For example, the MPC-X series dataflow nodes provide up to 384GB of DRAM
and ultra-high speed connectivity to other nodes, allowing problems that might
normally use disk or multiple nodes to run in memory on a single node. In addi-
tion, DFEs can incorporate lossless or lossy data compression into application
data flows, directly multiplying memory capacity and bandwidth and allowing
terabytes of data to be held in memory within a single node.

Despite growing adoption in narrow contexts, heterogeneous infrastructures
are not widely used for the kind of Big Data analytics applications that will



Reconfigurable Computing for Analytics Acceleration of Big Bio-Data 537

be tackled in AEGLE. This is due to a number of factors, including that not
all analytics algorithms map well to co-processors (and particularly to GPUs,
which are optimized specifically for floating point arithmetic), the increased pro-
gramming difficulty in a heterogeneous environment, complexities of managing
multiple resource types and the prevalence of a simplified view of the Map Reduce
programming model which maps well to homogeneous processors. AEGLE will
address the final steps necessary to enable heterogeneous HPC infrastructure to
have a real impact on healthcare. In particular, we will utilize MAXELER DFEs
which are based on reconfigurable hardware and can be optimized for specific
algorithms and the project brings together both algorithm experts and computa-
tional experts to ensure that the analysis applications are efficiently implemented
on the target technology. The project will develop optimized implementations
of the core algorithms on the MAXELER platform, as well as developing the
technology necessary to manage a large-scale infrastructure of heterogeneous
systems.

5 Big Data Analytics Acceleration

5.1 State-of-Art Technological Approaches for Big Data

BigData healthcare analytics operate on collections of large and complex data
sets which are difficult to process using common database management tools.
Improving the performance of Big Data analytics has currently gained a lot of
attention in industry and academia. Especially in healthcare systems, analytics
acceleration is expected to form the main enabler for making decisions faster,
analyse bigger data sizes and processing live data streams real-time.

Several techniques and tools have been emerged for Big Data acceleration to
address the increased complexity of applications’ requirements. Widely used for
BigData processing, MapReduce is a distributed data processing framework for
large clusters built of commodity servers. MapReduce frameworks are exploiting
the inherent parallelism found in data driven applications, by splitting compu-
tation to set of parallel jobs (mappers) that generate intermediate results and
propagate them to the reduction tasks to produce the final outcome. Google orig-
inally proposed and developed the MapReduce framework to process their pro-
prietary Big Data [9]. Apache Hadoop [10] is open source MapReduce software
that has emerged as the de facto standard of MapReduce for big data processing.
Typical MapReduce frameworks target cluster based organizations of computing
working nodes, thus assuming that each working nodes has its own address space.
These computing fabric organizations usually impose a communication bottle-
neck between the maps and reduce phase. The Phoenix framework [? ] proposes
a runtime environment for supporting MapReduce on shared-memory multicore
processors, taking advantage of the physical proximity of the computing and
memory resources.

At the data management level, in-memory databases have gained a lot of
attention in the field of Big Data analytics. Modern commodity servers equipped
with 1 TByte main memory are currently available for a very reasonable price.
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An in-memory database [11], [12] relies on main memory storage mechanisms
rather than disk storage, in order to eliminate seek time when querying the
data, thus providing faster and more predictable performance. In- memory data-
bases are faster than disk-optimized databases since the internal optimization
algorithms are simpler and execute fewer CPU instructions. Recently, IBM has
launched DB2 with BLU [13] acceleration database infrastructure to speed up
BigData analytics using dynamic in-memory columnar technologies. Unneces-
sary processing is eliminated by data skipping that automatically detects and
skips large sections of data that do not qualify for a query. In-memory colum-
nar technologies provide an efficient way to scan and find relevant data. BLU
acceleration utilizes instruction level parallelism through SIMD vector process-
ing techniques to pack instructions and execute them in a single time slot, thus
improving processing efficiency. In general, there is a growing interest in accel-
erating data management and event stream processing with devices exhibiting
high capabilities on parallel resources.

5.2 Dataflow Reconfigurable Computing for Big Data Analytics

Within AEGLE, we target to go beyond state-of-art on Big Data services by
introducing an integrated infrastructure that exploits FPGA-based dataflow
acceleration across three different software levels, i.e.:

– the algorithmic level,
– the MapReduce runtime level and
– the storage and data management level.

More specifically, at the algorithmic level, customized DataFlow Engines
(DFEs) will be developed in order to accelerate the computation intensive kernels
found in the targeted Big Data analytics procedures. At this level, acceleration is
achieved through the well-known hardware-software co-design paradigm [? ], in
which the software kernels that are utilized frequently and exhibit high compu-
tation demands will be designed as hardware DFEs and mapped to MAXELERs
device. Advanced compiler- and datapath-level optimization techniques [19], [20]
will be adapted for spatial computing with DFEs. Along with per accelerator
datapath optimization, maximization of accelerator’s scalability issues given the
FPGA’s computational and memory organization constraints [18] will be a con-
sidered.

At the runtime level, specialized DFEs will be designed targeting to the
acceleration of the underlying MapReduce programming model, i.e. the map,
combine and reduce functions. MapReduce allocates several resources from the
software processors, reducing the overall performance of the Big Data applica-
tion. In this case, acceleration targets to the efficient implementation of internal
procedures found in MapReduce runtime. Early experimental analysis consid-
ering the implementation of a MapReduce accelerated framework for FPGAs,
showed speedup gains up to 32x in respect to a purely software solution [14].

In addition, customized memory management schemes tailored to the mem-
ory hierarchy and organization of MAXELER’s devices will be incorporated
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to efficiently handle the large number of key-value pairs usually generated by
MapReduce semantics, as well as platform specific task schedulers for balanc-
ing the load across the software processors and the DFEs. Previous work on
customized dynamic memory management for multi-threaded workloads showed
that significant performance and memory footprint gains can be achieved, when
careful design of customized [15], platform dependent [16] and adaptable [17]
memory management mechanisms are performed.

Finally, regarding the storage and data management level, the database man-
agement system (DBMS) would be extended to support both adaptive data lay-
out optimizations, e.g. columnar versus row-wise storage model according to the
type of queries, and query-specific hardware pipelines dataflow-based accelera-
tion. There is a lot of calculation intensive operations that are executed by the
DBMS to maintain the stored data e.g. merging the update buffer into the main
storage of an in-memory column store, that can be efficiently accelerated though
dataflow-based FPGA acceleration. Regarding the DBMS acceleration for data
analytics, MAXELER’s in-memory capabilities is expected to fulfill the needs
for high demanding and fast data retrieval.

6 Expected Scientific and Societal Benefits

Business growth and technology advancements have resulted in growing amounts
of enterprise data. To gain valuable insights and competitive advantages, there is
a growing demand for performing fast and in some cases, e.g. responsive health-
care, real-time analytics on such data. The AEGLE project invests on effective
acceleration of such workloads, by incorporating the latest advances in hardware,
i.e. HPC computing nodes to support parallelization and heterogeneous data-
flow acceleration on reconfigurable devices to perform several tasks in just one
instruction. Within AEGLE it is foreseen to extent the scope and the benefits of
acceleration also in domains related with big bio and health data and database
management. It is expected that in this era of big data, the methodologies and
tools developed within AEGLE project will transform to an extremely helpful
tool-suite not only for health practitioners and researchers but also for business
and IT leaders across all industries that are looking for ways to easily and cost-
effectively unlock the value of enterprise data and are trying to quickly implement
new solutions to gain additional insight from this data to improve outcomes
across all areas of the business and science.

Additionally the outcomes of this project that would comprise the AEGLE
platform shall impact the biomedical informatics domain in providing new and
fast tools to the end users for performing high throughput analysis, as well as
provide to the end users a solid and efficient framework for developing clin-
ical studies (observational and/or interventional) for reliable medical decision
support, and for the production of evidence based medicine incorporating infor-
mation from the social media. It would impact the issue of accessing data from
various inputs and the evolution of an open health data virtual space comprising
of all the personalized and translational medicine related data. Thus, the impact
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to the ICT world is expected to be significant since health is one of the most
important social and financial areas for R&D and innovation, and further, the
S/W products are expected to be useable to a large extend to other big data that
are related with the economy, environment, energy, behavior and psychology.

Regarding the healthcare domain AEGLE will provide more advanced mech-
anisms for analysis of data, while offer predictive modeling especially in critical
situations. This could lead in short term evaluation of patient’s condition estima-
tion of evolution for any type of illness and at the same time facilitate doctor’s
role by providing significant assistance via pattern recognition of the severity
and the countermeasures for patient’s condition. The social benefits in terms of
integrated care and the use of big-data are the following:

– Improved interaction between patients, their relatives and carers, facilitating
more active participation of patients and relatives in care processes

– Improved cooperation between the providers of health, social and informal
care

– Reinforced medical knowledge with respect to efficient management of comor-
bidities

– Increased confidence in decision support systems for disease/patient man-
agement

– Increased level of education and acceptance by patients and care givers of
ICT solutions for personalised care

– Reduced admissions and days spent in care institutions, improved disease
management and treatment at the point of need, actual improvements in
the daily activities of patients through the effective use of ICT and the
better coordination of care processes

7 Conclusions

In this paper, we presented the AEGLE approach for enabling high performance
Big Bio-Data analytics. AEGLE aims to efficiently integrate cloud computing
together with heterogeneous high performance computing technologies to enable
both a publicly available global medical repository for wide adoption within
the healthcare research, as well as to support fast analysis for aiding medical
decisions at the local level of intervention. Here, we focused our analysis on the
advanced reconfigurable technologies to be exploited throughout the AEGLE
project.
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Abstract. This paper present a recently started multi-national project which will 
provide an innovative comprehensible, ultra-Fast, security-Aware CPS Simula-
tor (called COSSIM) that will seamlessly simulate both the networking and the 
processing parts of the Cyber Physical Systems (CPS) significantly faster and 
more accurate than any existing solution. In order to achieve that COSSIM will 
develop a novel simulator framework based on a processing simulation sub-
system (i.e. a “full-system simulator”) which will be integrated with a novel 
network simulator. Furthermore, innovative power consumption and security 
measurement models will be developed and incorporated to the end framework. 
On top of that, COSSIM will also address another critical aspect of an accurate 
CPS simulation environment: the performance as measured in required simula-
tion time. COSSIM will create a framework that is orders of magnitude faster, 
while also being more accurate and reporting more CPS aspects, than existing 
solutions, by applying hardware acceleration through the use of field program-
mable gate arrays (FPGAs), which have been proven extremely efficient in rel-
evant tasks. This paper presents the high-level architecture of the end-system as 
well the most innovative aspects of it that will allow it to be the fastest and most 
accurate such simulator, while it does not cover the security aspects of this nov-
el system. 

1 Introduction 

Cyber Physical Systems (CPS) are considered “The Next Computing Revolution” 
after Mainframe computing (60’s - 70’s), Desktop computing & Internet (80’s - 90’s) 
and Ubiquitous computing (00’s). CPS are growing in capability at an extraordinary 
rate, promoted by the increased presence and capabilities of electronic control Units 
as well as of the sensors and actuators and the interconnecting networks. In order to 
meet the growing requirements of automated and assisted features and the inherent 
complexity, developers have to model and simulate those sophisticated systems at all 
the design stages; simulation has proven itself in the last 15 years by providing an 
analytical approach to solutions for complex problems.  
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One of the main problems that CPS designers face is “the lack of simulation tools 
and models for system design and analysis”[1]. Even in the Wireless Sensor Network 
(WSN) field, which can be considered a subset CPS (e.g. a CPS can, among others, 
comprise of a set of WSNs), it has been reported [2] that over one third of the re-
searchers use a testbed in the design process while more than an additional quarter of 
them design their own WSN simulator in order to model their system as a result of the 
severe limitations of all the existing solutions. This is mainly because the majority of 
the existing simulation tools handle efficiently only parts of the CPS (e.g. only the 
processing nodes or only the network) while they mainly focus on the performance of 
the CPS. Moreover, the existing simulators need extreme amounts of processing re-
sources and computation time to simulate a system at a low level (e.g. when simulat-
ing the execution of the complete software stack, including the Operating System, in a 
target platform at a close to cycle accurate level). Faster approaches are available 
however they function at higher levels of abstraction and cannot provide the precision 
and accuracy that are necessary in order to model the exact behavior of a system un-
der design so as to guarantee that it meets its requirements.  

The COSSIM simulation framework will address all those important needs by 
providing a novel open-source approach which can  

• seamlessly simulate, in an integrated way, both the networking and the processing 
parts of the CPS,  

• perform the simulations one to two orders of magnitude faster,  
• provide significantly more accurate results, especially in terms of power consump-

tion, than existing solutions 
• report the, critical for many applications, security levels of the simulated CPS.  

COSSIM will achieve the above by incorporating a full system simulator (i.e. “a 
simulator that simulates an electronic system at such a level of detail that complete 
software stacks from real systems can run on the simulator without any modifica-
tion”[2]) with a novel network simulator. Furthermore, novel power consumption and 
security models will be developed and integrated to the proposed framework. Addi-
tionally, COSSIM will create a framework that is significantly faster than existing 
solutions, by applying hardware acceleration through the use of field programmable 
gate arrays (FPGAs), which have been proven extremely efficient in relevant tasks.  
In this paper we focus on all the innovative aspects of COSSIM except of the security 
ones that are described in another paper that is under preparation. 

2 Related Work 

There are numerous simulators and emulators that have been developed and imple-
mented mainly for the simulation of WSNs. Those simulators can be used as part of a 
CPS framework since a CPS frequently comprises of a set of WSNs. However the 
CPS are significantly more complex than WSNs in terms of both the processing in the 
nodes and the interconnecting networks so certain specific CPS toolsets are required; 
nevertheless, no such simulation system incorporating all the aspects of a complex 
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CPS exists. The aforementioned WSN simulators and emulators can be mainly placed 
in the following two categories: (a) those that do not support instruction level simula-
tion of the processing units and (b) those that support simulation at the instruction 
level but only for specific, very simple microcontrollers. 

In the first category there are TOSSIM (with the PowerTOSSIM extension [3]), 
OMNET++[4] based simulators like Castalia, MiXiM, NesCT, SENSIM and PAWiS 
[5] and NS-2 based ones like NRLSensorsim[6], and J-SIM[7] . The common char-
acteristic of these simulators is that in order to be scalable, they run the target applica-
tions as a native executable on the simulation machine rather than directly simulate a 
node’s CPU at the instruction level. Therefore to provide performance and power 
measurements, they employ either a code-transformation technique to estimate the 
number of CPU cycles executed by each node or a limited set of different power 
modes. Then, the trace of each node’s activity is fed into a detailed model of hardware 
performance as well as energy consumption, yielding per-node timing and energy 
consumption data. This approach yields acceptable accuracy in terms of performance 
and energy consumption estimation for very simple CPUs without any memory hier-
archy and/or complex peripherals.   

On the other hand there are simulators or actual emulators which support specific 
CPUs at the instruction level and provide cycle accurate results. Those include 
ATEMU, Avrora, VMNet and EmSim that all support the MicaZ AVR-based CPUs; 
MSPsim and WSim that support the MSP430-based CPUs as well as Freemote Emu-
lator which supports both AVR and MSP430-based nodes. Those systems report at a 
very high accuracy both the performance and the energy consumption of the CPUs. 

The drawback of the simulators of the first category is that they cannot accurately es-
timate the performance as well as the energy consumption of modern complicated pipe-
lined and multi-core CPUs that have many levels of memories and are interconnect with 
sophisticated peripherals. The error in such high-level estimations, if a non-cycle accu-
rate model is present, can be up to 62% in terms of the performance as well as of the 
energy consumption of a complex CPU [8] making the estimation basically useless. On 
the other hand the simulators and emulators of the second category do support cycle 
accurate models of the CPUs but they provide such capabilities only for very simple 
microcontrollers (i.e. AVR and MSP430) that are not even pipelined, do not support 
memory hierarchy of any kind or are interconnected so as to form multi-cores.  

At the same time, over the last few years, the availability of large FPGAs together 
with the newly introduced high-level synthesis tools has provided a new opportunity for 
CPU cycle-accurate simulations. It is now possible to perform cycle accurate simula-
tions of realistic designs, e.g., a small number of out-of-order processors, on a single 
FPGA chip. These FPGA-based simulators are able to provide three orders of magni-
tude improvement in performance over software simulators. Chung et al[9], Pellauer et 
al [10], Chiou et al[11], Tan et al[12]  and Khan et al[12] have all designed and imple-
mented such very efficient emulation frameworks. At the same time numerous re-
searchers such as Bachman et al[13], Park et al[14] , Sunwoo et al[15], Tsao et al[16] 
and Krieg et al [17] proposed frameworks for accurate estimation of either one or more 
CPUs interconnected in a SoC which are based on implementing certain parts of the 
CPUs or CPU models to an FPGA; the result is an up to 500x faster simulation that the 
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purely software approach while providing the exact same energy accuracy. Moreover, 
there are certain approaches such as the work from Nasreddine et al[18], Quadri et al 
[19], Lin et al[20] and Tan et al[21]  that accelerate the network simulation by up to 
two orders of magnitude when implementing them on FPGAs. 

As stated above there are numerous FPGA-based power estimation methodologies 
that have been proposed in the last few years [22],[23],[24]. Their approach is to port the 
hardware description of the CPU to the FPGA together with the associated power mod-
els. In all cases the emulation systems run from 50x to over 1000x faster than a SW 
based simulator.  The drawbacks of those approaches are that (i) it is difficult and time 
consuming to port a complex CPU to the FPGA including its peripherals (ii) the power 
models integrated increase the latency of executing each emulated instruction on the 
FPGA while the more accurate the models the higher the execution time. More im-
portantly all such emulation-based solutions are limited to one FPGA thus they cannot 
emulate complex multi-cores/SoCs. Another more promising approach is that by Ghodat 
et a’ [25] were a hybrid model is utilized so as to execute certain tasks, which cannot be 
synthesized, in software and the synthesizable parts in the FPGA. The main drawback of 
this approach, which makes it of very little use, is that in order to be efficient the modules 
simulated in software should have very low intercommunication with those implemented 
on FPGAs; this is not the case of the complex CPS SoCs where effectively all the intra 
CPU and peripherals modules are connected to each other at very high speeds.  

On the other hand, especially in the early 2000’ there were certain regression-based 
power estimation systems that have been proposed[26],[27],[28],[29]. Their main 
drawback is that their accuracy is limited due to the fact that they do not model cycle-
by-cycle power while they are only working on estimating relatively simple CPUs 
with simple known constituents; as a result those systems cannot easily be used for 
system-level evaluation while they use very complex mathematics at high precision so 
they cannot probably be accelerated even if implemented on FPGAs. There is also a 
framework proposed by Sunwoo et al [30]  which generates FPGA-based power 
estimators consisting of linear models that are designed to be integrated into fast, 
accurate FPGA-based performance simulators of microprocessors and the work from 
Bansal et al[31] that utilizes statistical methods to generate power models of the 
hardware modules integrated within a complex SoC; the latter provides accurate re-
sults however, due to its nature, it cannot be mapped to an FPGA hence it cannot be 
accelerated.  Another very important drawback of the majority of those systems (ex-
cept the ones from Sunwoo, Bhattacharjee and Bansal) is that they cannot support 
multi-cores and SoC with CPUs, accelerators and peripherals which are expected to 
be the norm in tomorrow’s CPS while none of the existing systems support the energy 
and power consumption estimation for the active network interconnection compo-
nents (such as transmitters, repeaters, receivers, routers, switches) which is an ex-
tremely important feature for CPS. 

The common characteristics of all those approaches is that by taking advantage of 
the high-processing power of the FPGA the system provide not only faster but also 
significantly (up to 80%[34],[35]) more accurate results mainly due to the facts that a) 
they utilize much more complex power models than the standard software approaches 
and b) they simulate orders of magnitude more testcases therefore reaching a much 
better estimation.   
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3 High Level Architecture 

The COSSIM framework will be the first one that will support, at a cycle accurate 
level, the simulation in a fully integrated manner of a) CPS nodes comprising of so-
phisticated multi-core homogeneous or heterogeneous CPUs, including several levels 
of memory hierarchy, complex on-chip interconnection and peripherals and b) the 
internetworking between those nodes. All the existing simulation tools, as analytically 
described in the previous section, can either perform high-level non accurate simula-
tions of complex CPUs and networks (the error is up to 62% in terms of energy and 
performance[32] making them impractical) or instruction level simulations of very 
simple non-pipelined, single-level memory hierarchy CPUs. Moreover, in terms of 
energy consumption, as also described in the last section, the approaches are quite 
similar: either high-level non accurate models are utilized or very accurate models of 
quite simple microcontrollers are offered..  

So COSSIM will design and implement a CPS simulation framework that will: 

1. Simulate at the Instruction Level the software execution of the CPS multi-core 
nodes and extract highly accurate performance and energy estimations for the 
software execution 

2. Incorporate the network-related aspects of the CPS together with the CPU pro-
cessing aspects in one single framework  

3. Develop new models for more accurate estimations of the energy consumption of 
the final CPS including the consumption of both complex CPS nodes and intercon-
nected networks, 

4. Execute certain parts of the simulations on Reconfigurable Devices (i.e. FPGAs); 
FPGAs will provide the huge processing power needed so as to report all the fea-
tures above in a timely and accurate manner. 

Hardware acceleration on reconfigurable logic of certain parts of the framework is 
expected to provide orders of magnitude improvement in the performance of the 
overall simulation environment. This is of utter importance as unrealistic high, for any 
practical application, simulation times have till now been the most prohibitive factor 
in fully unlocking the potential of such integrated simulation tools. Through the pro-
posed scheme it will be possible for the first time to simulate a complete complex 
CPS at an acceptable level of accuracy. This will include numerous complex CPS 
nodes and the complex network interconnecting them. Simulations will be at a low 
level, so as to provide highly accurate performance and energy consumption estima-
tions, while for the first time security aspects of the system under simulation will be 
examined; those estimations are important so as to (1) verify that power budgets and 
security levels are met by the different parts of the design as well as of the entire CPS, 
and (2) evaluate the effect of high-level optimizations, which have greater impact on 
power than low-level ones [33]. 

To achieve those ambitious research goals, while also provide a tool familiar to 
CPS designers (i.e. it has a very large use-base already), COSSIM will try to build on 
top of existing simulation systems and augment / modify them so as to address the 
new requirements. Towards this end, COSSIM will investigate the existing full sys-
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tem, Network and Power Simulators (most of which are open-source) and identify 
whether some of their subsystems can be employed, after the required modifications, 
in the developed COSSIM framework. The use of existing cores as the basis of the 
development has the additional advantage that the exploitation of COSSIM will be 
significantly facilitated and the impact will be greater. If, for example, COSSIM 
adopts the interface of an existing network simulation framework (like NS3 or 
OMNet++), a large part of the CPS design community that is already familiar with the 
selected framework from their WSN simulations, will be able to embrace, without any 
hassle, the COSSIM framework, which will provide them with significantly more 
functionality (for example much better energy and performance estimations) at a 
much higher speed without requiring an extensive learning curve.  

Regarding the inputs of the overall system, they will be as follows:  

• the code that will be executed on the processing Units (including the OS)  
• the characteristics of the processing units (e.g. number of CPUs, characteristics of 

interconnections and peripherals, caches sizes, number of external memories etc) 
or the name of the System on Chip(SoC), from a predefined set for the most com-
mon SoCs used in CPS 

• the network architecture (e.g. active network systems, network topology, network 
protocol, links speed, characteristics of the links in terms of BER etc) 

• all necessary data to perform security testing of the system’s exposed interfaces: 
permissible input values, or possible input ranges for the code to be simulated (i.e., 
input constraints for fuzz-testing model behavior) as well as a list of vulnerabilities 
to test the system against 

The Output of the system will be a trace file and certain overall characteristics (e.g. 
total execution time, energy consumed, security level supported etc). The overall 
block diagram of the proposed system is shown in Figure 1.  

The vision of COSSIM is that of an infrastructure that combines in a seamless way 
heterogeneous sub-tools that evaluate the performance, energy and security of indi-
vidual nodes and complete networks. This integrated infrastructure, shown in Figure 
2, consists of two main components: a processing simulator and a network simulator. 
The processing simulator is split into a functional (addressing the sequence of tasks 
that have to be executed) and a timing (addressing task sequence execution latency) 
model allowing the implementation of the time critical component of the simulator in 
FPGA(s). Apart from evaluating the exact timing of the tasks’ execution, COSSIM 
places particular focus on the efficient modeling of the CPS power consumption and 
its security aspects and will come up with efficient realizations of such novel models 
including their efficient mapping to reconfigurable hardware. The node simulator will 
be able to address different CPU architectures and execute unmodified application 
software written for the target devices including support for full OS code execution. 
In this way, COSSIM will address the simulation of real software execution on com-
plex CPS interconnected with complex network and access its implications on the 
performance and power consumption (as well as the security) of the CPS.  
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Fig. 1. COSSIM Framework 

In the next subsection we analytically describe why the COSSIM framework will 
be highly innovative.  

 

Fig. 2. COSSIM Combined Infrastructure 
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4 Novelty 

The novelty of COSSIM is twofold: it is a novel overall system comprising of innova-
tive sub-systems. Summarizing the current systems, as described in the Related Work 
Section, there are numerous systems that perform and accelerate the simulation of 
different aspects of CPS (i.e. CPU performance, power consumption and networking 
performance) but each of them is following a different approach, is working in a 
stand-alone mode and there is no seamless way to interconnect them. Moreover, none 
of them support the notion of security. On the other hand a complete CPS simulation 
framework should incorporate such sub-systems in a seamlessly to the developer way 
and this is the design need that COSSIM will fill-in with a novel offering. 

Moving to the innovative aspects of the complete framework in most of current, 
and more importantly, future CPS the main CPS nodes will consist of multi-core 
complex CPUs and peripherals interconnected with NoCs, while there will be a com-
plex network interconnecting the CPS nodes. Such a system cannot be simulated or 
emulated by any of the existing frameworks; one of the main reasons is that it is very 
slow to simulate, at a low level (e.g. the instruction level), even a single complex CPU 
together with the associated memory system and peripherals. COSSIM will design and 
develop the first known simulation framework that will allow for the simulation of a 
complete CPS utilizing complex SoCs interconnected with sophisticated networks. 
This will be achieved by executing certain parts of the combined processing and net-
work simulations on FPGAs. As it has been proved in by the existing systems listed 
above and simulating the CPUs, such an approach can accelerate the simulation of the 
Processing system by one and up to two orders of magnitude. Moreover, the COSSIM 
system will support more accurate power estimations than the existing tools as 
demonstrated in the next section  

The related work section clearly demonstrates that many of the tools developed es-
pecially for WSN simulations combine CPU and network simulators by modeling the 
system components at different levels of abstraction determined by the performance 
and accuracy requirements of the tool. These CPU simulators, either built for the pro-
posed framework (like in Avrora and ATEMU), or integrated from pre-existing com-
ponents (like in DiSens, Cooja and Sunshine) limit their applicability to only specific 
WSN platforms. There are also complex CPU/SoC simulators that have neither any 
notion of networking nor of the peripherals found in a CPS. In contrast, in COSSIM 
we will build a simulation framework that will be capable of simulating existing com-
plex SoC architectures while also be friendly to experimentation with design alterna-
tives. We argue that such experimentation is a key factor to drive innovation in the 
field of CPS computational and power-efficient hardware platforms. 

COSSIM will develop a modular and flexible processing simulator utilizing certain 
sub-systems of the existing CPU and SoC system simulators but tailored to the needs 
of CPS (e.g. supporting less CPU-features and the correct level of abstraction of the 
hardware components). It will also implement a networking simulator either based on, 
or utilizing certain modules of, one of the existing such systems which are currently 
under active development and have considerable support from the international re-
search community; this will allow the exploitation of state-of-art simulation engines, 
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possibly complemented with facilities for distributed network simulations over a 
computer cluster, which incorporate accurate simulation models for e.g. mobility and 
radio channels. For both sub-simulation engines, we will define system-agnostic inter-
faces and provide a reference architecture for their interconnection.  

To summarize, the main innovation of COSSIM in the area of the integrated pro-
cessing and network simulator will be the development of processing and network 
simulation engines handling the CPS-specific characteristics and interconnected with 
a novel scheme. We will also define the appropriate novel system-agnostic interface 
that will accommodate (a) different data representations that traditionally exist in 
processing and network simulators (data representation in bit/byte and packet levels, 
respectively), (b) efficient communication of events and (c) versatile time synchroni-
zation. Matching a processing simulator to a CPS simulation-capable, generic net-
work simulation tool will pave the way to more complete and realistic simulations of 
CPS with computational and control execution facilities hosted in platforms (network 
elements) that are located beyond the boundaries of wireless sensor and actuator net-
works. 

Moving to the novel power estimation system of COSSIM, and in comparison with 
the existing approaches described in the related work section, the COSSIM sub-tool 
will be innovative since it will also cover the power consumption of the interconnec-
tion between the CPUs as well as with the peripherals since present and, more im-
portantly, future CPS will comprise of multi-core devices incorporated with accelera-
tors and complex peripherals in the same SoC. Moreover, the system will handle the 
power/energy consumption of the active network components of the interconnection 
wired and/or wireless network; this includes the power consumption of the active 
network nodes while transmitting (and very often re-transmitting) over non-reliable 
networks at different power nodes. No such system that estimates the power and en-
ergy of both the processing and the interconnection network exists today.   

Moreover, the COSSIM sub-system performing the evaluation of the energy con-
sumption of the Processing units of the CPS as well as of the active network compo-
nents will be more innovative than existing solutions since it will be the first known 
system that will utilize certain techniques for increasing the simulation efficiency 
namely spatial and temporal power sampling[36], power caching[37], and trace ab-
straction[38]. Those techniques will improve both the speed and the accuracy of the 
framework. In any case, based on the results triggered by the existing systems (as 
described in the last sub-section) the accuracy of the power estimation of our system 
is expected to be more than 50% higher than the existing approaches while by apply-
ing those novel technique it can be up twice as accurate as the current CPS-related 
software based simulation systems. 

5 Conclusions 

The COSSIM project will create the first known system that (a) Simulates at a cycle 
accurate level the executable(s) in the processing nodes of a CPS and the actual net-
work interconnecting the CPS nodes, (b) Provides significantly more accurate 
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power/energy estimations than any existing system (c) Supports and simulates certain 
security features of the overall CPS (d) It is one to two orders of magnitude faster 
than existing systems providing also more features. 

So the system as a complete framework will be highly innovative since no similar 
systems supporting all those CPS aspects exist whereas it will also be significantly 
faster than the limited feature already proposed approaches. Moreover, in order to 
implement such a system there are certain research challenges that should be ad-
dressed and thus there are certain subparts of the overall system that will also be in-
novative as described in this paper; those innovative modules will include: 

• The sub-system that will implement certain parts of the simulation on recon-
figurable devices 

• The accurate Power/energy estimation models that will be developed which 
would also take advantage of the cycle accurate simulations and the large 
processing power, for certain tasks, of the FPGAs  

• The FPGA-based acceleration framework which will be capable of seamless-
ly supporting anything from a single middle-size FPGA to a cluster of highly 
interconnected very large reconfigurable devices 
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